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PREFACE:

EZ-Megabuf is a component of Cogito EZ-DB for IDMS, which allows users to locate the actual CA
IDMS DMCL bufters in XA storage for both central version and local mode processing.

Locating database buffers above-the-line permits the user to assign far larger buffers, and has the
additional benefit of relieving virtual storage constraint below-the-line.

EZ-Megabuf includes a Sequential PreFetch Option. With this option additional PreFetch Buffers
may be allocated. When a database area is being processed in a sequential manner, Sequential
PreFetch Option reads-ahead into the PreFetch buffer using full-track or cylinder EXCPs.
Sequential PreFetch may be used in both CV and Local mode, and provides tremendous reductions
in elapsed times and IO requests for many user programs and CA IDMS utilities.

When used in conjunction with Cogito's EZ-Share® product, users have the ability to share the
XA DMCL buffers and the Sequential PreFetch buffers between IDMS central versions and local
mode batch jobs.

Additionally, for MVS/ESA users only, EZ-Megabuf allows CA-IDMS users to assign entire files to
Dataspaces. When used in conjunction with EZ-Share®, these Dataspaces may be shared by up to
32 concurrently executing CVs or local batch jobs.

EZ-Megabuf operates under CA-IDMS Release 10.1 and higher, in the IBM MVS operating
environment.
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EZ-DB Integrated Installation Guide

EZ-DB Information and Error Messages
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Summary of Enhancements

The following enhancement has been added to EZ-Megabuf for release 6.0.
¢ Support for DSNTYPE=LARGE IDMS Files (R6.0)

EZ-DB now uses extended DCBs and EXCP processing has been updated to support
IDMS files, that area allocated as DSNTYPE=LARGE.

The following enhancement has been added to EZ-Megabuf for release 4.1.

¢ Sequential PreFetch Environment Run-time Parameters(R4.1)

The Sequential PreFetch environment may now be tailored through control statements in
the COSEQCTL control file. This enables the user to require just one default COXASEQ
table and control the PreFetch activity through the run-time JCL.

Particularly for use in local mode jobs, this is a significant enhancement in the operation
of sequential PreFetch.

For completeness, and for the benefit of users who may be upgrading from earlier releases,
enhancements introduced in earlier releases are documented here. Most of the following were
introduced with release 3.1, however, changes introduced in Release 2 are also included here
(denoted with 7).

Further details about each of these changes can be found in the relevant section of this user guide.
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L4

Support for EZ-Megabuf Sequential PreFetch Option

In order to use the Sequential PreFetch option, users must be on EZ-Megabuf Release 3.1
or higher. Sequential PreFetch option provides a significant performance boost to batch
and online programs processing data in a sequential manner, by performing Full-Track or
Full-Cylinder EXCP requests into separate PreFetch buffers.

Support for MVS/ESA dataspaces

MVS/ESA users may assign entire CA-IDMS files to DATASPACES. When used in
conjunction with EZ-Share®, these dataspaces may be SHARED between up to 32
concurrently executing Central versions or local mode batch jobs.

Integrated Installation of Cogito products

To simplify the install process when implementing additional Cogito products (eg. DB-
Synchro®), all required load-modules are now provided in one installation load-library. A
new table (COXA) defines which products are active. Therefore, implementing a further
Cogito product is simply a matter of changing the COXA table and supplying the
appropriate password.

HICCUP” and CHAP options

A new parameter (HICCUP) specifies the maximum number of consecutive page requests
that can be issued by a single task before a hiccup wait is issued. This prevents tasks that
have all page requests satisfied from the buffers fron monopolizing the CPU.

A further parameter (CHAP) allows the user to optionally modify the dispatching priority
of an executing task every time a HICCUP wait occurs. This is a further enhancement to
the HICCUP parameter (introduced in Release 2.1) to stop long-running tasks from
monopolizing the CPU when all page requests are satisfied from within the buffers.

Buffer Restrictions removed”
The following restrictions of EZ-Megabuf Release 1.1 have been removed.

. A new parameter INLBUFF=YES/NO on the COXAMEG ENTRY=DMCL
statement allows the journal buffers to be placed above-the-line, providing further
virtual storage constraint relief.

. MULTI-VOLUME files are now supported.

. The DDLDCLOG area may be located above-the-line, provided the CA PTF
number 90-02-1105 is applied.
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These were the only remaining restrictions in Release 1.1. Therefore, EZ-Megabuf users
can now have ALL of their IDMS database area buffers above-the-line if they wish.

Default COXAMEG generation”

EZ-Megabuf will dynamically generate default parameters if no COXAMEG table is
located at startup. By default, ALL buffers in the DMCL will be located above-the-line,
keeping the existing DMCL defined buffer sizes.

No Need to link IDMSDBMS Front-End”

IDMSDBMS no longer requires a link-edit with CODBMS00, as the latter may now be
loaded dynamically.

Single COXAMEG table for Central Version and Local

It is now possible to specify MODE=CV or LOCAL at the DMCL level, permitting the
user to define different buffer configurations when the same DMCL is used in either CV
or Local mode processing.

A new option MODE=SYSTEM introduced in Release 3.1, is used when the buffer
configuration for the DMCL applies to either (CV or Local) environment.

Separate COXA tables for EZ-Megabuf Standard and Sequential
Options

There are now three separate COXA tables which may be generated to define the DB-
Megabuf environment. The base COXA table (COXATAB) is always required. This
defines which EZ-DB components are to be activated and some global options.

The COXAMEG table may optionally be generated to define the standard EZ-Megabuf
environment. The COXASEQ table may optionally be generated to define the Sequential
PreFetch environment.

(As is the previous release, the COXASIM table is used to define the EZ-Buffer Plus
environment).

Xi
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¢ Enhanced support for dynamic loading of COXA tables*

Users may now take full advantage of dynamic loading of the COXA table(s) without
having to maintain multiple load libraries for different systems. All versions of the
COXA table(s) may reside in the same library with the version loaded at run-time
dictated by new parameters in the new COXACTL file.

¢ Bypass CDMSLIB for ACF2 users*

Users may specify via the new COXACTL file parameter whether dynamic loading is to
be performed via CDMSLIB or STEPLIB. It is therefore no longer necessary for users of
ACF?2 or RACEF exits to hard-link COXA table(s) with COXADBIO or apply the PTF
M9205005.

¢ Enhanced Storage Utilization Messages*

New storage utilization messages are issued after each DCMT Vary Buffer command.

¢ EZ-Buffer Plus Pre-Requisite Release”

For EZ-Megabuf users, Release 2.1 or higher is a prerequisite to the installation of DB-
Buffer Plus.

xii
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Introduction

This manual describes the operation of the EZ-Megabuf product from Cogito Limited. It should
be read by the CA-IDMS Database Administrator and by the installer of EZ-Megabuf. Section
1 provides an overview of EZ-Megabuf.

Section 2 provides details of the EZ-Megabuf Standard environment.

Section 3 provides details of the EZ-Megabuf Sequential PreFetch environment.

Section 4 describes EZ-Megabuf Sequential PreFetch operation.

Section 5 provides details on how to install and generate EZ-Megabuf.

Section 6 provides details on the run-time JCL requirements.

The Appendix contains important technical notes about the product. It is important that you read
this section before completing the install.

Throughout this document, several symbols are used to draw attention to various topics. The

symbols and their use is as follows:

Light Bulb: An idea. For instance, an example on how a particular
feature might be used in practise.

Magnifying Glass: A more detailed technical explanation of a
particular subject.

Stop Sign: Ignore this information at your peril!

Xiii
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Features and Benefits Overview

1 Features and Benefits Overview

1.1 EZ-Megabuf Standard

Buffer
Management

Virtual Storage
Relief

USE THE BEST BUFFER MANAGEMENT AVAILABLE.

CA-IDMS already has a highly effective and efficient buffer
management technique resulting from many years of experience
and development. Its only short-coming (in release 10.2) is that
its buffers must be located below-the-line, consuming valuable
space and restricting the maximum buffer sizes which may be
assigned.

EZ-Megabuf takes advantage of this technology without the
short-comings. It allows CA-IDMS to perform its own buffer
management with buffers above-the-line.

BUFFERS above-the-line RELIEVES BELOW THE LINE
STORAGE CONSTRAINT.

Many CA-IDMS users suffer virtual storage constraint below the
16 megabyte storage boundary.

One of the largest consumers of below-the-line storage is
database buffers.

With EZ-Megabuf, users may allocate database buffers above--
the-line for BDAM access, for both Central Version and local
mode batch processing.

EZ-Megabuf provides maximum virtual storage relief by

assigning all buffer related control blocks above-the-line. eg.
BMEs, BASH storage, not just buffers.

1-1
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Large Buffer
Pools

EXCP 1/0

Central Version
and Local Mode

Simulation Mode

BUFFERS above-the-line ALLOWS LARGER BUFFER
POOLS.

By allocating buffers above-the-line users may exploit the full
XA addressing range (up to 2 gigabytes) for buffer storage. This
can greatly increase buffer hits and hence reduce 1/0.

EZ-MEGABUF USES EXCP 1/0.

EZ-Megabuf intercepts the IDMS BDAM 1/0 requests and
instead issues highly efficient EXCP requests DIRECTLY INTO
THE XA BUFFERS.

EZ-MEGABUF WORKS FOR CENTRAL VERSION AND
LOCAL MODE BATCH PROCESSING.

EZ-Megabuf also allows allocation of XA buffers for local
mode batch processing. This may significantly reduce elapsed
job times in some circumstances.

Where local mode batch processing is random, rather than
sequential in nature, EZ-Megabuf has been shown to vastly out-
perform other caching or Read-Ahead type processes.

EZ-Megabuf provides a simulation mode that allows users to
experiment with different buffer sizes to achieve optimum
performance. In this mode, CA-IDMS continues to operate with
normal (below-the-line) buffers, but provides an online display
and log messages comparing the effectiveness of the current
buffer configuration with the simulated sizes.

Another mode available is dual mode, that is, XA buffers plus
simulation at the same time.

1-2



EZ-MEGABUF USER GUIDE

Overview
1.2 Sequential PreFetch Option
Full-Track or Data is read into Sequential PreFetch buffer using full-
Cylinder Reads track or cylinder EXCPs. This can result in enormous
reductions in 1/0 and elapsed run-times for sequential
jobs.
Combined Random By using separate buffers for the sequential PreFetch,

EZ-Megabuf avoids flooding the DMCL buffers with

and Sequential 2 :
g data, thereby minimizing the impact on normal random

Processing access processes.
EZ-Megabuf PreFetch option is the complete solution to
users processing data in random and sequential patterns.
Dynamic PreFetch For each AREA or FILE in a given DMCL, the user

may specify whether Sequential PreFetch is active, or
may be automatically activated. If automatic activation
is requested, the PreFetch buffers are only allocated
when EZ-Megabuf detects that the AREA/FILE is being
processed sequentially.

buffer storage
management

Another option, specifies that the Sequential buffers are
to be freed if they are not referenced for a user-specified
time.

This mechanism of dynamically acquiring and freeing of
the PreFetch buffer pools ensures optimum use of the
available storage.

Multiple PreFetch Any number of FILES or AREAS may have PreFetch
Buffers buffers assigned. The user specifies the number and size
of the extents to be used in each buffer.

An optional parameter allows the user to control the
maximum amount of storage to be used for PreFetch
buffers.

The user may specify that an entire AREA or FILE is to

Database in Memor
y be read into a PreFetch buffer.

1-3
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Full-Track Writes

Backwards Sequential
Processing

Reduced 1/0 and
Elapsed times

EZ-Megabuf will allocate enough space to hold the
entire AREA or FILE in memory.

The user may specify that full-track writes are to be used
for jobs updating files in sequential order. Note: This
option is only available when running in local mode.

For appropriate jobs, eg. database loads, index builds
etc., fantastic savings in elapsed time are possible.

Sequential PreFetch supports sequential processing for
files being processed in reverse sequential mode, thus
providing performance benefit to database loads,
IDMSDBL2 and any other process that reads backwards
through a database file.

For appropriate jobs, eg. database loads, index builds
etc., fantastic savings in elapsed time are possible.

By using Sequential PreFetch and Full Track/Cylinder
Writes, the elapsed times for sequential processing runs
can be reduced by up to 90%. This benefit can be
achieved by user programs or CA-IDMS utilities, for
example:

. IDMSAJNL

. IDMSDBAN

. IDMSINIT

. IDMSRFWD/IDMSRBCK
. IDMSUNLD/DBL2/DBL4

. RHDCPRLG

1-4
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1.3 MVS/ESA Data space Support

Assign Entire Files to
data spaces

Update Areas in Data
spaces

Shared Data spaces

EZ-Megabuf users may request that particular CA-IDMS
files are to be loaded into ESA data spaces.

A data space is a "data-only™ address space which may
contain up to 2-gigabytes of data. Support for up to 256
separate data spaces is provided.

Data spaces may be allocated to both retrieval and update
areas. When used for update areas, any modified pages
are also updated in the data space.

When used in conjunction with EZ-Share®, the data
spaces may be shared by up to 32 concurrently executing
CVs and local batch jobs.

For example, if a particular file has been loaded to a data
space by one CV, then other CVs or local mode batch
jobs may reference that file in the data space with ZERO
READ 1/0.

When used in conjunction with EZ-Synchro©, updates to
a file allocated to a data space are reflected in the data
space, even where the update is performed by another
CV or local mode batch job.

1-5
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1.4 Sharing buffer pools between CA-IDMS services

EZ-Synchro®
Compatibility

EZ-Share®
Compatibility

Shared XA DMCL
Buffers

Shared PreFetch
Buffers

Shared Data spaces

EZ-Synchro® is another component of EZ-DB, which
allows database areas and files to be shared between
multiple CVs/Local mode jobs with complete buffer
synchronization. That is, updates performed against one
IDMS jobs buffers are immediately reflected in the
buffers of other executing IDMS jobs buffers, thereby
avoiding possible inconsistent data or perceived broken
chains.

The EZ-Share® option is a component of EZ-DB which
allows a CV or local mode job to retrieve a required
database page from another IDMS jobs buffers, without
physical 1/0.

When using EZ-Megabuf in conjunction with DB-
Synchro® and or EZ-Share®, the XA DMCL buffers of
all applicable CVs and Local mode batch jobs are
available to each-other.

For example, if a requested database page is not found
in the DMCL buffers of a given CV, EZ-Share® will
check the buffers of other concurrently running CVs (or
local jobs), and retrieve the page using MVS cross-
memory services if found.

In some environments, this can substantially reduce
database 1/0 and further improve performance.

When using Sequential PreFetch option with EZ-Share®,
the Sequential PreFetch buffers are also searched by the
cross-memory SharedBuffer Read routine.

What this means to you is that the Sequential
PreFetch Buffers are effectively shared between
multiple IDMS regions - You may define an AREA
as Database in Memory, and retrieve data from the
buffer from any CV or Local mode job.

When using Data spaces with EZ-Share®, each allocated

1-6
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dataspace may be accessed by any of the active jobs in
the same SharedBuffer group.
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The Standard EZ-Megabuf Environment

2 The Standard EZ-Megabuf Environment

The user controls the operation of the EZ-Megabuf Standard and Sequential PreFetch
environment through the generation of COXA tables.

The user must always generate a COXA table (COXATAB) which defines which components of
EZ-DB are to be activated. The user may also generate a COXAMEG and/or a COXASEQ table,
which further defines the EZ-Megabuf Standard and Sequential PreFetch environments
respectively.

The generated COXA table(s) may be link-edited with the IDMSDBIO module or may be
dynamically loaded at execution time. The default names of the COXA table(s) to be loaded are
COXATAB, COXAMEG and COXASEQ, however alternative names may be specified as run-
time parameters, through the COXACTL file (refer to section 6.1).

2.1 COXAMEG - Defining The XA DMCL Buffers.

The COXAMEG table is used to define the EZ-Megabuf standard XA DMCL buffer
configuration. If the COXA table specifies that EZ-Megabuf is active, but no COXAMEG table
is generated, the default action of standard EZ-Megabuf is to re-locate all of the existing DMCL
buffers above-the-line without any alterations to the buffer sizes as defined in the DMCL.

This action may be sufficient for some sites merely wishing to resolve
problems with below-the-line storage constraint, but will have no effect on
10 rates.

If required, the user may generate a COXAMEG table to override the DMCL buffer sizes to take
full advantage of the extended addressing range above-the-line.

Within the COXAMERG table, buffer overrides may be defined for particular DMCL modules.

Depending on which DMCL is in use at run-time, the appropriate buffer overrides will be
selected.

2-1
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By defining multiple COXAMEG tables, or COXAMEG tables containing
specific overrides for different DMCLs, it is possible to vary the DMCL
buffer configurations for different CV and local mode batch jobs,
=S| WITHOUT having to make any changes to their run-time DMCL modules.

Figure 2.1 shows an example of a COXAMEG table definition:

#COXAMEG TYPE=I DMS, ENTRY=DMCL, NAME=DMCL PRCD, POOL=DUAL,
LOC=ANY, MODE=SYSTEM

#COXAMEG TYPE=I DMS, ENTRY=BUFFER, NAME=APPLCN- BUFF- 01,
BUFMAX=300, BUFRQST=100

#COXAMEG TYPE=I DMS, ENTRY=BUFFER, NAME=APPLCN- BUFF- 02,
BUFMAX=300, BUFRQST=100

#COXAMEG TYPE=I DMS, ENTRY=DMCL, NAME=DMCLTEST, POOL=CS,
LOC=ANY, MODE=SYSTEM JNLBUFF=NO

#COXAMEG TYPE=I DMS, ENTRY=BUFFER, NAME=APPLCN- BUFF- 01,
BUFMAX=300, BUFRQST=50

#COXAMEG TYPE=I DMS, ENTRY=BUFFER, NAME=APPLCN- BUFF- 02,
BUFMAX=300, BUFRQST=50
#COXAMEG TYPE=I DMS, ENTRY=LAST

Figure 2.1 Example of a COXAMEG table definition.

. Buffer sizes defined by COXAMEG override DMCL
definition.

. POOL=O0OS/SIMULATE/DUAL: Define whether
buffers are allocated from OS (GETMAIN) storage, or
"Simulation" mode, or both.

. MODE=CV/LOCAL/SYSTEM: Specify whether
DMCL override is for use by CV or local mode batch
job, or either.

A full description of the #COXAMEG macro can be found in Section 5 "Tailoring the DB-
Megabuf Environment".

2.2 Simulation mode

EZ-Megabuf includes a sophisticated "simulation” mode which allows users to model the
effectiveness of different buffer sizes. In simulation mode, EZ-Megabuf makes no alteration to
the size or location of the database buffers, but keeps track of which database pages would have
been in the buffers had the buffers actually been allocated as defined in the COXAMEG table.

2-2



EZ-MEGABUF USER GUIDE
The EZ-Megabuf Environment

. Allows users to experiment with different buffer sizes to
compare improvement in read-hits.

. Online display available under CV.
. Report written to log at shutdown or batch job
termination.

EZ-MEGABUF (R4.1) *** SIMULATOR STATISTICS *** V0093 11:45:41 94.320

ILUBUFO1
I1LUBUFO2
ILUBUFO3
I1LUBUFO4
ILUBUF10
ILUBUF15
ILUBUF21
NCSBUFO01
NETBUFO1
NETBUF02

<ENTER> REFRESH <CLEAR> EXIT <PF7> UP <PF9> DOWN

Figure 2.2 Simulation mode online display.

Figure 2.2 shows an example of the online display available when using simulation mode or dual
mode. Note: The statistics shown in Figure 2.2 are for illustration purposes only. The actual
improvement in buffer hit rate is entirely application dependent.

Simulation mode is described in more detail in section 2.3.6.
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2.3 Standard EZ-Megabuf Operation

The function of EZ-Megabuf is to allow users to flexibly override the database buffer sizes
specified in the DMCL, and to locate the buffers in XA storage rather than in IDMS storage pool
zero. The processing of EZ-Megabuf falls into the following areas:

2.3.1 EZ-Megabuf - Initialization processing.

EZ-Megabuf reads the buffer size requirements defined in the COXAMEG table, and modifies
the required and maximum buffer sizes as appropriate in the DMCL tables. (Note: The DMCL
module in the load library is not changed). When CA-IDMS opens the buffers, EZ-Megabuf
builds the buffer pools in OS GETMAIN storage.

In addition to the buffer pools, all other buffer related control blocks (eg., BMEs, and BASH
chain storage) are allocated above-the-line.

Note: Buffers defined in the DMCL, but not included in the COXAMESG table definition, are not
handled by EZ-Megabuf. They will be allocated as if EZ-Megabuf were not installed.

2.3.2 EZ-Megabuf - 1/0 Processing.

Read Processing Whenever IDMSDBIO issues a physical read, then EZ-Megabuf
does the following:

If a EZ-DB data space is allocated for this file, EZ-Megabuf will
look in the data space for the required page. If the EZ-Share®
option is active, EZ-Megabuf will look in a data space allocated
by any other member of the SharedBuffer group for the required

page.

If no data space is currently assigned for the file, and the area
is eligible for EZ-Share® SharedBuffer Reads, EZ-Megabuf
will call the EZ-Share® SharedBuffer Read routine to see if the
required database page is available in any other eligible Cvs (or
local mode programs) buffers (including DMCL buffers and
CA-IDMS data spaces). If it is, the page is transferred using
MVS cross-memory services. If EZ-Share® does not find the
page (or is not installed) EZ-Megabuf calls an EXCP routine to
read the required page directly into the XA buffer (for buffers
defined in the COXAMEG table). For buffers not included in
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the COXAMEG table, the 1/O is performed by the normal
BDAM process.

Write Processing Whenever IDMSDBIO issues a physical write request, an EXCP
routine is invoked to write the page directly from the XA
buffer to disk (for buffers defined in COXAMEG table). For
buffers not included in the COXAMEG table, the 1/0 is
performed by the normal BDAM process.

If a data space is allocated for this file by this job, the page will
also be updated in the data space.

If EZ-Share® is installed, the page will be updated in a data
space allocated for this file by any member of the SharedBuffer
Group.

If EZ-Synchro® is installed, a cross-memory routine is invoked
to check for the existence of the updated page in the DMCL
buffers and CA-IDMS data spaces of any other eligible Cvs (or
local mode programs). If it is found, the page will be flushed
from the buffer.

2.3.3 Below-the-line storage relief

One of the benefits of EZ-Megabuf is to provide below-the-line virtual storage relief.

Typically, the maximum available region size below the line is between 9-11 megabytes, and this
is often not enough to accommodate all of the CA-IDMS structures and pools that have to go
below-the-line. One of the largest consumers of below-the-line space without EZ-Megabuf is
database buffer pools.

If your goal is to make more storage available below-the-line for storage pool zero, this will be
an automatic by-product of EZ-Megabuf. All of the storage in pool zero previously occupied by
buffers and other related control blocks will now be available for use.

If you want to make the space available for other purposes eg., to increase program pool sizes,

or for terminal definitions, you will need to read the following discussion of storage pool zero
size.
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2.3.4 Storage Pool Zero Size

When CA-IDMS central version is starting, the space allocated to storage pool zero is larger than
the space defined in the sysgen. This is because IDMS calculates the space required by the
database buffers (and various other control structures) and adds this to the amount you have
specified.

If you were to issue a DCMT D AC ST command, immediately after CV starts up, you would see
the space occupied by buffer storage at the top end of pool zero as type "Long-term". Figure 2.3
shows an example of what your pool zero may look like.

* STORAGE POOL MAP * KEY: _=UNUSED PAGE .=FREE PAGE
S=SHORT TERM, NO SPACE L=LONG TERM, NO SPACE K=USER KEPT, NO SPACE
>=SHORT TERM, SPACE AVAIL <=LONG TERM, SPACE AVAIL +=USER KEPT, SPACE AVAIL

00577000

005B7000

005F7000

00637000

00677000

006B7000

006F7000

00737000 . <<<<LLLLLL<<LLLLLLL+KKKK<LLLLLLLL<....<..<.<<<...LLLLLL
00777000 * LLLLLLLLLLLLLLELLLLLELLEEEE bbbt bbb bbb bbb
007B7000 * LLLLLLLLLLLLLLELLLLLELLLEEEE bbbt bbb bbb bbb
007F7000 * LLLLLLLLLLLLLLELLLLLELLLEEEEEeeeebbeetbb bbb bbb bbb
00837000 * LLLLLLLLELLLLLLLLLL

ok & X ok X ok X ok X % %

Figure 2.3 Storage pool zero utilization - before EZ-Megabuf.

When you install EZ-Megabuf the buffers will not be allocated from pool zero, and this space will
now be available for use. Figure 2.4 shows what pool zero may look like after installing DB-
Megabuf.
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* STORAGE POOL MAP * KEY: _=UNUSED PAGE .=FREE PAGE
S=SHORT TERM, NO SPACE L=LONG TERM, NO SPACE K=USER KEPT, NO SPACE
>=SHORT TERM, SPACE AVAIL <=LONG TERM, SPACE AVAIL +=USER KEPT, SPACE AVAIL

00577000
005B7000
005F7000
00637000
00677000
006B7000
006F7000
00737000
00777000
007B7000
007F7000
00837000

>.

<<LLLL+KKKK.LLLL<..<<.LLLLLLL

*
*
*
*
*
*
*
*
*
*
*
*

o ok X ok X ok X ok X % %

<<LLLLL<<<._LLLLLLL

Figure 2.4 Storage pool zero utilization - after EZ-Megabuf.

If you do not want this space to be available in pool zero, but instead to be used for something
else, you could simply reduce the size of the IDMS storage pool zero in the sysgen by the size of
the buffers which are now located above-the line. Alternatively, you could stop IDMS start-up
from adding the buffer sizes to its pool zero size calculation. There are two ways to do this:

Modifying the To make maximum space available for other purposes, modify
DMCL: the DMCL specifying the minimum of three pages for all of the

' buffers defined in COXAMEG table.
Specifying IDMS Rather than modifying the DMCL, it may be preferable to
Buffer override the DMCL buffer sizes with IDMS BUFFER

Statements. (Refer to the CA "System Generation” manual for
full details). If a buffer size has been overridden in this way,
CA-IDMS startup will use the modified buffer sizes for its pool
zero size calculation.

statements:

Remember, which ever of these methods you choose the actual buffer sizes will be taken from the
COXAMEG table definition.

2.3.5 Using DCMT Buffer Commands

Once the CA-IDMS central version is up and running, all of the usual DCMT commands can be
used, exactly as if the buffers were located in pool zero.

For example, you may use DCMT VARY BUFFER to modify the number of buffers between the
minimum number (3) and the maximum number (BUFMAX specified in the COXAMEG table).
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Similarly, you can monitor the database buffer hit-rate by using the usual DCMT commands or
Performance monitor.

The re-location of the CA-IDMS database buffers to XA storage is completely transparent
to the CA-IDMS run-time system.

Whenever the buffer sizes are modified using the DCMT VARY BUFFER command, DB-
Megabuf writes an information message to the log informing you of the new XA storage
requirement of the DMCL buffer configuration.

The message displayed is as follows:
DB905204 EZ-MEGABUF - OS XA POOL SIZE sizeK
Where size is the amount of GETMAIN XA storage currently in use for database buffers.

Refer to the CA "System Operator Commands™ manual for detailed information on the DCMT
commands available.

2.3.6 Simulation Mode

"Simulation" mode is available if you wish to experiment with different buffer pool sizes without
actually making any real changes to the operational system. In this mode, EZ-Megabuf keeps
track of which pages would have been in the buffers, and can report on the buffer hit-rate that
would have occurred had the buffers actually been this size.

To run in simulation mode, specify POOL=SIMULATE on the COXAMEG ENTRY=DMCL
statement, and define the buffer sizes you would like to try. Note: The simulated buffer size is
based upon the BUFMAX definition for the buffer. (Refer to Section 5 "Tailoring the DB-
Megabuf Environment™ for full details on generating COXAMEG tables).

When running in simulation mode, EZ-Megabuf will write a report to the log at job termination
comparing the effectiveness of the simulated buffers with the actual buffer sizes. When running
under central version, the statistics are available through an online display.

The following figure illustrates the messages written to the log at CV or local mode batch job
termination when running in simulation or dual mode:
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DC201002 T1 | DM5 CENTRAL VERSI ON 57 ERES QUI ESCI NG

DC201007 T1 | DM5 CENTRAL VERSI ON 57 ERES QUI ESCED

DC089001 TERM NAL LI NE UCFLI NE HAS BEEN CLOSED

DC089001 TERM NAL LI NE VTAMLI NE HAS BEEN CLOSED

DC201003 | DM5 CENTRAL VERSI ON 57 SHUTDOWN

DB905211 BUFFER SIMULATOR (SIMULATED FOLLOWED BY ACTUAL)
DB905211 BUFFER NAME # PAGE REQ # 1/0 SI1ZE(K)
DB905212 NCSBUFO01 115,502 221 3,067
DB905212 19,100 26
DB905212 NETBUFO1 233,616 102 122
DB905212 1,595
DB905212 NETBUF02 24,742 33
DB905212 14,148
DB905213 TOTAL 373,860 356
DB905213 34,843

Figure 2.5 Simulation mode CV shutdown messages.

To display the EZ-Megabuf buffer statistics, enter the task code XAST in response to the
DC/UCF Enter Next Task Code prompt. Figure 2.6 illustrates the information displayed by the
XAST task.

EZ-MEGABUF (R4.1) *** SIMULATOR STATISTICS *** V0093 11:45:41 94.320

ILUBUFO1
I1LUBUFO2
ILUBUFO3
I1LUBUFO4
ILUBUF10
ILUBUF15
ILUBUF21
NCSBUFO01
NETBUFO1
NETBUF02

<ENTER> REFRESH <CLEAR> EXIT <PF7> UP <PF9> DOWN

Figure 2.6 Simulation Mode - Statistics display.

The information reported is as follows:

Buffer Name: The name of the buffer as defined in the jobs DMCL and
COXAMEG table definition.
Page Req: The actual number of requests for a page from this buffer.
Bsim 1/0: The number of physical page reads that would have occurred

had the buffers been sized according to COXAMEG table.
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Size(k); The total size of the buffer as defined in COXAMEG table.
Idms 1/0: The actual number of physical 1/0s performed by CA-IDMS
against this buffer.
Size(k): The actual size of the CA-IDMS buffer.
PF-KEYS: When using the XAST task, the following PF-Keys may be
used.
<ENTER=: The <<Enter= key is used to update the

display with current information.

<CLEAR=: The <<Clear= key is used to return to
the IDMS ENTER NEXT TASK CODE
prompt.

<PF7=>: The <<PF7= key is used to page UP

through the display.

<PF8=>: The <<PF8= key is used to page DOWN
through the display.

2.3.7 Dual Mode

In DUAL mode, users can obtain the benefit of using EZ-Megabuf for real, but also continue to
do buffer simulation in the same run.

To run in DUAL mode, specify POOL=DUAL in the COXAMEG table definition. In this mode,
EZ-Megabuf will allocate the buffers in XA GETMAIN storage, taking the buffer sizes from the
BUFRQST definition. In addition, EZ-Megabuf will maintain simulation statistics based upon the
buffer size specified as BUFMAX.

You may monitor the simulation statistics using the online XAST task, as in simulation mode,
except that, now you are comparing the buffer hit rates of BUFRQST against BUFMAX.
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The Sequential PreFetch Environment

3 The Sequential PreFetch Environment

\ This Section only applies if you have implemented the Sequential PreFetch

EZ-Megabuf Sequential PreFetch Option extends the scope of EZ-Megabuf to enhance the
performance of online or batch programs that process data in a sequential manner.

Sequential PreFetch operates for Central Version online and batch programs, as well as local
mode batch.

In a typical production environment,the same database AREA may be processed in a variety of
ways. For instance, most online programs may have random patterns of access to the AREA,
whereas batch programs may have random or sequential patterns depending on the function.

With EZ-Megabuf, users may now have the best of all worlds in one product. Random access
functions continue to use the XA DMCL buffers for maximum performance. Sequential functions
make use of Sequential PreFetch Buffers (SPB). These buffers act as a CACHE between the
database and the standard DMCL buffers. With Sequential PreFetch active, data is read into the
SPB using full-track or cylinder EXCPs. When the application program requests the data,
requested database pages can simply be moved between the PreFetch buffer and the DMCL buffer
without any additional 1/0.

EZ-Megabuf Sequential PreFetch therefore provides incredible savings in 1/0s and elapsed run-
times when running many batch programs and CA-IDMS utilities.

Figure 3.1 illustrates the data-flow of database pages between the database and application
programs when using Sequential Pre-Fetch.
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XA DMCL
BUFFERS

TRK/CYLINDER

EXCPS
IDMSDBIO

IDMSDBMS

!

APPL PROG

DB-Megabuf PLUS

Sequential Pre-Fetch Buffers (SPB)

Figure 3.1 Sequential PreFetch buffers (data flow)

3.1 COXASEQ - Defining the Sequential PreFetch Environment

The COXASEQ table is used to define the processing environment for the EZ-Megabuf
Sequential PreFetch Option.

If you implement Sequential PreFetch without a COXASEQ table, then by default,
Sequential PreFetch will MONITOR every file in the DMCL, allocating one single
track extent for each file where sequential processing is detected.

An overview of some of the COXASEQ table parameters and the way in which they control the
Sequential PreFetch environment now follows:
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3.1.1 Sequential PreFetch Activation (MONITOR)

The user specifies which AREAS and/or FILES are eligible for Sequential PreFetch by defining
ENTRY=AREA or ENTRY=FILE statements in the COXASEQ table. For example:

#COXASEQ TYPE=CACHE,ENTRY=AREA,NAME=DDLDML,EXTENTS=(CYL,1,2),
MONITOR=YES

You may specify whether PreFetch is permanently activated for an area (or file) or whether it
should only be activated when sequential processing is being performed through the MONITOR
parameter. If you specify MONITOR=NO, this would mean that the PreFetch buffers for the area
would be allocated as soon as the applicable file is OPENED and not released until shutdown (or
job termination). This might be used in local mode environments, where the processing mode is
predictable. However, in a central version environment, it is more likely that you would specify
MONITOR=YES, which means that the PreFetch buffers are only allocated when EZ-Megabuf
detects that the area is being processed sequentially.

3.1.2 Defining Sequential PreFetch Buffers (EXTENTS)

Sequential PreFetch uses chained EXCPS to read multiple tracks or full-cylinders of data per 1/0
request. The amount of data read per request is controlled by the EXTENTS parameter.

For example:
#COXASEQ TYPE=CACHE,ENTRY=FILE,NAME=DB001A,EXTENTS=(TRK,2,5)

In the above, the user is requesting that EZ-Megabuf read two TRACKS per 1/0 into each
EXTENT. A maximum of 5 EXTENTS will be allocated to this file at any time.

#COXASEQ TYPE=CACHE,ENTRY=FILE,NAME=DB001A,EXTENTS=(CYL,1,2)
In the above example, the user is requesting that EZ-Megabuf read one CYLINDER per 1/0 into
each EXTENT. A maximum of 2 EXTENTS will be allocated to this file at any time.

When defining EXTENTS for an AREA (rather than for a FILE) it should
be noted that the number of EXTENTS requested will be allocated for
EACH FILE in the AREA, where the AREA spans multiple FILES.
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3.1.3 Automatic Release of Buffers (QUIESCE)

This parameter when used in conjunction with the MONITOR parameter, requests that DB-
Megabuf should FREE the EXTENTS belonging to this File or Area, if they are not referenced
for a user specified time (See QINTVL).

For example:

#COXASEQ TYPE=CACHE,ENTRY=AREA,NAME=DDLDML,
MONITOR=YES,QUIESCE=YES,EXTENTS=(TRK,1,10)

In practice, this provides EZ-Megabuf with a sophisticated level of storage
management. Rather than tieing up large quantities of storage
unnecessarily, MONITOR=YES means that the buffers are not allocated
until needed, and QUIESCE=YES means that they are Freed when no
longer required.

See also MAXCACHE parameter below.

3.1.4 Defining a PreFetch Buffer Pool (MAXCACHE)

The MAXCACHE parameter is used to effectively define a pool of available storage for use as
PreFetch buffers. EZ-Megabuf keeps track of the amount of PreFetch buffer storage currently in
use. When EZ-Megabuf attempts to allocate the requested EXTENTS for a particular file, it may
receive a STORAGE ALLOCATION FAILURE if the amount of buffer storage is close to or at
the limit defined by MAXCACHE. In this case, EZ-Megabuf will attempt to allocate a SINGLE
EXTENT of one track for this file.

When you use the QUIESCE=YES option, the freed buffer storage is released back to the

available pool, and may therefore be used by other files.

MAXCACHE is an optional feature. If not used, the maximum PreFetch
buffer storage which may be allocated is limited only by the available
virtual storage.
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3.1.5 Database in Memory (DBINMEM)

The user may specify for a given AREA or FILE that the WHOLE of the database is to be
maintained in memory, in a Sequential PreFetch buffer. This is specified as follows:

#COXASEQ TYPE=CACHE,ENTRY=AREA,NAME=DB001-INDEX-AREA,DBINMEM=YES

For databases in memory it is not necessary to specify EXTENTS=, as EZ-Megabuf will allocate
enough space for the whole AREA or FILE.

QUIESCE and MONITOR are also redundant when specifying
DBINMEM=YES.

3.1.6 Sequential Writes (UPDATE)

Modifications to the data in the DMCL buffers may be copied to Sequential PreFetch buffer
depending on the UPDATE parameter. For example,

#COXASEQ TYPE=CACHE,ENTRY=AREA,NAME=DB001-CUST-AREA,
MONITOR=YES,UPDATE=REFRESH,EXTENTS=(TRK,1,10)

Specifies that any database pages written back to disk from the DMCL buffer will be copied to
the Sequential PreFetch buffer.

Furthermore, if you specify UPDATE=SEQ, then database updates are deferred until the end of
the current TRACK. In this case, EZ-Megabuf will perform full-track writes back to the database.
Note: This option is only available in local mode.

3.1.7 Assigning a File to a Data space

The user may specify for a given FILE that the entire FILE is to be maintained in an MVS/ESA
DATA SPACE. This is specified as follows:

#COXASEQ TYPE=CACHE,ENTRY=FILE,NAME=DB001A,DSPACE=(YES,ALLOC)

You may specify ALLOC or NOALLOC, where ALLOC means - ALLOCATE the data space if
it does not already exist. NOALLOC means share an existing data space allocated by another user.
(If you specify ALLOC, and the data space has already been allocated by another job, this job will
share the existing one).
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The ability to share data spaces only exists if you are also using DB-
Share®. Otherwise, each job allocates it own data spaces (which
may not be shared).

Figure 3.2 shows an example of a COXASEQ table definition. Full details on the
#COXASEQ macro syntax can be found in Section 5 "Tailoring the EZ-Megabuf
Environment".

#COXASEQ TYPE=CACHE, ENTRY=DMCL, NAVE=DMGLBD2,
LOC=ANY, MODE=SYSTEM
MAXCACHE=2000, Q NTVL=5
#COXASEQ TYPE=CACHE, ENTRY=J OURNAL,
EXTENTS=( TRK, 1, 3)
#COXASEQ TYPE=CACHE, ENTRY=AREA, NAVE=DDLDM., QUI ESCE=NO,
EXTENTS=( TRK, 2, 3) , MONI TOR=YES
#COXASEQ TYPE=CACHE, ENTRY=FI LE, NAVE=DLOGDB,
EXTENTS=( TRK, 1, 3) , MONI TOR=YES

#COXASEQ TYPE=CACHE, ENTRY=FI LE, NAME=DQUEDB,
EXTENTS=( TRK, 1, 3) , MONI TOR=YES

#COXASEQ TYPE=CACHE, ENTRY=AREA, NAME=USER- | NDEX- AREA,
DBl NVEMEYES

#COXASEQ TYPE=CACHE, ENTRY=DMCL, NAVE=| DMSBASE, MODE=L OCAL
#COXASEQ TYPE=CACHE, ENTRY=AREA, NAVE=DDLDM.,

EXTENTS=( CYL, 1, 2)
#COXASEQ TYPE=CACHE, ENTRY=LAST

Figure 3.2 Example of a COXASEQ table definition
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4. Sequential PreFetch Operation

4.1. IDMS Utility Link-Edits

In order to use Sequential PreFetch option with IDMS utilities that do not use IDMSBCEF, in
most cases the utility program will need to be re-linked in order that the Sequential PreFetch
routines are invoked.

The ingtallation tape source library contains sample link-edit JCL for each utility which must be
re-linked in order to use Sequential PreFetch.

See the section on Run Time Control Statements for full details of JCL requirements.

4.2. Shutdown and File Close Reports

When using Sequential PreFetch option, a report is written to the COSEQLOG file detailing the
Sequentia PreFetch activity for the CV or job.

The report is written either at system shutdown time, for Central Version, or job step termination for
local mode batch jobs, or whenever afile that supports Sequential Processing is closed..

A sample portion of atypical report is shown in Figure 4.1.

30 APR 93 19:27 EZ-MEGABUF SEQUENTIAL PROCESSING PAGE 1
JOB: IDMSCVT1 DMCL: GLBLDMCL COXATAB: COXATB1
1/0 STATISTICS AT FILE CLOSE
FILE BLOCKS SEQ-BUFFER-ALLOCATION 170 IDMS 1/0 HIT% EXCPS QSCE DBIN MNTR UPD
NAME ALLOCATED C/T SZ # MAX SIZE TYPE REQUESTS SAVED MEM Y/N TYPE
2790 CyL 1 2631K READ 2790 99% 2752 N Y

2790 CYL 2631K READ 2789 99% 2752

2790 CYL 2631K READ 2789 99% 2752

2790 CYL 2631K READ 2790 99% 2753

CYL 2716K READ 2879 99% 2835

CYL 1255K READ 32 0% 0

CYL 1179K READ 30131 99% 29979

15674K READ 44200 99% 43823

IDMSCVT1 STARTUP: 29 AUG 93 14:23 SHUTDOWN: 29 AUG 93 16:57

Figure 4.1 Job Step/CV shutdown summary report
REPORT HEADER:

Line-1: The first line of each page commences with the time of the report and the page
number.

Line-2: Thisline shows the job or CV name, the DMCL being used and the COXATAB being
used.
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DETAIL LINES:

For every filein the DMCL which isincluded in the COXASEQ table used by this CV or local mode
batch job, a detail line iswritten containing the following information;

FILE NAME:
The externa (DD) name of the file to which this detail line applies.

BLOCKS ALLOCATED:
The number of physical blocks (database pages) in thisfile.

SEQUENTIAL-BUFFER-ALLOCATION C/T
Whether thisfile is processed using full-track (TRK) or full-cylinder (CYL) chained EXCP requests,
as defined in the COXASEQ table.

SEQUENTIAL-BUFFER-ALLOCATION Sz
The size of each PreFetch Buffer EXTENT for thisfile, as defined in the COXASEQ table. Refer to
description of EXTENTS parameter in "Installation and Generation" section for full details.

SEQUENTIAL-BUFFER-ALLOCATION #
The maximum number of EXTENTS which will be maintained for this file. Refer to description of
EXTENTS parameter in "Installation and Generation” for full details.

MAX SIZE
The maximum amount of storage in Kbytes that were used by this file for Sequential PreFetch
Buffers.

1/0 TYPE

Indicates whether the detail line is for READ statistics or WRITE statistics. A line showing READ
statistics will aways be output for files with PreFetch defined. For loca mode jobs with
UPDATE=SEQ option, a second line showing Sequential Write statistics will also be outpui.

READ 1/0 REQUESTS
The number of times IDMSDBIO issued a request to read a database page for this file, that is the
number of times the requested page was not found in the DMCL buffers.

READ 1/0 EXCPS

The number of physical EXCP requests issued for this file. If Sequential PreFetch were not used
(or you specify MONITOR=YES and Sequential PreFetch did not detect any sequential processing
for thisfile), then the number of EXCPs would be the same as the number of Read 1/0 requests.

HIT%
This figure represents the number of times IDMSDBIO issued a Read 1/0O request for a database
page that was found in a Sequentia PreFetch buffer. That is;
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HIT% = ((Read 10 Requests - Read 1/0 EXCPs) / Read 10 Requests) * 100

EXCPS SAVED

The difference between the number of READ I/O REQUESTS and the number of READ 1/O
EXCPS represents the number of physical EXCPs that were saved by using Sequential PreFetch on
thisfile.

QSCE

This column contains Y (yes) or N(no) identifying whether you have specified QUIESCE=YES or
NO for this file. Refer to the description of QUIESCE parameter in "Installation and Generation™
section for full details.

DBIN MEM

This column contains Y (yes) or N(no) identifying whether you have specified DBINMEM=YES or
NO for thisfile, or D(dataspace) identifying that the file has been allocated to a Dataspace. Refer to
the description of DBINMEM and DSPACE parametersin "Installation and Generation™ section for
full details.

MNTR

This column contains Y (yes) or N(no) identifying whether you have specified MONITOR=YES or
NO for this file. Refer to the description of MONITOR parameter in "Installation and Generation”
section for full details.

UPD TYPE
This column contains REF(Refresh) or N(no) identifying whether you have specified

UPDATE=REFRESH or NO for this file. Refer to the description of UPDATE parameter in
"Installation and Generation" section for full details.

TOTALS LINE

The report is terminated with a TOTALS line which accumulates al the preceding numerical
columns.

FINAL LINE

Thefinal line reports the job or CV, startup and shutdown times.

4.3. Using the PFB Online Display Program

Sequential Pre-Fetch Buffers can be monitored online using the supplied program COSEQDOL1.
Use the default task code COSEQD to display the current status of your CV's Pre-Fetch Buffers.
On 3279 type terminals the display will be in full colour. If your termina is not a 3279, but does
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support extended colour attributes, you can use the task code COSEQDC , which will force full
colour displays.

NOTE: If you use COSEQDC on terminas which do not support extended colour attributes,
unpredictable displays may be produced!

4.3.1. PFB Statistics Display

The Pre-Fetch-Buffer Statistics screen is the first screen displayed after invoking the DC/UCF task
code COSEQD or COSEQDC. The display alows you to monitor the current statistics of al files
with Sequential Pre-Fetch Buffers enabled.

COGITO EZ-MEGABUF+ R3.1 V0200 20:12:11 93.105
*** SEQUENTIAL PRE-FETCH BUFFER STATISTICS ookl
COXS Name: COXSRTR3 Hiccup 256 Chap 0 0 MaxCache 90000 HWM 10530
DMCL Name: GLBLDMCL InUseCache 10530 Qintvl 1

File-Name SeqlO PFB# PFB Read-10 Read-10 PFB Excps
Pages Size-k Requests EXCPs Hit% Saved

DB226A01 QSCE 0 0 122790 1138 99% 121652
DB226A02 ACTV 360 2632 122789 1137 99% 121652
DB226A03 ACTV 360 2632 122789 1137 99% 121652
DB226A04 ACTV 360 2632 122790 1137 99% 121653
DB226A05 ACTV 360 2632 122879 1144 99% 121735

TOTALS 1440 10528 614037 99% 608344

<CLEAR> EXIT  <PF7> UP <PF8> DOWN <PF12> SWITCH
ENTER COMMAND BELOW

Fig 4.2 Pre-Fetch Buffer Statistics display;

Figure 4.2 shows the online display in response to the COSEQD task. The information reported is
shown below;

Header Section:  Thedisplay has a header section containing the following information:

COXS Name: The name of the COXASEQ table currently being used
by thisCV.

DMCL Name: The name of the globa DMCL being used by the CV.
The DMCL name will determine which entries in the
COXATAB are used for thisCV.

Hiccup: This is the current Hiccup Wait value for EZ-Megabuf.
This is the number of consecutive page requests which
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Statistics Section:

Chap:

MaxCache:

InUseCache:

HWM:

Qintvl:
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must be satisfied without a physical 10 occurring,
which will force a hiccup wait. This prevents tasks
'hogging’ the CV when dl their page requests are
satisfied from either the Pre-Fetch or DMCL buffers.

This is the current CHAP 'BY' and 'TO" values for
EZ-MEGABUF. In addition to forcing a hiccup wait
when a task's page requests that are satisfied from
buffers, exceed the HICCUP value, you have the
ability to vary the task's priority BY an amount. Each
time the task is forced to do a Hiccup wait by
EZ-MEGABUF, the priority is reduced by the BY
figure, until the TO figure is reached. After which only
the HICCUP wait will occur, with no change to the
task's priority.

This is the maximum size (in k) that the Pre-Fetch
Buffers are allowed to occupy.

Thisisthe current allocated size (in k) of the Pre-Fetch
Buffers.

This is the High Water Mark (in k) of the Pre-Fetch
Buffers used since CV startup.

This is the current value in minutes of the Quiesce
Interval for the Pre-Fetch Buffers. If a Pre-Fetch Buffer
is not referenced for this period of time and
Quiesce=YES was specified for the file/area in the
COXATAB, then the buffer will automatically be freed,
thereby ensuring maximum storage efficiency.

For each file that currently has Sequentia-Pre-Fetch active, or has been
active and has performed 10, an entry is shown on the Statistics Section.

File-Name:

SeqlO:

This is the DD name of the file which currently has
Sequential Pre Fetch active or which has been
active and has done 10.

This indicates whether Sequential Pre-Fetch is
currently active for the file. ACTV indicates PreFetch
processing is active and at least one Sequentia
PreFetch Buffer is currently allocated for the file.
QSCE indicates that PreFetch is active for the file, but
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Totals Section:

PF-Key Usage:

PFB# Pages:

PFB Size-k:

Read-10 Requests:

Read-10 EXCPs:

PFB Hit%:

EXCPs Saved

no buffers are currently allocated, either because they
have not yet been required or they have been Quiesced.
OFF indicates that Pre-Fetch has been switched off for
thefile.

This shows the current number of database pages held
in Sequential Pre Fetch buffersfor the
file.

This shows the current size of the Pre-Fetch Buffer for
thefile in kilobytes.

Thisisthe total number of |O's requested by IDMS for
the file. ie. This is the number of physical 10's, that
would have been performed if Pre-Fetch was not
active.

This is the actual number of physica |O's that have
been issued for thefile.

This is the percentage hit rate of pages found in the
Pre-Fetch Buffers to those requested.

This is the total number of EXCPs saved for the file
while Pre-Fetch has been active.

Totals are shown for each column. These are an accumulation of the figures
for al fileswhere Pre-Fetch is active, or has been active.

The following defines the actions assigned to the various PF-Keys that may
be used within the COSEQD task;

<ENTER>

<CLEAR>

<PF/>

<PF8>

The <ENTER> key updates the display with current
information.

The <CLEAR> key is used to terminate the display and
return to the DC/UCF ENTER NEXT TASK CODE
prompt.

The <PF7> key is used to page UP through the display
(if there are more files than can be displayed on one
screen).

The <PF8> key is used to page DOWN through the
display (if there are more files than can be displayed on
one screen).
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The <PF12> key is the MODE key and can be used to
switch between the Statistics display and the
Status display, and vice versa.

The Pre-Fetch-Buffer Status screen is the displayed by pressing the MODE key (PF12), from the
Statistics display. The display allows you to monitor the current status of all files with Sequential

Pre-Fetch Buffers defined.

COGITO EZ-MEGABUF+ R3.1

*** SEQUENTIAL PRE-FETCH BUFFER STATUS
256 Chap O

COXS Name: COXSRTR3
DMCL Name: GLBLDMCL

Hiccup

File-Name F/S Ext

Typ

V0200 20:12:11 93.105

0 MaxCache 90000 HWM 10530
InUseCache 10530 Qintvl 1

Ext Max#
Size Ext

Ext Mon Qui
InUse

PFB# DBin Upd
Alloc Mem Ref

DBOO01A
DBO02A
DBO03A
DBO04A
DBOO5A

OPN
OPN
OPN
OPN
OPN

CYL
CYL
CYyL
CYL
CYL

YES
YES
YES
YES
YES

YES
YES
YES
YES
YES

Fig 4.3 Pre-Fetch Buffer Status Display

Figure 4.3 shows the online Status display. The information reported is shown below;

Header Section:

The display has a header section containing the exactly the same information

as the Statistics Display Header Section.

Status Section:

For each file that currently has Sequential-Pre-Fetch active, or has

Sequentia PreFetch defined, an entry is shown on the Status Section.

File-Name:

FIS

This is the DD name of the file which currently has
Sequential Pre Fetch active or which has PreFetch
defined.

Indicates the IDM S file status. CLO indicates thefileis
currently Closed. OPN indicates that the file is
currently Open.
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Ext Typ:

Ext Size:

Max# Ext:

Ext In Use:

Mon:

Qui:

PFB# Alloc:

DBin Mem:

Upd Ref:

Indicates the type of Pre-Fetch Buffer extent. TRK
indicates that the extents are full Track reads, while
CYL indicates that the extents are full Cylinders reads.

Indicates the size of each extent in multiples of Extent
Type. This number of Tracks or Cylinders will be read
in each time a Sequential EXCP isinitiated.

Indicates the maximum number of Extents that can be
held for thefile.

Indicates the current number of Extents that are
currently alocated for thefile.

Indicates whether MONITOR is ON or OFF for
thefile. YES indicates Monitor is active for the file and
Sequential Pre-Fetch will only activate when Megabuf
detects sequential pages being read forwards or
backwards, usually when an area sweep type access is
being made. If Monitor is NO, then Sequentia
Pre-Fetch will be activated for all 10 requests.

Indicates whether QUIESCE is ON or OFF for thefile.
If Quiesceis YES then any Pre-Fetch Buffer which has
not been accessed for the period specified by Quiesce
Interval will be freed. If Quiesce is OFF, then once the
Buffer has been allocated it will not be freed until CV
shutdown.

This shows the number of times a Pre-Fetch Buffer has
been Get-Mained. This alows you to monitor how
often afile's Pre-Fetch Buffers are being quiesced.

Indicates whether Database In Memory has been
specified for the file or whether the file has been
alocated to a Dataspace. If DB In Memory in YES
then Megabuf will caculate the number of extents
required to hold the entire file in Pre-Fetch Buffers. If
the file has been alocated to a Dataspace then DSP will
be shown.

Indicates whether UPDATE REFRESH is ON or OFF
for the file. If Refresh is YES then when a Database
page is written back to disk, the Pre-Fetch Buffers will
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be checked to see if they contain the page. If they do,
the updated page is copied into the Pre-Fetch Buffer in
addition to being written to disk. If Refreshis NO, then
any page which is written to disk will be flushed from
the Pre-Fetch Buffer.

PF-Key Usage: The actions assigned to the various PF-Keys are described under the
Statistics Screen section.

4.3.3. Display Command Line

Each On-Line Display Screen has a Command Line at the bottom of the screen. You can use the
command line to request Pre-Fetch Buffer information for a requested AREA, and to modify and
add to the Pre-Fetch Buffer configuration. For full details of the syntax for modifications see the
section in this manual "*Using the PFB Online Modification Program™. The Syntax is exactly the
same as the Vary options for the online DC/UCF task COSEQ, which is fully covered in that
section.

From the display screens you can request Pre-Fetch Buffer statistics for an Area by entering the
following command,

Display Area=areaname

Note: Display can be shortened to smply D, and Area can be shortened to A. The '=' Sgn is
mandatory.

4.3.4. PFB Area Display

The Pre-Fetch-Buffer Area screen isdisplayed by entering aDISPLAY AREA command, from the
Statistics or Status screen COMMAND line. The display alows you to monitor the current
statistics of al files that make up the requested AREA.

The display is identica to that shown for the standard Statistics screen, with the addition of the
AREA-NAME being displayed in the Header section.

The TOTALS shown are the totals for the files that go to make up the requested AREA.
Control-Keys work the same as for the norma Statistics or Status screens, with the exception of

PF12, which along with the ENTER key will return you to the display from where you entered the
DISPLAY AREA command.
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4.4. Using the PFB Online Modification Program

The Sequential Pre-Fetch Buffer configuration can be dynamicaly atered using the supplied
program COSEQVO01. Use the default task code COSEQ or use the COMMAND LINE on the
online displays..

You can modify all Sequential Pre-Fetch parameters, including the setting up of new files and areas
to use Pre-Fetch, though any new definitions will be lost at CV shutdown.

44.1. Syntax

Whether you are using the online DC/UCF Task Code COSEQ or the online display command line,
the syntax of the vary commands are the same.

/COSEQ

Vary | Area=areaname | SEQIO=[ON/OFF] |
| | |
| File=filename | EXTENT=(ttt,n,n) |

| MON=[YES/NO] |

| QUI=[YES/NO] |
|

|

|

|

|

| | UPD=[REFRESH/NO]

| | DBIM=[YES/NO]

| | DSPACE=(YES/NO,

| |  ALLOC/NOALLOC)|
|

| HICcup=n

| QIntvl=n

| MAXCache=n

| CHap=(n,n)

| MSG=[YES/NO]

Display | Area=areaname | |
| File=[filename/ALL] |

If you are using the online display command line, then there is no need to enter the COSEQ task
code, smply start the command with the Vary keyword.

Capital Letters indicate the valid short form of the keywords. Use either the valid short form or the

entire keyword when entering commands.
The commands available break down into Vary commands and Display commands.
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4.5. Vary Commands

The Vary command options can be subdivided into System Vary Commands and File/AreaVary
Commands.

4.5.1. System Vary Parameters

System Vary Commands can be used to ater the following Pre-Fetch Buffer parameters;

Quiesce Interval; Can be modified using the QIntvl=n parameter. Set n to the required
Quiesce Interval in minutes. Set QIntvl=0 to disable quiesce processing.

Hiccup Value; Can be modified using the HICup=n parameter. Set n to the required
Hiccup vaue. Set HICup=0 to disable the hiccup wait mechanism.

Chap By and To; Can be modified using the CHap=(n,n) parameters. Set n,n to the required
By and To vaues. Note that both values must be entered when specifying
this option. Setting n,n to 0,0 will disable the CHAP processing.

Max Cache; Can be modified using the MAXCache=n parameter. Set n to the required
Maximum Cache value in kilobytes. Setting MAXCache to O, alows the
PFB Cache space to be unlimited.

PFB Messages; Sequentia Pre-Fetch Buffer allocation messages can be switched on or off
using the MSG=YES/NO parameter.

You can enter multiple System Vary parameters on one command line simply separate each
parameter with at least one space.

Examples;
COSEQ V HIC=0 QI=2 MAXCACHE=50000

This example will disable the hiccup wait mechanism, set the quiesce interval to 2 minutes and the
maximum cache val ue to 50,000k.

COSEQ V CHAP=(10,90) HICCUP=150
This example will set the maximum number of page requests which can be satisfied from the buffers,

before forcing a hiccup wait to 150, at which point the task priority will be reduced BY 10 at each
hiccup wait until the priority reaches 90 at which point only the wait will occur.
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4.5.2. File and Area Vary Parameters

File/Area Vary Commands can be used to modify Sequential Pre-Fetch buffer options for both
existing files and areas, and to set up PFBs for new files and areas which were not defined in the
COXATAB definition.

NOTE: Sequential Pre-Fetch Buffers operate at FILE level. If you use the AREA option to change
PFB settings, you change the settings for all files for the area. Similarly if you have multi areafiles,
any change will operate on the file so the settings will apply to all the areas.

The File or Area you wish to modify is specified using the File=filename or Area=areaname
parameter of the Vary command.
Y ou should note that filename isthe DDNAME of the file as specified in the runtime DMCL.

For Release 12, do not forget to qualify any Areaname with the segment that it belongs to.
The following parameters apply to both File and Area Vary commands.

Switch PFB ON/OFF; Sequential Pre-Fetch can be dynamically switched on or off for files aready
defined to PreFetch using the SEQIO=0ON/OFF parameter of the Vary
File/Area command. If you use this option to switch PFB processing OFF,
then any Pre-Fetch Buffers currently allocated will be automatically freed.
This option does not change any other settings. If you switch PFB
processing back ON for afile then the parameters will be the same as before
you switched PFB processing OFF.
Note: SEQIO=ON/OFF must be the only option specified for a Vary
AredlFile.

Monitor; Monitor can be enabled or disabled for any File/Area using the
MON=YES/NO parameter of the Vary Area/File command.

Quiesce; Quiesce can be enabled or disabled for any File/Area using the
QUI=YES/NO parameter of the Vary Area/File command.

The following parameters for the Vary File/Area command can only be actioned if the file is
CLOSED. An error message will be shown if you try to modify the settings with afile still OPEN.

Extent; Y ou can modify the Pre-Fetch Buffer extent Type, Size and Number using
the EXTENT=(typ,X,y). Set typ to either TRK or CYL. Set x to the size of
each extent, and y to the maximum number of extents that can be allocated
for thefile.
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DataBase in Memory; DataBase in Memory can be enabled or disabled for any File/Area using the
DBIM=YES/NO parameter of the Vary Area/File command.

Update Refresh; Update Refresh can be enabled or disabled for any File/Area using the
UPD=REFRESH/NO parameter of the Vary File/Area command.

Dataspace; The file or aea can be assigned to a Dataspace using the
DSPACE=(YES/NO,ALLOC/NOALLOC) parameter of the Vary
File/Area command. Check the 'Tailoring the Megabuf Environment' Section
for full details of these parameters.

Examples;
COSEQ VARY FILE=DB001A EXTENT=(CYL,1,5) MON=NO

This example will modify the Sequential Pre-Fetch buffer configuration for file DBO01A. The PFB
extents will be read in 1 cylinder multiples, and a maximum of 5 extents will be held. Monitor will be
switched off to force all requests to use Sequential Pre-Fetch processing.

Note: If DBOO1A was not in the COXATAB defined for this CV, then new PFB control blocks
would be set up for the file. For new allocations default values are set for any options you do not

specify.

Defaults for new filesare- EXTENT=(TRK,1,1) MON=Y QUI=Y DBIM=N UPD=N

COSEQ V A=DBSEGI1.DB001-RCTF1-REG QUI=YES UPD=REF

In this example the file associated with area DB001-RCTF1-REG will have the quiesce option
enabled, and Update=Refresh will be set for the Area.

4.5.3. Vary Messages

For al vary commands, messages are written to the IDMS LOG and to the users terminal, detailing
exactly what has changed. If multiple System changes have been entered on the same command line
then multiple messages will be output. If you are entering Vary commands from the Online Display
Screens, then any message will be shown on the Message Line on the display. If multiple messages
are output for a single command line, then only the last message will be shown on the Message Line,
check the IDMS LOG for the other messages.
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4.5.4. Display Commands

In addition to the Vary commands, there are also Display options for the COSEQ task. These are not
as extensive as the main online display screens, and are primarily for using in UCF Batch jobs to
display current status and statistics for areas and files.
To display details for a specific file enter;

COSEQ Display File=filename

The following information will be output to the IDMS LOG and the terminal users screen.

FILE NAME TYP SIZE # BUFGM M Q D UP READ-IO RD-EXCP HIT%
O UBFRF
N I M
DBO01A TRK 2 4 3 Y NNN 1000 10 99%
FILE NAME Shows the DDNAME of thefile
TYP Shows the Type of Pre-Fetch Buffer being used - CYL or TRK
SIZE Shows the size of each Sequentia Pre-Fetch Buffer in multiples of TYP.
# Shows the maximum number of Sequential Pre-Fetch Buffers that can be
allocated at any one time.
BUFFGM Shows the number of times a Pre-Fetch buffer has been alocated.
MON Shows whether Monitor is enabled (Y) or disabled (N) for thefile.
QUI Shows whether Quiesce is enabled (Y) or disabled (N) for thefile.
DBM Shows whether Database In Memory is enabled (Y) or disabled (N) for the
file. 'D" indicates the file is assigned to a Dataspace.
UP RF Shows whether Update Refresh is enabled (Y) or disabled (N) for thefile.
READ-I10 Shows the number of Read 10 requests received for thefile.
RD-EXCP Shows the actual number of Read EXCPs issued for thefile.
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HIT% Shows the hit rate of pages found in the PFB to the number requested
pages.

To display details for all files defined with Sequentia PrefFetch enter;

COSEQ Display File=ALL
Thiswill produce a detail line as shown above for each file that has Sequential PreFetch defined.
To display details for an specific Area enter;

COSEQ Display Area=areaname

Thiswill produce a detail line as shown for the file display for each file in the requested area. The
name of the requested area is output as the first header line.
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Tailoring the EZ-Megabuf Environment

5 Tailoring the EZ-Megabuf Environment

5.1 The EZ-DB COXA table

EZ-Megabuf is supplied as part of the Cogito EZ-DB integrated installation tape, and it is assumed
that you have already completed the base EZ-DB installation.

When installing EZ-DB, you will have generated a COXA table specifying which components of
EZ-DB are to be activated.

This procedure is fully described in the EZ-DB "Integrated Installation Guide".
In order to tailor the EZ-Megabuf Standard and Sequential PreFetch environments to meet your

installation requirements, you may now need to generate the optional COXAMEG and/or
COXASEQ table(s) as appropriate.

A member INSTMEGA included on the installation tape source library
contains skeleton JCL required to generate the COXA tables.

The following section describes the generation of the COXAMEG and COXASEQ tables in detail.

5.2 The COXAMEG Table

The COXAMERG table is used to control the EZ-Megabuf Standard processing environment.

If a COXA table is generated specifying that EZ-Megabuf Standard is active
(MEGABUF=YES), but no COXAMEG table is generated, then EZ-Megabuf will default to
locating all buffers in the applicable DMCL above-the-line, retaining the existing DMCL buffer
sizes.
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The following illustrates the three classes of #COXAMEG macro which may be combined to
generate a COXAMEG table:

#COXAMEG  TYPE=IDMS,ENTRY=DMCL,<<dmcl options=
#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,<buffer options=
#COXAMEG  TYPE=IDMS,ENTRY=LAST

To generate a valid COXAMEG table, you would code one or more COXAMEG
ENTRY=DMCL statements, each followed by one or more ENTRY=BUFFER statements. The
ENTRY=BUFFER statements relate to the DMCL defined by the prior ENTRY=DMCL
statement. The table is always terminated by an ENTRY=LAST statement.

At run-time, EZ-Megabuf will search the COXAMESG table for an ENTRY=DMCL statement
relating to the run-time DMCL and use the applicable buffer overrides. It is also possible to define
an un-named ENTRY=DMCL statement, which acts as a catchall for any DMCL which may be
used.

The following illustrates valid combinations of #COXAMEG macros:

#COXAMEG  TYPE=IDMS,ENTRY=DMCL,...
#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...
#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...
#COXAMEG  TYPE=IDMS,ENTRY=LAST

or alternatively,

The above defines a catchall set of buffer definitions for any run-time DMCL.

#COXAMEG  TYPE=IDMS,ENTRY=DMCL,NAME="GLB1DMCL',...
#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...

#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...

#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...

#COXAMEG  TYPE=IDMS,ENTRY=DMCL,NAME="GLB2DMCL",...
#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...

#COXAMEG  TYPE=IDMS,ENTRY=BUFFER,...

#COXAMEG  TYPE=IDMS,ENTRY=LAST

The above COXAMERG table defines different buffer overrides depending on which DMCL is used
at run-time.

The following sections define the specific COXAMEG parameters in full.
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5.2.1 COXAMEG ENTRY=DMCL

#COXAMEG ENTRY=DMCL,
TYPE=I DVS, | DVS )
NANE= DVCL NAME )
POOL=CS, OS | SIMJLATE | DUAL )

LOC=ANY, ANY | BELOW)
MODE=SYSTEM CV | LOCAL | SYSTEM)
JNLBUFF=NO, YES | NO)
MEGVBG=YES YES | NO)

Figure 5.1 #COXAMEG ENTRY=DMCL Syntax

Figure 5.1 shows the full syntax of the COXAMEG ENTRY=DMCL macro. Each of the
available parameters is described below:

TYPE: For Standard EZ-Megabuf, this parameter is always specified as
TYPE=IDMS.

NAME: You may specify NAME=dmcl-name where dmcl-name must
be 1-8 character name matching a valid CA-IDMS DMCL
name.

If NAME= is not specified, this ENTRY=DMCL definition
will act as a catchall entry.

At run-time, EZ-Megabuf will attempt to locate a COXAMEG
table ENTRY=DMCL definition for the run-time DMCL
module. If not found and a catchall entry is defined, that entry
will be used. If neither a matching entry nor a catchall is
defined in the COXAMEG table, EZ-Megabuf will output a
startup message ie.,

DB905210 EZ-MEGABUF - ERROR: IDMS DMCL dmcl-
name NOT IN COXATAB.

and the default action of EZ-Megabuf will apply.
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POOL.:

LOC:

MODE:

If you include named as well as a catchall definition
in your COXAMEG table, make sure that the
catchall is included AFTER the named entries.

The POOL parameter is used to specify where the storage for
the buffer pools is to be acquired from.

OS:

SIMULATE:

DUAL:

This is the default value for this parameter. It
specifies that the buffer pools are to be located in
operating system (GETMAIN) storage.

Specifies that the job is to run in simulation
mode.

The simulated buffers are based upon the size
specified for BUFMAX.

This mode permits users to combine real mode
with simulation mode. EZ-Megabuf will assign
the buffer pools in OS (GETMAIN) storage
using the buffer sizes defined by BUFRQST. In
addition, EZ-Megabuf will perform simulation
processing based upon the buffer sizes defined by
BUFMAX.

This parameter defines whether the database buffer space is to
be acquired from below-the-line or above-the-line (XA) storage.

ANY:

BELOW:

This is the default value of this parameter. It
specifies that the buffer pools will be allocated
from above-the-line storage if available.

Specifies that the buffer pools will be allocated
from below-the-line storage.

This parameter allows you to specify different definitions for the
same DMCL depending on whether the current job is a Central
Version or Local mode batch job.

SYSTEM:

This is the default value of this parameter. This
means that you wish to use this DMCL override
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in either CV or Local mode environments. If you
specify (or default to) MODE=SYSTEM, you
must only include one occurrence of this DMCL
in the COXAMEG table.

CV: Specify MODE=CV if you wish to use this
DMCL definition only when using this DMCL in
CV processing environment.

LOCAL: Specify MODE=LOCAL if you wish to use this
DMCL definition only when using this DMCL in
local mode processing environment.

You may include one MODE=LOCAL and one MODE=CV
specification for the same DMCL in a COXAMEG table.

JNLBUFF: This parameter is used to specify whether you wish the journal
buffers to be located above-the-line. Locating the journal buffers
in XA storage provides additional virtual storage constraint

relief.

YES: The journal buffers will be located in OS
GETMAIN storage above-the-line.

NO: The journal buffers will be located in

conventional DC storage (below-the-line).

Note: CA recommend that journal buffers be located in 24-bit
(below-the-line) storage.

MEGMSG: This parameter is used if you wish to suppress the warning
message that EZ-Megabuf would issue if the table includes an
ENTRY=BUFFER statement for a buffer not present in the
current DMCL.

This may be the case if you have a generic COXAMEG table
which you use with multiple jobs/DMCLs.

YES: EZ-Megabuf will issue a warning message for
each ENTRY=BUFFER statement not contained
in the run-time DMCL module.
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This is the default value of this parameter.

NO: Suppress warning message(s).

5.2.2 COXAMEG ENTRY=BUFFER

#COXAMVEG ENTRY=BUFFER,
TYPE=I| D5,
NAVE=buff-name,

BUFMAX=max-buffer-pages,
BUFRQST=i1ni1tial-buffer-pages

Figure 5.2 #COXAMEG ENTRY=BUFFER Syntax

Figure 5.2 shows the full syntax of the COXAMEG ENTRY=BUFFER macro. Each of the
available parameters is described below:

NAME: buff-name must be the name of a CA-IDMS buffer that is
defined in the current DMCL.

Note: Do not include the buffer used by the DDLDCSCR
area. (Refer to Appendix section "Technical Notes" for more
information).

BUFMAX: max-buffer-pages specifies the required maximum number of
pages for this buffer pool and overrides the value specified in
the DMCL.

The value specified for this parameter must be an integer in the
range 3 through 32,767.

BUFRQST: initial-buffer-pages specifies the number of pages to be
allocated to this buffer pool at system start-up. The value
specified for this parameter must be not less than three, and not
greater than max-buffer-pages.

For CA-IDMS central version jobs, the number of pages in a
buffer may be varied between the minimum (3) and the
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maximum number of pages by using the DCMT VARY
BUFFER command.

5.2.3 COXAMEG ENTRY=LAST

#COXAMEG ENTRY=LAST,

TYPE=I DMS

Figure 5.3 #COXAMEG ENTRY=LAST Syntax

Figure 5.3 shows the full syntax of the COXAMEG ENTRY=LAST macro. This statement must
be coded as illustrated to signify the end of the COXAMEG table.

5.3 The COXASEQ Table

The COXASEQ table is used to specify the EZ-Megabuf Sequential PreFetch processing
environment.

To activate Sequential PreFetch you must have generated the COXA table with the appropriate
parameter (SEQIO=YES). The Sequential PreFetch processing environment is then controlled by
the COXASEQ table and the COSEQCTL control file.

If you install Sequential PreFetch (SEQIO=YES) but do not generate a COXASEQ table or
use the COSEQCTL file, the default action will apply. That is, EZ-Megabuf will MONITOR
every file in the DMCL and generate single track EXTENTS for each file where sequential
processing is detected.

The following illustrates the five classes of #COXASEQ macro which may be combined to
generate a COXASEQ table:

#COXASEQ TYPE=CACHE,ENTRY=DMCL,<dmcl options=
#COXASEQ TYPE=CACHE,ENTRY=JOURNAL,<<journal options=
#COXASEQ TYPE=CACHE,ENTRY=AREA,<area options=
#COXASEQ TYPE=CACHE,ENTRY=FILE,<file options=
#COXASEQ TYPE=CACHE,ENTRY=LAST

To generate a valid COXASEQ table, you would code one or more COXASEQ ENTRY=DMCL
statements. Following each ENTRY=DMCL you may optionally include:

. One ENTRY=JOURNAL statement. This is only required if you wish to perform
Sequential PreFetch on the journal files.
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. One or more ENTRY=FILE or AREA statements. You would include one statement for
each Area or File on which you wish to perform Sequential PreFetch, or to override the
definition of a particular AREA or FILE if you have coded the ENTRY=DMCL to
generate defaults for all FILEs in the DMCL.

NOTE: If you want to control the FILE specifications using the COSEQCTL run-time
parameter file, you must not include ENTRY=FILE or AREA statements in the
COXASEQ table. Otherwise, EZ-Megabuf will assume that the COXASEQ table contains
all of the FILE or AREA specifications that you wish to define.

. One or more TYPE=EXCLUDE statement. If you have coded the ENTRY=DMCL to
generate defaults for all FILES in the DMCL, you may code a TYPE=EXCLUDE
statement for each AREA or FILE for which you do NOT want sequential processing.

The table is always terminated by an ENTRY=LAST statement.

At run-time, EZ-Megabuf will search the COXASEQ table for an ENTRY=DMCL statement
relating to the run-time DMCL and activate Sequential PreFetch for the Areas and Files as
appropriate. It is also possible to define an un-named ENTRY=DMCL statement, which acts as
a catchall for any DMCL which may be used.

Effective from release 4.1, you may generate a COXASEQ table containing
only DEFAULT values, and then specify the equivalent ENTRY=FILE
parameters using the run-time parameter file COSEQCTL.

The following illustrates valid combinations of #COXASEQ macros:

#COXASEQ TYPE=CACHE,ENTRY=DMCL,...
#COXASEQ TYPE=CACHE,ENTRY=AREA,...
#COXASEQ TYPE=CACHE,ENTRY=AREA,...
#COXASEQ TYPE=CACHE,ENTRY=LAST

The above defines a catchall set of buffer definitions for any run-time DMCL.

or alternatively,

#COXASEQ TYPE=CACHE,ENTRY=DMCL,NAME="GLB1DMCL",...
#COXASEQ TYPE=CACHE,ENTRY=JOURNAL,...

#COXASEQ TYPE=CACHE,ENTRY=FILE,...

#COXASEQ TYPE=CACHE,ENTRY=FILE,...

#COXASEQ TYPE=CACHE,ENTRY=DMCL,NAME="GLB2DMCL",...
#COXASEQ TYPE=CACHE,ENTRY=AREA,...
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#COXASEQ TYPE=CACHE,ENTRY=FILE,...
#COXASEQ TYPE=CACHE,ENTRY=LAST

The above COXASEQ table defines different buffer overrides depending on which DMCL is used
at run-time.

#COXASEQ TYPE=CACHE,ENTRY=DMCL,NAME="GLB1DMCL,
DEFAULTS=YES,...

#COXASEQ TYPE=CACHE,ENTRY=AREA,...

#COXASEQ TYPE=CACHE,ENTRY=AREA,...

#COXASEQ TYPE=EXCLUDE,ENTRY=AREA,...

#COXASEQ TYPE=EXCLUDE,ENTRY=AREA,...

#COXASEQ TYPE=CACHE,ENTRY=LAST

The above COXASEQ table definition causes EZ-Megabuf to generate default options for every
FILE in the DMCL. However, for two of the AREAs, the default values are overridden, and
another two AREAs have been EXCLUDED from Sequential processing.

#COXASEQ TYPE=CACHE,ENTRY=DMCL,MODE=CV,
DEFAULTS=YES,MONITOR=YES,QUIESCE=YES,EXTENTS=(TRK,1,2)
#COXASEQ TYPE=CACHE,ENTRY=DMCL,MODE=LOCAL,
DEFAULTS=YES,MONITOR=NO,QUIESCE=NO,EXTENTS=(CYL,1,2)
#COXASEQ TYPE=CACHE,ENTRY=LAST

The above COXASEQ table definition is a typical table which might be used where the actual run-
time parameters will be specified through the run-time parameter file COSEQCTL.

The following sections define the specific COXASEQ parameters in full.
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5.3.1 COXASEQ ENTRY=DMCL

#COXASEQ  ENTRY=DMCL,
TYPE=CACHE, CACHE )
NAVE= DVCL NAME )
DEFAULTS=NO, YES | NO)
LOC=ANY, ANY | BELOW)
MODE=SYSTEM CV | LOCAL | SYSTEM)
MAXCACHE=, # KBYTES )
Q NTVL=1 0 -> 60 M NUTES )

SEQVBG=NO, YES | NO)

MONI TOR=, YES | NO)

QUI ESCE=, YES | NO)

UPDATE=, REFRESH | SEQ | NO)
EXTENTS=, TRK | CYL , # #)

DBI NVEME, YES | NO)

DSPACE= YES | NO, ALLOC | NOALLCC )

Figure 5.4 #COXASEQ ENTRY=DMCL Syntax

Figure 5.4 shows the full syntax of the COXAMEG ENTRY=DMCL macro. The parameters
| printed in redline are described in detail in section 5.3.2. The others are described below.

TYPE: For Sequential PreFetch option, this parameter is always
specified as TYPE=CACHE.

NAME: You may specify NAME=dmcl-name where dmcl-name must
be 1-8 character name matching a valid CA-IDMS DMCL
name.

If NAME= is not specified, this ENTRY=DMCL definition
will act as a catchall entry.

At run-time, EZ-Megabuf will attempt to locate a COXASEQ
table ENTRY=DMCL definition for the run-time DMCL
module. If not found and a catchall entry is defined, that entry
will be used. If neither a matching entry nor a catchall is
defined in the COXASEQ table, EZ-Megabuf will output a
startup message ie.,

DB905210 EZ-MEGABUF - ERROR: IDMS DMCL dmcl-
name NOT IN COXATAB.

5-10



EZ-MEGABUF USER GUIDE
Tailoring the EZ-Megabuf Environment

and the default action of EZ-Megabuf will apply.

If you include named as well as a catchall definition
A in your COXASEQ table, make sure that the
¥ catchall is included AFTER the named entries.

LOC: This parameter defines whether the Sequential PreFetch buffer
space is to be acquired from below-the-line or above-the-line
(XA) storage.

ANY: This is the default value of this parameter. It
specifies that the buffer pools will be allocated
from above-the-line storage if available.

BELOW: Specifies that the buffer pools will be allocated
from below-the-line storage.

MODE: This parameter allows you to specify different definitions for the
same DMCL depending on whether the current job is a Central
Version or local mode batch job.

SYSTEM:  This is the default value of this parameter. This
means that you wish to use this DMCL override
in either CV or Local mode environments. If you
specify (or default to) MODE=SYSTEM, you
must only include one occurrence of this DMCL
in the COXASEQ table.

CV: Specify MODE=CV if you wish to use this
DMCL definition only when using this DMCL in
CV processing environment.

LOCAL: Specify MODE=LOCAL if you wish to use this

DMCL definition only when using this DMCL in
local mode processing environment.

You may include one MODE=LOCAL and one MODE=CV
specification for the same DMCL in a COXASEQ table.

MAXCACHE This parameter is used to control the maximum amount of
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QINTVL

SEQMSG

DEFAULTS

PreFetch Buffer storage (in Kbytes) which will be allocated for
a given job.

A value of 0 (zero) may be specified to disable this feature, in
which case, the maximum is only limited by the available virtual
storage.

Refer to Sequential Processing Environment 3 for further
information.

This parameter is used to specifies a Quiesce Interval in
minutes. Used in conjunction with the QUIESCE=YES
parameter, it specifies the maximum amount of time un-
referenced PreFetch Buffer storage will be retained before it is
freed.

Valid values for this parameter are 0 through 60. A value of 0
disables this function. The default value if not specified is 1.

This parameter allows you specify whether EZ-Megabuf should
output information messages to the MVS LOG whenever
PreFetch buffers are allocated or freed.

YES: If you specify SEQMSG=YES, EZ-Megabuf will
generate a message indicating the current size of the

PreFetch buffer for a particular FILE, whenever
EXTENTS are acquired or freed.

NO: Do not generate information messages.
This is the default value of this parameter.
This parameter allows you to generate defaults for every file in
the DMCL.
YES: If you specify DEFAULTS=YES, EZ-Megabuf will

generate defaults for every FILE in the DMCL as
follows:

QUIESCE=YES
MONITOR=YES
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UPDATE=NO
EXTENTS=(TRK,1,2)
DBINMEM=NO
DSPACE=(NO,NOALLOC)

Any of the above parameters specified on the
ENTRY=DMCL will override the defaults listed above,
thereby allowing the user to set his own defaults.

Any subsequent TYPE=CACHE
ENTRY=FILE/AREA/JOURNAL statements will
override the defaults for that particular AREA, FILE or
JOURNAL.

If you do not specify subsequent
ENTRY=FILE or AREA statements, you
can override the defaults using the
COSEQCTL run-time control file.

Any subsequent TYPE=EXCLUDE
ENTRY=FILE/AREA statements, will exclude that
AREA or FILE from sequential processing.

NO: Do not generate defaults for FILES in this DMCL. Only
FILES/AREAs specifically mentioned in
TYPE=CACHE,ENTRY=AREA/FILE statements will
be eligible for sequential processing.

5.3.2 COXASEQ ENTRY=JOURNAL/FILE/AREA

You may activate Sequential PreFetch at either the FILE or AREA level. For each AREA or FILE
within a given DMCL for which you want Sequential PreFetch active, you must specify one
#COXASEQ ENTRY=FILE or ENTRY=AREA statement as applicable. A Sub-parameter on
this statement allows you to specify the AREA or FILE name.

In addition, if you want to activate Sequential PreFetch for the Journal files, you may specify a
#COXASEQ ENTRY=JOURNAL statement.

Note: If you have specified DEFAULTS=YES on the ENTRY=DMCL statement, then the

ENTRY=JOURNAL/AREA/FILE statement is used to override the definition for a particular
JOURNAL, AREA or FILE.
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#COOXASEQ  ENTRY=JOURNAL/ AREA/ FI LE,
TYPE=CACHE, CACHE )
DVCL Fl LE/ AREA NAME )
YES | NO
NO | YES)

EXTENTS=,
UPDATE=,
DSPACE=

TRK/ CYL, #, # )
NO | REFRESH | SEQ )
YES| NO, ALLOC| NOALLCC )

(
(
E
QUI ESCE=YES, ( YES| NO
(
(
(

Figure 5.5 #COXASEQ ENTRY=JOURNAL/AREA/FILE Syntax

Figure 5.5 shows the full syntax of the COXASEQ ENTRY=JOURNAL/AREA/FILE statement.
Each of the available parameters is described below:

TYPE: For Sequential PreFetch option, this parameter is always
specified as TYPE=CACHE.

NAME: NAME=area-name must be specified on ENTRY=AREA
statements.

NAME=file-name must be specified on ENTRY=FILE
statements.

file-name and area-name must be valid ddname or CA-IDMS
Area name respectively for the corresponding DMCL.

NAME= is not required for ENTRY=JOURNAL statements.

EXTENTS Sequential PreFetch uses CHAINED EXCPS to read multiple
tracks or a single cylinders worth of data with each EXCP
request. This parameter controls how much data EZ-Megabuf
Sequential PreFetch will read at a time, and the maximum
amount of buffer storage that will be allocated for this
Area/File.

The EXTENTS= parameter has three sub-parameters as
follows:

EXTENTS=(type,size,#)
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All three sub-parameters must be specified. Their meaning is as
follows:

type

size

This must be TRK or CYL. Specify TRK if you want
EZ-Megabuf to read a TRACK or multiple TRACKS per
EXCP. Specify CYL if you want EZ-Megabuf to read a
CYLINDER per EXCP.

This parameter defines the EXTENT size, that is, the
size of each PreFetch buffer.

If you have specified CYL for type, then this parameter
must be 1. PreFetch will only read one cylinder at a
time.

If you have specified TRK for type, then this parameter
can be greater than 1.

For instance, if you specify EXTENTS=(TRK,2,...)

then, each EXTENT will hold two tracks of data and
EZ-Megabuf will read two tracks per EXCP.

This parameter defines the maximum number of
EXTENTS that will be retained in memory for this
FILE.

For instance, if you specify EXTENTS=(TRK,2,5)

then, EZ-Megabuf will use a maximum of 5 EXTENTS
(each containing 2 tracks of data) for this file. After
using the last EXTENT, EZ-Megabuf will overwrite the
oldest EXTENT for the next EXCP, where oldest means
least-recently-used.

Although  logically you activate
3 Sequential PreFetch by AREA or FILE,
7 physically it operates at the FILE level.
This means that if you activate PreFetch
for a given FILE, all AREAs allocated to
that file will use PreFetch.
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MONITOR

If you activate PreFetch by AREA for an
area which spans FILEs, the EXTENTS
specified will be allocated for EACH file
in the area. For example, if an area spans
three  files, and you  specify
EXTENTS=(TRK,1,5), PreFetch will
allocate 5 extents for each file, making 15
all together.

If you are performing sequential writes
(see UPDATE=SEQ), then it is
recommended that you specify a
minimum of 3 extents for the file, ie.,
(TRK,1,3) not (TRK,3,1).

This parameter determines whether Sequential PreFetch is to be
permanently activated for this File/Area, or whether it is only to
be activated when EZ-Megabuf recognizes that the File/Area is
being processed sequentially.

The parameter can have one of the following values:

NO  This is the default value. The PreFetch Buffer storage
specified by the EXTENTS parameter is allocated when
the file is OPENED and is always allocated.

You might use this in local mode batch
jobs where you know that a given file is
processed sequentially.

YES If you specify MONITOR=YES, the PreFetch Buffer
storage is not allocated (and chained EXCPs not used)
unless EZ-Megabuf detects that the File is being
sequentially processed.

You are more likely to use this under CV

where the mode of access to a given File
might be only occasionally sequential.
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QUIESCE This parameter specifies whether PreFetch buffer storage is to
be FREED for this file if it is not referenced for a specified
interval (See TYPE=DMCL QINTVL parameter).

The parameter may have one of the following values:

YES This is the default value. If the PreFetch buffer storage
is not referenced for n minutes (where n is defined by
the QINTVL parameter) then FREEMAIN all of the
PreFetch buffer storage allocated for this file.

You may only use QUIESCE=YES if

you have also specified
MONITOR=YES. Otherwise it is
ignored.

NO  Never release the PreFetch buffer storage for this
File/Area, even if it is not referenced.

MONITOR=YES and QUIESCE=YES are the recommended
options under Central Version. Refer to section 3.1.3 for
further discussion about the handling of PreFetch Buffer pools.

DBINMEM Specify YES if you want the whole of this AREA or FILE to be
loaded into a PreFetch buffer. In this case, EZ-Megabuf will
calculate and assign enough storage to hold the whole of this
area or file in memory.

If you specify DBINMEM=YES, you
need NOT specify EXTENTS=, as DB-
Megabuf calculates the amount of buffer
space required. Also, MONITOR=YES
and QUIESCE=YES are redundant for
databases in memory.

The default for this parameter is NO.
UPDATE This parameter may have one of the following values:

NO: When a database page is written from the DMCL
buffer, the corresponding page in the PreFetch
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buffer (if present) is removed, and the page
written back to disk.

A subsequent read of this page would not find the
page in the PreFetch buffer, requiring the page to
be read back from disk.

REFRESH: When a database page is written from the DMCL
buffer, the contents are copied to the
corresponding page in the PreFetch buffer (if
present) and the page written back to disk.

SEQ: When a database page is written from the DMCL
buffer the corresponding page is copied to the
PreFetch buffer but the page is NOT written back
to disk at that time.

Instead, EZ-Megabuf waits until that particular
EXTENT is required for the next sequential read.
At that time, if ANY pages in the EXTENT have
been modified, EZ-Megabuf will write back the
updated pages using chained EXCPs.

This option is only available when running in
Local mode.

DSPACE This parameter is used if you wish a particular AREA or FILE
to be loaded into an MVS/ESA data space.

The DSPACE parameter may be coded as follows:
DSPACE=(NO,NOALLOC)

Do not use a data space for this AREA/FILE.
DSPACE=(YES,ALLOC)

Allocate a data space for this AREA/FILE if it does not already
exist.

5-18



EZ-MEGABUF USER GUIDE
Tailoring the EZ-Megabuf Environment

If you are a EZ-Share® user, and another member of the
SharedBuffer group has already allocated a data space for this
FILE/AREA, then SHARE the existing data space.

If you are not a EZ-Share® user, then each job would allocate its
own data space for this FILE/AREA.

DSPACE=(YES,NOALLOC)

SHARE a data space if one already exists for this AREA/FILE.
Do NOT allocate data space if it does not exist. This is the
default value of this parameter.

The ability to share an already allocated data space only exists
if you are also using EZ-Share®. By default, when running
under EZ-Share®, you will always share a data space for the file
if it has already been allocated.

A data space is allocated at file OPEN
8 time. The job which initially allocates the
data space becomes the data space
OWNER. The data space is deleted at file
CLOSE time.

Only the data space OWNER can delete
the data space. This means that if you are
sharing a data space, and are not the data
space owner, the data space may
disappear if the data space owner job
terminates (or closes the file) before you.

The data space is not pre-loaded. That is,
8 the data space is populated only as
database pages are requested. Whenever
a request is made for a page not already
in the data space, the full-cylinder
containing that page is read in. Any job
sharing a given data space (not just the
owner) can cause the data space to be
populated.
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If you request a data space for an AREA,
8 and the area is a multi-file area, then each
file in the area will be allocated to a data
space.

For a data space, the EXTENTS,
8 QUIESCE, MONITOR, UPDATE and
DBINMEM parameters are redundant.

5.3.3 COXASEQ ENTRY=LAST

#COXASEQ ENTRY=LAST,
TYPE=CACHE

Figure 5.6 #COXASEQ ENTRY=LAST Syntax

Figure 5.6 shows the full syntax of the COXASEQ ENTRY=LAST macro. This statement must
be coded as illustrated to signify the end of the COXASEQ table.

5.3.4 COXASEQ TYPE=EXCLUDE

#COXASEQ ENTRY=FI LE/ AREA,

TYPE=EXCLUDE, EXCLUDE )

(
NANE= ( DMCL FI LE/ AREA NAME )

Figure 5.7 #COXASEQ TYPE=EXCLUDE Syntax

Figure 5.7 shows the full syntax of the #COXASEQ TYPE=EXCLUDE statement. Each of the
available parameters is described below:

TYPE: Specify TYPE=EXCLUDE if you wish to exclude a particular
AREA or FILE from sequential processing. This parameter
would only be used when you have used the DEFAULTS=YES
option, to generate default options for every FILE in the
DMCL.

ENTRY: This parameter indicates whether this EXCLUDE is for an
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AREA or a FILE. Valid values are:

AREA: This exclude relates to a DMCL AREA name.
FILE: This exclude relates to a DMCL FILE name.
NAME: The name of the AREA or FILE to be excluded.

Refer to section 5.3 for an example of how EXCLUDE statements may be used within the
COXASEQ table definition.
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Run Control Statements

6 Run Time Control Statements

This section contains details of the various run-time control statements which may be included in
the run-time JCL of Central version and Local mode batch jobs which use EZ-Megabuf.

All of the control statements included in this section are optional.

6.1 COXACTL Control File

Users may include a COXACTL file in the run-time JCL to override certain operational
characteristics of EZ-Megabuf (and other Cogito products).

The parameters may be included in-stream as shown below:
//[COXACTL DD *
COXATAB=coxaname
COXAMEG=meganame
COXASEQ=sequname
COXASIM=simuname
CDMSLIB=YES/NO
UNLOAD=YES/NO
or alternatively you may specify the parameters through an input dataset, eg.
/ICOXACTL DD DSN=parameter.file,DISP=SHR
where parameter.file is allocated as RECFM=F or FB, and LRECL=80.
Each required parameter must be coded on a separate line, beginning in column one.
The permissible parameters are described below:
COXATAB= coxaname is 1-8 alphanumeric characters, specifying the name

of the COXA table to be used by this job.

With this facility, it is now possible for users to take full
advantage of dynamic loading of the COXA table, without
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COXAMEG=

COXASEQ=

COXASIM=

CDMSLIB=

having to maintain multiple load libraries for different systems.
All versions of the COXA table may now reside in a single
library, with the version to be loaded at run-time dictated by this
parameter in COXACTL.

If this parameter is not specified, and a COXA table is not link-
edited with COXADBIO, then EZ-Megabuf will attempt to load
a COXA table with a name of COXATAB.

meganame is the 1-8 character name of the COXAMEG table to
be dynamically loaded.

If this parameter is not specified, and a COXAMEG table is not
link-edited with COXADBIO, then EZ-Megabuf will attempt to
load a COXAMEG table with a name of COXAMEG.

sequname is the 1-8 character name of the COXASEQ table to
be dynamically loaded.

If this parameter is not specified, and a COXASEQ table is not
link-edited with COXADBIO, then EZ-Megabuf will attempt to
load a COXASEQ table with a name of COXASEQ.

simuname is the 1-8 character name of the COXASIM load
module to be dynamically loaded.

Refer to the EZ-Buffer Plus Documentation for further details.

When dynamically loading Cogito modules, the usual search
path is to first try CDMSLIB and then STEPLIB. With this
parameter, the user may specify that the search of CDMSLIB is
to be bypassed.

It is therefore no longer necessary for
users of ACF2 or RACF exits to hard-
link the COXA table with COXADBIO,
or apply PTF M9205005.

Valid values for this parameter are:
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YES: Dynamic loading to search first CDMSLIB and
then STEPLIB.
NO: Bypass search of CDMSLIB. Go straight to
STEPLIB.
UNLOAD= This parameter is used when executing certain CA-IDMS

utilities (eg. IDMSUNLD) which, due to restrictions in CA-
IDMS must execute in AMODE 24.

YES: Remain in AMODE 24.

NO: Allow AMODE 31 processing.

6.2 The COSEQCTL file

The COSEQCTL file is a new feature introduced in release 4.1 which permits the user to specify
the Sequential PreFetch environment through a run-time control file.

Particularly where multiple local mode jobs use sequential PreFetch, this facility is a great help
to the DBA, since there is no need to generate multiple COXASEQ tables for different runs. In
practice, EZ-Megabuf Sequential PreFetch users can now usually operate with just one
COXASEQ table, defining the defaults for LOCAL and CENTRAL. The actual parameters
required at run-time can be specified in the local mode or CV start-up JCL streams.

It should be noted that the parameters in the COSEQCTL file will only be used if

. There is no COXASEQ table present, OR

. The COXASEQ table loaded was generated with DEFAULTS=YES. The COXASEQ
table must also include no ENTRY=FILE or ENTRY=AREA statements. It would then
be assumed that the COXASEQ table loaded contained all of the run-time parameters
required.

The following guidelines describe how to use the COSEQCTL file.

1) The syntax of the input parameters is the same as for the online dynamic commands
entered under the transaction COSEQD and only apply to FILE=.

Refer to section 4 for a full description of syntax.
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2)

3)

4)

5)

6)

7)

8)

9)

You may set session defaults for all files by making the first entry FILE=DEFAULT and
followed by the default session parameters.

Eg. FILE=DEFAULTS EXTENT=(TRK,5,3) MON=NO

This will then override the defaults for EXTENT= and MON=

Normal defaults will also apply so the only parameters that you need input are the
overrides.

You may turn off sequential processing by specifying SEQIO=NO at file level.

Eg. FILE=filename SEQIO=OFF

This is the equivalent of TYPE=EXCLUDE in #COXASEQ.

You may turn off sequential processing for all files except those specified explicitly by
specifying SEQIO=NO on the FILE=DEFAULTS card.
HICCUP=,QINTVL=,MAXCACHE=,CHAP= and SEQMSG= cannot be input
through COSEQCTL. A default COXASEQ table must be generated with the values
required.

AREA= may not be specified, always use FILE=.

Any abbreviation may be used for each keyword, except DSPACE= which must start with
at least two characters so as not to conflict with DBIM.

Eg. M=NO D=YES ( Mon=NO Dbim=YES)

Parameter values must be specified in full.

Eg. YES OFF ALLOC

The parameters may occupy any position in columns 1-71 and must be separated by one
or more spaces. Continuations are not allowed.

6.2.1 COSEQCTL file examples

Example 1
Sequential processing support is provided for two files only. File 2 is allocated to a data space.

FILE=DEFAULTS SEQIO=0OFF
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FILE=DB00100 SEQIO=0N EXTENT=(TRK,5,3) MON=NO
FILE=DB00200 DSPACE=(YES,ALLOC) (Note Seqio=ON is the default)

Example 2
Sequential processing support is provided for all files except file 2. File 1 is allocated a larger
extent size.

FILE=DEFAULTS SEQIO=ON
FILE=DB00100 EXTENT=(TRK,5,3) MON=NO
FILE=DB00200 SEQIO=OFF

Example 3
Using abbreviated keywords. Five files only get sequential processing support. The first is
allocated to a data space. The second has a smaller extent size than the default specified and has
monitor and quiesce active. The third is database-in-memory. The fourth and fifth take the
defaults specified in the first input card.

F=DEFAULTS S=OFF E=(TRK,3,2) M=NO Q=NO U=REFRESH D=NO

F=DB00100 S=ON DS=(YES,ALLOC)

F=DB00200 S=ON E=(TRK,1,2) M=YES Q=YES

F=DB00300 S=ON E=(TRK,1,2) D=YES

F=DB00400 S=ON
F=DB00500 S=0ON

6.3 The COSEQLOG file

EZ-Megabuf PreFetch will write a shutdown or job termination report to the COSEQLOG file if
present. If included, the COSEQLOG file should be specified as follows:

/ICOSEQLOG DD SYSOUT=sysout-class
or
//COSEQLOG DD DSN=dataset-name

where dataset-name is defined with DCB=(RECFM=FBA,LRECL=133,BLKSIZE=3990)



EZ-MEGABUF USER GUIDE
Run time control statements

6.4 The COSNAP file

The COSNAP file is used for diagnostics purposes only. If included, the COSNAP file should be
specified as follows:

/ICOSNAP DD  SYSOUT=sysout-class
or
/ICOSNAP DD DSN=dataset-name

where dataset-name is defined with DCB=(RECFM=VBA,LRECL=125,BLKSIZE=1632)
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Appendix
Appendix
A Appendix
A.1 Technical Notes
2048 Buffers Under NO circumstances should you generate buffer pools where the maximum

number of pages exceeds 2048 without first applying CA PTF number 89-09-
1073. Because of the dire consequences, it is recommended that this PTF always
be applied when EZ-Megabuf is first installed, even if you don't anticipate
exceeding the 2048 threshold.

You should note that the 2048 threshold refers to the maximum number of pages
rather than the requested number. Also, note that you must include in the
calculation all of the buffers in the DMCL, NOT JUST THE BUFFERS
DEFINED TO EZ-MEGABUF.

IF IN DOUBT...APPLY THE PTF!!!

Another feature of CA-IDMS is the way the scratch buffer is allocated. Since
Scratch Area IDMS release 10.0, the DC scratch manager (RHDCSCRM) does not use the
(DDLDCSCR) buffer defined for the scratch area in the DMCL. Instead, RHDCSCRM

acquires its own storage for use as buffers in storage pool zero.

The scratch buffer must still be defined in the DMCL since this is how
RHDCSCRM knows how much storage to acquire. To avoid having unused
buffers, it is normal practice for DBAs to assign the scratch area to a buffer used
by some other area(s) whose size is appropriate.

BEWARE: If you specify a large DMCL buffer size using COXA table for the
buffer containing the scratch area, this space will also be allocated in pool zero.
In some cases, there may be insufficient space in pool zero for the system to
start.

The best way to avoid this problem is to apply the CA PTF that causes the
whole scratch buffer to be assigned to an XA storage pool.
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