








Add File Entry dialog

* Positional
Each file is replicated based on the position of the record within the file.
Positional replication uses the values of the relative record number (RRN)
found in the journal entry header to locate a database record that is being
updated or deleted.

* Keyed
Each file is replicated based on the value of a primary key defined to the
database file. The value of the key is used to locate a database record. MIMIX
requires that a file configured for keyed replication also be enabled for both
before-image and after-image journaling. Files defined using keyed replication
must have at least one unique access path defined.

Note: When keyed replication is in use, the journal and journal definition
cannot be configured to allow object types to support minimized entry-
specific data.

Lock member during apply
Identifies whether you want the database apply process to lock the file members
on the target system for update.

Note: Members are locked only when the apply process is active.

» Data Group Definition
The value specified in the data group definition is used.

* Yes
The apply process holds an *EXLCRD lock on the data of file members.

* No
The apply process does not hold an *EXLCRD lock on the data of file
members. The apply process may hold *SHRUPD locks on data for improved
performance.

Apply session

Identify the apply session to use when processing files. Any changes will take
effect the next time the data group is started with a request to clear pending
entries.

» Data Group Definition
The value specified in the data group definition is used.

*  Any
Any apply session is used. MIMIX will attempt to balance the load between the
configured apply sessions.

« A-F
Specify the database apply session. Valid values are characters ranging from
A through F.

Disable triggers during apply
Identifies whether the database apply process will disable triggers when
processing a file.

» Data Group Definition
The value specified in the data group definition is used.

1144



* Yes

Triggers are disabled by the database apply process while the file is open.
* No

Triggers are not disabled by the database apply process while the file is open.
Process trigger entries

Identifies whether MIMIX should process journal entries that are generated by
triggers for the file.

» Data Group Definition
The value specified in the data group definition is used.

* Yes
Journal entries generated by triggers are processed by MIMIX.

* No
Journal entries generated by triggers are not processed by MIMIX.

Initial status — Identifies the initial status of the data group file entry.

Active
The file entry is active. Journal entries for the object identified by the file entry are
replicated and applied.

Hold
The file entry is held. Journal entries for the object identified by the file entry are
replicated, but not applied.

Note: Leaving files on *HLD or *HLDERR status causes MIMIX to retain journal
transactions for the file in the log space of the target system. Keeping files
on hold for an extended time can impact system storage and affect
performance of target side processing. It is recommended that files on
hold be handled within a reasonable period of time.

Hold ignore
The file entry is ignored. Journal entries for the file entry, including any hold logs,
are discarded.

Release wait

The file entry waits for a synchronization point to be reached. Journal entries for
the file entry are discarded until the journal entry representing the synchronization
point is encountered. The file entry then moves to Active status.

Add File Entry and Synchronize File dialog

The Add File Entry and Synchronize File dialog identifies a logical (LF) or physical
(PF) *FILE object to be added to the configuration for a data group. The location from
which this dialog was accessed determines whether a single member or all members
of the selected file are identified in the file entry being added. Once the file entry has
been added to the configuration, the identified file and members are synchronized
between systems.
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Add File Entry and Synchronize File dialog

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source File (node) — The name of the selected file on the source node. The name
of the source node is shown in the column heading.

Library — The name of the library on the source node where the file exists.

Member — The name of the selected member or the value *ALL when the item
selected is the entire file.
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Remove File Entry dialog

Remove File Entry dialog

The Remove File Entry dialog will remove the selected file entry from the
configuration for the data group. Changes to the file and members identified by this
file entry will no longer be replicated. The file and members identified in the selected
file entry will remain on the system but any changes to the file and members will no
longer be replicated.

This dialog is the result of selecting Remove File Entry action for a file from the Check
Data Group File Entries window.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source File (node) — The name of the selected file on the source node. The name
of the source node is shown in the column heading.

Library — The name of the library on the source node where the file exists.

Member — The name of the selected member or the value *ALL when the item
selected is the entire file.

Remove File Entry for Member dialog

The Remove File Entry for Member dialog will remove the selected file entry from the
configuration for the data group. The file member identified in the selected file entry
will remain on the system but any changes to the member will no longer be replicated.

This dialog is the result of selecting Remove File Entry for Member action from the
Check Data Group File Entries window.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.
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Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source File (node) — The name of the selected file on the source node. The name
of the source node is shown in the column heading.

Library — The name of the library on the source node where the file exists.

Member — The name of the selected member or the value *ALL when the item
selected is the entire file.



Synchronize Object dialog

Synchronize Object dialog

The Synchronize Object dialog will synchronize the selected objects between two
nodes defined to a data group. The objects that are synchronized are preselected
based on the location from where the Synchronize Object action originated. Any
selected system values or system settings cannot be synchronized and are removed
from the list.

This dialog is the result of selecting the synchronize action from the following:
» Object Tracking tab on the Data Group Details and Activities portlet
* File Attributes Audit Results window or File Attribute Audit Result Details window

* File Member Attributes Audit Results window or File Member Attribute Audit
Result Details windows

¢ File Member Record Counts Audit Results window
e Libraries Audit Results window or Libraries Audit Result Details window

» Object Correction Activity window, Objects Changed on Target window, or Virtual
Switch Activity window.

When synchronizing objects and authorities or objects only, the attributes are always
automatically included. Attributes are not synchronized when selecting authorities
only.

Note: Before attempting to synchronize, it is strongly recommended that activity
(updates and modifications) be quiesced on the source node for an object that
is configured to replicate through the system (QAUDJRN) audit journal. If the
object is updated or modified on the source node during the synchronization
attempt, it is possible for the synchronization request to overlay the most
recent updates to the object on the target node and cause the target node
object to not be synchronized.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source Object (node) — The name of the selected object on the source node.
Spooled files are displayed in the format libname/outq
(spooledfilename/spooledfilenumber - jobnumber/jobuser/jobname-
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createdonsystem/YYYY-MM-DD-HH.MM.SS), with the creation time stamp as UTC
time. All other objects are displayed in the libraryname/objectname format.

Type — The object type of the selected object.

When the selected object is a spooled file, the Synchronize authorities, Save active,
Save active wait time, and Maximum sending size fields are not available.

Synchronize authorities — ldentifies whether authorities to the object are
synchronized between nodes. Authorities include: ownership, authorization list,
primary group, and *PUBLIC and private authorities.

Object and Authorities
The selected objects, their authorities, and attributes are synchronized.

Object Only
The selected objects and their attributes are synchronized. Authorities for the
specified objects are not synchronized.

Note: Due to the nature of the OS/400 save and restore functions, some
authority attributes may be synchronized. These include: ownership,
authorization list, primary group, and *PUBLIC authorities. Private
authorities are never synchronized when *NO is specified.

Authorities Only

Only the authorities for the specified objects are synchronized. The objects and
attributes are not synchronized. If a specified object does not exist on the target
node, an error is logged to the message log, and processing continues for any
other specified objects.

Attributes Only
Only the attributes for the specified *FILE objects are synchronized.

Save active — Indicates whether an object can be updated while it is being saved.
The possible values are:

Different Checkpoints

Objects in a library can be saved while they are in use by another job. Objects in a
library may reach checkpoints at different times and may not be in a consistent
state in relationship to each other.

Note: Specifying this value eliminates some size restrictions and may enable a
library to be saved that could not be saved with SAVACT(*LIB).

No
Objects that are in use are not saved. Objects cannot be updated while being
saved.

Library

Objects in a library can be saved while they are in use by another job. All of the
objects in a library reach a checkpoint together and are saved in a consistent state
in relationship to each other.

Note: Libraries with thousands of objects may be too large for this option.



Synchronize Object dialog

» Same Checkpoints
Objects in a library can be saved while they are in use by another job. All of the
objects and all of the libraries in the save operation reach a checkpoint together
and are saved in a consistent state in relationship to each other.

Save active wait time — Specifies the amount of time to wait for a commit boundary
or a lock on an object, if it is not available, before continuing the save. If a lock is not
obtained in the specified time, the object is not saved. If a commit boundary is not
reached in the specified time, the save operation is ended. This field is ignored when
No is specified for the Save active field.

+ Specify
Specify the number of seconds in the adjacent field. Valid values are from 0
through 99999. The default value is 120.

* No maximum
No maximum value is specified.

Maximum sending size (MB) — Specifies the maximum size of the data that can be
sent. If multiple objects are selected to be sent, this value is applied to each object
separately. The possible values are:

*  No maximum
No maximum value is specified.

» Transfer Definition
Use the value of the Threshold size (MB) (THLDSIZE) from the transfer definition
associated with the data group.

+ Specify
Specify the maximum size, in megabytes, in the adjacent field.

Additional Options

Job description (JOBD) — Specifies, for batch jobs, the name and library of the job
description used to submit the request.

« MXSYNC
The request is submitted using the Precisely supplied default job description
(MXSYNC).

+ Specify
The job description in the user profile under which the submitted job runs is used
as the job description of the submitted job.

Library
Specify the name of the library.

Job name — Specify the simple name of the job that is used while it is being
processed by the system.

Ignored differences — Specifies how to process any attributes and data of the
object being synchronized that are configured to be ignored.

» Keep target values
Attributes configured to be ignored by auditing are not synchronized and keep
their current values on each system in the data group. This is the default.
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* Replace target values
The MIMIX synchronization request replaces all of the attributes on the target
system using values from the source system object, including any attributes that

are configured to be ignored.
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Synchronize IFS Object dialog

The Synchronize IFS Object dialog will synchronize the selected objects between the
two nodes defined to a data group.

Note: If the IFS object being synchronized has a corresponding tracking entry, then

the status of the tracking entry will be changed to Active upon successful
completion of the synchronize request and the tracking entry will be removed
from view. If the synchronization request is not successful, then the status of
the existing tracking entry for the object will either remain in its original status
or have a status of Held error. If the data group is not active, then the status of
the tracking entry will be updated after the data group is restarted.

This dialog is the result of selecting the Synchronize action from any of the following:

IFS Tracking tab on the Data Group Details and Activities portlet or Related IFS
Objects window

Directories Audit Results window or Directories Audit Result Details window

Object Correction Activity window, Objects Changed on Target window, or Virtual
Switch Activity window.

Usage notes:

Context Fields

Before using this dialog to synchronize objects configured for system (QAUDJRN)
journal replication, it is strongly recommended that current activity be quiesced for
the selected node 1 and node 2 objects. If a selected object is updated or modified
on the source node during a synchronization attempt, it is possible for the
synchronization request to overlay the most recent updates to the object on the
target node and thereby cause the target object to be not synchronized.
(Quiescing object activity is not necessary for objects replicated through a user
(database) journal.)

When a request that includes IFS objects replicated through a user journal
completes successfully, the status of associated IFS tracking activities is changed
to Active. The status of activity entries associated with selected objects that are
replicated through the system journal is not changed. (Status of activity entries
that were active or failed at the time of the synchronize request remain
unchanged.)

When the owning user profile of a selected object also needs to be synchronized,
the user profile status on the target node is determined from the Object
Processing parameters in the data group definition. This prevents security
exposures when user profiles are synchronized.

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.
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Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source Object (node) — The name of the selected object on the source node.

Type — The object type of the selected object.

Synchronize authorities — ldentifies whether authorities to the object are
synchronized between nodes. Authorities include: ownership, authorization list,
primary group, and *PUBLIC and private authorities.

* Object and Authorities
The selected objects, their authorities, and attributes are synchronized.

*  Object Only
The selected objects and their attributes are synchronized. Authorities for the
specified objects are not synchronized.

Note: Due to the nature of the OS/400 save and restore functions, some
authority attributes may be synchronized. These include: ownership,
authorization list, primary group, and *PUBLIC authorities. Private
authorities are never synchronized when *NO is specified.

* Authorities Only
Only the authorities for the specified objects are synchronized. The objects and
attributes are not synchronized. If a specified object does not exist on the target
node, an error is logged to the message log, and processing continues for any
other specified objects.

Save active — Indicates whether an object can be updated while it is being saved.
This field is ignored when the data group specifies the value Optimized for the IFS
transmission method for Object Processing.

* Yes
Objects can be saved and used at the same time. The object checkpoints, when
the system creates an image of an object, can occur at different times.

* No
Objects that are in use are not saved. Objects cannot be updated while being
saved.

Save active option — Identifies options to be used when Yes is selected for the
Save active field. This field is ignored when No is specified for the Save active field or
when the data group specifies the value Optimized for the IFS transmission method
for Object Processing.

* None
No special save while active options will be used.



Synchronize IFS Object dialog

* Allow checkpoint
Enables objects to be saved while they are being updated if the corresponding
system attribute for the object is set. This option should only be used by
applications to save objects that are associated with the application and that have
additional backup and recovery considerations. For more information, see
information about saving a server while it is active in the Systems Management
category of the IBM online iSeries Information Center.

Maximum sending size — Identifies the maximum size of the data that can be sent.
If multiple objects are selected to be sent, this value is applied to each object
separately.

*  No Maximum
No maximum value is specified.

* Transfer Definition
Use the value of the Threshold size (MB) (THLDSIZE) from the transfer definition
associated with the data group.

+ Specify
Specify the maximum size, in megabytes.

Additional Options
By default, the Additional Options section is not expanded.

Job description (JOBD) — Specifies, for batch jobs, the name and library of the job
description used to submit the request.

« MXSYNC
The request is submitted using the Precisely supplied default job description
(MXSYNC).

* Specify
The job description in the user profile under which the submitted job runs is used
as the job description of the submitted job.

Library
Specify the name of the library.

Job name — Specify the simple name of the job that is used while it is being
processed by the system.

Ignored differences — Specifies how to process any attributes and data of the
object being synchronized that are configured to be ignored.

» Keep target values
Attributes configured to be ignored by auditing are not synchronized and keep
their current values on each system in the data group. This is the default.

* Replace target values
The MIMIX synchronization request replaces all of the attributes on the target
system using values from the source system object, including any attributes that
are configured to be ignored.
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Synchronize DLO dialog

Synchronize DLO dialog

The Synchronize DLO dialog will synchronize the selected DLO objects between the
nodes defined to the data group.

This dialog is the result of selecting the Synchronize action from the Folders Audit
Results window or the Folders Audit Result Details window.

Usage notes:

» Before using this dialog to synchronize objects configured for system (QAUDJRN)
journal replication, it is strongly recommended that current activity be quiesced for
the selected node 1 and node 2 objects. If a selected object is updated or modified
on the source node during a synchronization attempt, it is possible for the
synchronization request to overlay the most recent updates to the object on the
target node and thereby cause the target object to be not synchronized.

*  When the owning user profile of a selected object also needs to be synchronized,
the user profile status on the target node is determined from the Object
Processing parameters in the data group definition. This prevents security
exposures when user profiles are synchronized.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source DLO — Specifies the list of Document Library Objects (DLOs) to
synchronize.

Synchronize authorities — ldentifies whether authorities to the object are
synchronized between nodes. Authorities include: ownership, authorization list,
primary group, and *PUBLIC and private authorities.

* Object and Authorities
The selected objects, their authorities, and attributes are synchronized.

* Object Only
The selected objects and their attributes are synchronized. Authorities for the
specified objects are not synchronized.

Note: Due to the nature of the OS/400 save and restore functions, some
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authority attributes may be synchronized. These include: ownership,
authorization list, primary group, and *PUBLIC authorities. Private
authorities are never synchronized when *NO is specified.

* Authorities Only
Only the authorities for the specified objects are synchronized. The objects and
attributes are not synchronized. If a specified object does not exist on the target
node, an error is logged to the message log, and processing continues for any
other specified objects.

Save active — Identifies whether an object can be updated while it is being saved.
This field is ignored when the data group specifies the value Optimized for the DLO
transmission method for Object Processing.

* Yes
Objects can be saved and used at the same time.
* No

Objects that are in use are not saved. Objects cannot be updated while being
saved.

Save active wait time — Identifies the amount of time to wait for a commit boundary
or a lock on an object, if it is not available, before continuing the save. If a lock is not
obtained in the specified time, the object is not saved. If a commit boundary is not
reached in the specified time, the save operation is ended. This field is ignored when
No is specified for the Save active field or when the data group specifies the value
Optimized for the DLO transmission method for Object Processing.

+ Specify
Specify the number of seconds in the text field. Valid values are from 0 through
99999. The default value is 120.

*  No maximum
No maximum value is specified.

Maximum sending size — Identifies the maximum size of the data that can be sent.
If multiple objects are selected to be sent, this value is applied to each object
separately.

*  No Maximum
No maximum value is specified.

* Transfer Definition
Use the value of the Threshold size (MB) (THLDSIZE) from the transfer definition
associated with the data group.

+ Specify
Specify the maximum size, in megabytes, in the text field.

Additional options
By default, the Additional Options section is not expanded.

Job description (JOBD) — Specifies, for batch jobs, the name and library of the job
description used to submit the request.



Synchronize DLO dialog

MXSYNC
The request is submitted using the Precisely supplied default job description
(MXSYNC).

Specify
The job description in the user profile under which the submitted job runs is used
as the job description of the submitted job.

Library
Specify the name of the library.

Job name — Specify the simple name of the job that is used while it is being
processed by the system.

Ignored differences — Specifies how to process any attributes and data of the
object being synchronized that are configured to be ignored.

Keep target values
Attributes configured to be ignored by auditing are not synchronized and keep
their current values on each system in the data group. This is the default.

Replace target values

The MIMIX synchronization request replaces all of the attributes on the target
system using values from the source system object, including any attributes that
are configured to be ignored.

1160



1161



Synchronize DB File dialog

Synchronize DB File dialog

The Synchronize DB File dialog will synchronize the selected database files between
source and target nodes of the indicated data group. The location from where the
action was selected predetermines what sending mode and other choices are
preselected and initially displayed.

This dialog is the result of selecting the Synchronize DB action from any of the
following:

+ File Activity tab or Object Activity tab on the Data Group Details and Activities
portlet, File Activity Details window, Related Files window, or Object Activity
Details window

¢ File Attributes Audit Results window or File Attribute Audit Result Details window
¢ File Data Audit Results window

« File Member Attributes Audit Results window or File Member Attribute Audit
Result Details windows

¢ File Member Record Counts Audit Results window

* Object Correction Activity window, Objects Changed on Target window, or Virtual
Switch Activity window.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source Object (node) — The name of the selected object on the source node.

Type — The object type of the selected object.

Sending mode — Specifies the method used to send the file entry. The possible
values are:

» Data only
Only the physical file data is replicated using MIMIX Copy Active File processing.
File attributes are not synchronized using this method. When this value is
selected, the Disable triggers on file field is available.
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Attributes only
Only the physical file attributes are replicated and synchronized.

Authorities only
Only the authorities for the physical file are replicated and synchronized.

Data and Attributes (Save/Restore)
The content and attributes are replicated using the OS/400 save and restore
commands.

Disable triggers on file
Indicates whether to have the database apply process disable triggers when
processing a file. Available when Sending mode is Data only.

Data Group File Entry
Use the value in the data group file entry.

Yes
Triggers are disabled on the target file during synchronization.

No
Triggers are not disabled on the target file during synchronization.

Save active
Indicates whether an object can be updated while it is being saved. Available
when Sending mode is Data and Attributes.

Different checkpoints

Objects in a library can be saved while they are in use by another job. Objects
in a library may reach checkpoints at different times and may not be in a
consistent state in relationship to each other.

Note: Specifying this value eliminates some size restrictions and may enable
a library to be saved that could not be saved with SAVACT(*LIB).

No
Objects that are in use are not saved. Objects cannot be updated while being
saved.

Library

Objects in a library can be saved while they are in use by another job. All of the
objects in a library reach a checkpoint together and are saved in a consistent
state in relationship to each other.

Note: Libraries with thousands of objects may be too large for this option.

Same checkpoints

Objects in a library can be saved while they are in use by another job. All of the
objects and all of the libraries in the save operation reach a checkpoint
together and are saved in a consistent state in relationship to each other.

Save active wait time

Indicates the amount of time to wait for a commit boundary or a lock on an object,
if it is not available, before continuing the save. If a lock is not obtained in the
specified time, the object is not saved. If a commit boundary is not reached in the
specified time, the save operation is ended. Available when Sending mode is Data
and Attributes.
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Specify
Specify the number of seconds in the adjacent field. Valid values are from 0
through 99999. The default value is 120.

No maximum
No maximum value is specified.

Allow object differences

Indicates whether certain differences encountered during the restore of the file on
the target node are allowed. Available when Sending mode is Data and Attributes.
The differences include:

Ownership--the owner of the file on the target node is different than the owner
of the source object.

File creation date--the creation date of the database file on the target node
does not match the creation date of the file on the source node.

Member creation date--the creation date of the database file member on the
target node does not match the creation date of the member on the source
node.

Validation value verification--the validation value created at the time the object
was created on the source node does not match the validation value created
during the restore operation of the object on a node with a QSECURITY level
of 40 or higher.

Authorization list linking--the authorization list that was attached to the object
on the source node does not exist on the target node or is a different
authorization list than is attached to the object on the target node.

The possible values are:

All

All object differences are allowed. An informational message is sent, except for
validation value verification and authorization list linking cases, and the object
is restored. The following should be noted when the value All is selected:

* If the owner of the file does not match between source and target nodes, the
owner of the file on the target node is not changed by the synchronize
request.

* If there is a file level mismatch and the Sending mode is Data and Attributes
(Save/Restore), then the existing version of the file is renamed and the
saved version of the file is restored. If there is a member level mismatch, the
existing version of the member is renamed and the saved version of the
member is restored.

+ If the system security level is 40, you are restoring a file, and the file's
validation value is missing or incorrect, the file is restored without authority
changes. For files without a validation value, the value All also prevents the
system from attempting to translate the file again.

* If you are restoring files to a node different from the one on which they were
saved and the files are secured by an authorization list, selecting the value
All automatically links the files again to the authorization list. If the
authorization list does not exist on the new node, a message that includes
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the name of the missing list is run and the public authority is set to
*EXCLUDE. If differences are found, the final message for the restore
operation is an escape message rather than the normal completion
message.

* None
None of the differences described above are allowed on the restore operation.
For validation value verification failure cases, the object is restored but
ownership is transferred to QDFTOWN and all authorities are revoked. For
authorization list cases, the object may be restored, but the object will not be
linked to the authorization list, and public authority is set to *EXCLUDE. For all
other cases, a diagnostic message is sent for the object, and the object is not
restored.

* File Level
An attempt will be made to restore existing physical files even though the
physical file on the target may have a different file level identifier or member
level identifier than the physical file on the source. The physical file data will
only be restored for those physical files whose format level identifiers on the
target match the format level identifiers of the corresponding physical file on
the source.

Include logical files
Indicates whether to include any attached logical files when sending the file.
Available when Sending mode is Data and Attributes.

* Yes
Any logical files attached to the file are sent with the file. Logical files that are
explicitly excluded from replication are not sent.

* No
Any logical files attached to the file are not sent.
Additional Options
By default, the Additional Options section is not expanded.

Release wait — Indicates whether to put the file entry into a release-wait status. In
this state, the file entry waits for a synchronization point to be reached. Journal entries
for the file entry are discarded until the journal entry representing the synchronization
point is encountered. The file entry then moves to Active status.

* Yes
The file entry is put into a release-wait status.
* No

The file entry is not put into a release-wait status, so it remains in held status until
further intervention.

Include related files — Indicates whether files related to the file being synchronized
should be included in the synchronization process. Related files are those physical
files which have a relationship with the selected physical file by means of one or more
join logicals.

* Yes
Related files are included.



Synchronize DB File dialog

No
Related files are not included.

Maximum sending size (MB) — Specifies the maximum size of the data that can be
sent. This takes into account both the size of the physical file and the number of
logical files, if any.

No Maximum
No maximum value is specified.

Transfer Definition

Use the value of the Threshold size (MB) (THLDSIZE) from the transfer definition
associated with the data group. This value is not allowed with a Sending mode of
Data only.

Specify
Specify the maximum size, in megabytes in the adjacent field.

Ignored differences — Specifies how to process any attributes and data of the
object being synchronized that are configured to be ignored.

Keep target values
Attributes configured to be ignored by auditing are not synchronized and keep
their current values on each system in the data group. This is the default.

Replace target values

The MIMIX synchronization request replaces all of the attributes on the target
system using values from the source system object, including any attributes that
are configured to be ignored.
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Synchronize Object (activity entry) dialog

The Synchronize Object (activity entry) dialog will synchronize the selected objects
that are associated with data group activities that have the following status values:
Active, Delayed, Failed, or Completed. The contents of the object, attributes of the
object, as well as the authorities of the object (related activity entries) are
synchronized between the source node and the target node. Any selected system
values or system settings cannot be synchronized and are removed from the list.

The data group can be active during the synchronization request. Upon completion,
activity entries for a selected object with any status value that existed before the
synchronization request are set to a status of completed by synchronization. If the
data group is not active, the activity entries remain in a status of Pending
synchronization or Pending completion. When the data group is started, the activity
entries are set to a status of Completed by synchronization. If synchronization failed,
the status is set to Failed synchronization.

This dialog is the result of selecting the Synchronize Object action from the Object
Activity tab of the Data Group Details and Activities portlet or the Object Activity
Details window.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Data group — The three-part name of the data group selected from the portlet. The
direction of the arrow indicates the direction of replication.

Source Object (node) — The name of the selected object on the source node,
followed by the name of the node. Spooled files are displayed in the format
libname/outq (spooledfilename/spooledfilenumber - jobnumber/jobuser/jobname-
createdonsystem/YYYY-MM-DD-HH.MM.SS), with the creation timestamp shown as
UTC time. All other objects are displayed in the libraryname/objectname format.

Type — The object type of the selected object.

Additional Options
By default, the Additional Options section is not expanded.

Job description (JOBD) — Specifies, for batch jobs, the name and library of the job
description used to submit the request.
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« MXSYNC
The request is submitted using the Precisely supplied default job description
(MXSYNC).

+ Specify
The job description in the user profile under which the submitted job runs is used
as the job description of the submitted job.

Library
Specify the name of the library.

Job name — Specify the simple name of the job that is used while it is being
processed by the system.
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Ignore Differences dialog

The Ignore Differences dialog will create or update selection rules for an object that
has an audit compare status value of *NE or *NC so that the attributes or data found
different by the audit will be ignored by subsequent audits. Attributes can only be
ignored for non-switchable data groups or data groups whose target node is a
replicate node of an application group.

When the object’s differences are in triggers or constraints, only attribute groups
*TRIGGER or *CST can be specified for ignoring. All attributes within the group will be
ignored.

When attributes of replicated objects are configured to be ignored by audits, MIMIX
does the following:

» Audits will ignore differences detected for the specified attributes and not report
those differences as errors. Similarly, compare commands that specify a data
group also will ignore differences for the specified attributes.

* Any differences for the specified attributes will be maintained according to the
default behavior of MIMIX synchronization requests. This includes requests made
by audit recoveries. (Default synchronization behavior is that ignored attributes
will not be synchronized and will keep their current values on each system in the
data group).

This dialog is the result of selecting the Ignore Differences action from one of the of
the following audit’s Audit Results window or Audit Result Details window: Libraries,
File Attributes, File Member Attributes, Directories, or Folders.

Context Fields
The following fields identify the context of the selected object.

Object — The name of the library-based object, DLO, IFS, or spooled file on the
source node in the appropriate format.

Name formats are:
Library object: library/file(member)
DLO object: folder/subfolder/document
IFS object: /directory/subdirectory/name

Spooled file: library/outputq (spooledfilelname/spooledfilenumber -
jobnumber/jobuser/jobname-createdonsystem/YYYY-MM-DD-HH.MM.SS), with
the creation timestamp as UTC time

Type — The object type of the object.

Application Group — The name of the application group that controls the resource
group to which the selection rule for the selected object is associated. This field is not
displayed when the object is replicated by a data group that is not associated with an
application group.
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Resource Group — The name of the resource group to which the object is
configured. This field is not displayed when the object is replicated by a data group
that is not associated with an application group.

Data Group, Node1, Node2 — The three-part name of the data group to which the
selection rule for the selected object is associated. This field is only displayed when
the data group is not associated with an application group.

Differences to ignore during auditing — The list of attributes and data for the
selected object that had difference indicator value of *NE or *NC after the audit ran.
All attribute or data values in the list are preselected to be ignored by future audits. If
you need to continue auditing an attribute, de-select its checkbox.



Procedures page

The Procedures page within an instance of MIMIX contains portlets associated with
procedures that control operations for application groups.

The following topics describe portlets on the Procedures page, including fields,
available actions, and status values. Dialogs for portlets are also included.

*  “Procedures portlet” on page 1173 provides access to all procedures of all types
for all application groups in the instance. You can also access the procedure
history for previously completed runs of procedures.

+ “Step Status portlet” on page 1208 provides access to detailed status information
about the steps performed for a procedure selected in the Procedures portlet.
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Procedures portlet

<div id="mimixproceduresportlet">

The Procedures portlet lists the latest run for each procedure in the instance. You can
display details for a specific procedure and take actions for procedures such as start,
resume, or cancel.

Click on a procedure to display its steps and step status in the Step Status portlet.

You can also display previous and current runs of a procedure by using the Procedure
History action.

Selected help topics:

*  “Procedures portlet overview” on page 1173

*  “Procedures portlet - Edit mode” on page 1179

* “Checking status of procedures” on page 259

* “Investigating problem steps within a procedure” on page 260
+ “Responding to a message waiting status” on page 262

+ “Resuming a failed or canceled procedure” on page 263

» “Checking existence and authority to the program of the step within a procedure”
on page 1204

* “Acknowledging a procedure” on page 263

+ “Displaying procedure history” on page 264

*  “Customizing step programs within shipped procedures” on page 626
+  “Message Details dialog (procedure)” on page 1184

+  “Message Details - Virtual Switch dialog” on page 1186

+ “Step Status portlet overview” on page 1208

</div><!--"mimixproceduresportlet"-->

Procedures portlet overview

The Procedures portlet lists the latest run for each procedure in the instance. You can
display details for a specific procedure and take actions for procedures such as start,
resume, or cancel.

Click on a procedure to display its steps and step status in the Step Status portlet.

You can also display previous and current runs of a procedure by using the Procedure
History action.
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Actions

Procedures portlet overview

The following fields identify the context of the portlet.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Filter — The filter options allow you to specify a subset of procedures to be
displayed. You can filter by procedure type, procedure name, and the amount of run
history to display.

Procedure Type Possible Values

All Application Groups and Nodes
All procedures for associated with application groups and all node procedures in
the instance are displayed.

Application Group Procedures
All procedures associated with application groups are displayed.

List of application group names
Procedures for the selected application group are displayed.

Node Procedures
All node procedures are displayed.

List of node names
Node procedures for the selected node are displayed.

Procedure Name Possible Values

All Procedures
All procedures names for the selected type are displayed.

List of procedure names
Procedures for the selected type are displayed.

Run History Possible Values

Omit History
Only the last run of the procedures selected by the filters are displayed.

Include History
All historical runs of the procedures selected by the filters are displayed.

Actions are available from several locations. Global actions appear as a dropdown list
in the upper right and can be used any time. The scope of some global actions may
apply to the instance. Other global actions apply to all items listed in the portlet.
Toolbar actions appear above the list. Actions for individual items appear at the right
of each row and are available as determined by the item’s status.
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Global actions

Instance Policies - Displays the Instance Policies dialog from which you can change
instance level policies.

Policy Summary - The Policy Summary window opens to display a summary of
current values of instance-level policies.

Schedule Summary - The Schedule Summary window opens to the Reports tab. The
values displayed are for current report schedules for the instance.

Message Log - The Message Log window displays all messages for the current date
in the instance.

Procedure actions

Details - Displays the Procedure Details dialog which contains the details for the last
run of the procedure.

Display Message - Displays the message in the Message Details dialog. The
Message Details dialog provides details for the message and options to continue or
cancel the procedure. This option is available when either the procedure or a step
within the procedure requires a user response before it can continue.

Run - Displays the Run Procedure dialog from which you can run a User type
application group procedure or a user-created Node level procedure.

Run Report - Displays the Run Data Protection Reports dialog from which you can run
a data protection report.

Check Step Authority - Checks the steps of the procedure for existence and authority.

Virtual Switch Activity - Displays the Virtual Switch Activity window filtered to the
application group.

Cancel - Displays the Cancel Procedure dialog from which you can cancel a
procedure with a status of Cancel pending, Message Waiting, Caution, or In Progress.

Resume - Displays the Resume Procedure dialog from which you can resume a
procedure at the failed or canceled step.

Acknowledge - The Acknowledge Procedure dialog prompts you to confirm the
request to acknowledge the status of a procedure. This action is available for
procedures with a status of Failed, Canceled, or Completed with errors. By
acknowledging the status of a failed, canceled, or completed with errors procedure,
you indicate that you have investigated the problem steps. Once acknowledged, a
failed or canceled procedure cannot be resumed from the point where the procedure
ended. An acknowledged procedure that completed with errors can never be
resumed because the procedure completed. This action is not available for virtual
switch procedures when the application group status is Virtual Switch Starting, Virtual
Switch Testing, or Virtual Switch Recovery.

Note: The last procedure run that failed or was canceled and was acknowledged
can be changed back to its previous state using the Mark as Previous
action. This changes the status back to Failed or Canceled as if it had not
been acknowledged, which allows it to be resumed from the point where
the procedure stopped.
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Mark as Previous Status - Changes the status of a procedure whose status is
Acknowledged Failed or Acknowledged Canceled back to its previous status (Failed
or Canceled). The procedure can then be resumed. This action is available only for
the most recent run of any procedure within the set of procedures with type other than
user and the most recent run of any user procedure. Refresh the portlet to see the
changed status.

Start Application Group - Displays the Start Application Group dialog from which you
can start an application group. This action is only available for Start type procedures.

Stop Application Group - Displays the Stop Application Group dialog from which you
stop an application group. This action is only available for End type procedures.

Precheck Switch Application Group - Displays the Precheck Switch Application Group
dialog which prompts you to select the type of precheck procedure to perform.
Precheck procedures perform the same checks as their related switch procedure
without switching.

Switch Application Group - Displays the Switch Application Group dialog from which
you can switch an application group. This action is only available for Switch Planned
and Switch Unplanned type procedures.

Start Virtual Switch - Displays the Start Virtual Switch dialog which prompts you to
select the node on which to test user applications and starts the virtual switch
procedure for the application group.

Procedure History - Displays all available runs of the procedure in the Procedures
History window. The information displayed also includes step status details.

Job Log - Displays job log messages for the selected procedure in the Job Log
window.

Column Descriptions

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Procedure — Displays the name of the procedure. When the filter is set to All
Procedures, both application group and node procedures are shown. The status icons
to the left of this column indicate the status of each procedure.

Possible Values
'EE Action Required

* Failed.

One or more steps had errors and were configured to end if a step failed.
You must determine if the procedure should be resumed at the failed step or
whether you should start the procedure at its first step. To start the procedure
at the first step, evaluate the outcome of the completed and failed steps and
acknowledge the procedure. When evaluating, you must determine if starting
at the first step of the procedure is detrimental to the data or the application
environment.

» Canceled.
Either the procedure was canceled and did not complete or all steps within
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the procedure were canceled as a response to inquiry messages from the
steps. Determine if you should resume the procedure at the canceled step or
start at the first step. To start the procedure at the first step, evaluate the
outcome of the completed and canceled steps, acknowledge the procedure,
and run it again. To resume the procedure at the canceled step, use the
Resume action. You should acknowledge a canceled procedure after
evaluating the outcome of the preceding completed steps.

» Cancel pending.
A request to cancel the procedure is in progress. When the activity for the
steps in progress at the time of the cancel request ends, the procedure
status changes to Canceled.

O Message Waiting

* Message waiting.
A procedure or a step within a procedure requires a response to a message.
User action is necessary to display and respond to the inquiry message
before the procedure can continue.

{:' Caution.

» Step statuses different.
A combination of the following step status values exist within the procedure:
Canceled or Failed, and some other active or not started status (Active, Not
started).

! Acknowledged

* Precheck procedure.
A pre-check procedure completed and detected problems that will prevent a
successful switch. See Step Status for details.

.
“In Progress

* Active.
The procedure is currently running and no steps require attention. No user
action is needed at this time.

* Queued.
A request to run the procedure is currently waiting on the job queue. When
the procedure becomes active, the procedure status changes to Active.

F
“E} Completed With Errors

+ Completed with errors.
The procedure completed with errors. One or more steps had errors and
were configured to continue processing after an error. You should investigate
the cause of the error and assess its implications.

"'/ Successful

» Completed.
The procedure completed successfully.

Acknowledged
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* Acknowledged canceled.
The procedure was canceled and a user action acknowledged the
cancellation, so the procedure can no longer be resumed. It is assumed that
the user investigated the problem and determined that starting the procedure
at its first step would not be detrimental to the data or the application
environment.

* Acknowledged completed with errors.
The procedure completed with errors and a user action acknowledged this
procedure status. It is assumed that the user reviewed the steps with errors.
This procedure status is only possible when the steps with errors had been
configured (within the procedure) to ignore errors or a user’s response to a
step in message wait status was to ignore the error and continue running the
procedure.

» Acknowledged failed.
The procedure failed and a user action acknowledged the failure so the
procedure can no longer be resumed. It is assumed that the user
investigated the problem and determined that starting the procedure at its
first step would not be detrimental to the data or the application environment.

New

* New procedure.
The procedure has never been run.
Type — Displays the procedure type.
Possible Values

End.
This type of procedure stops an application group.

Node.
This type of procedure runs on a single node.

Start.
This type of procedure starts an application group.

Switch Planned.
This type of procedure performs a planned switch of an application group.

Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.

User.
This type of procedure is user-defined.

Virtual Switch.
This type of procedure performs a virtual switch of an application group.

App Group — Displays the name of the application group with which the procedure
is associated. A dash (-) is displayed for procedures of type Node.

Started On Node — Displays the name of the node from which the procedure was
started.
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Last Started — Displayed when the portlet is filtered to omit history, this indicates the
last time the procedure was started, using the local time on the node. A dash is
displayed if no time is available because the procedure has not been run.

Started — Displayed when the portlet is filtered to include history, this indicates
when the procedure run was started, using the local time on the node. A dash is
displayed if no time is available because the procedure has not been run.

Ended — Displayed when the portlet is filtered to include history, this indicates when
the procedure run ended, using the local time on the node. A dash is displayed when
the procedure is active.

Last Duration — Displayed when the portlet is filtered to omit history, this is the
duration of the procedure run. A dash is displayed if the procedure has not been run
or is active.

Duration — Displayed when the portlet is filtered to include history, this is the
duration of the procedure run. A dash is displayed if the procedure is active.

Average Duration — Displayed when the portlet is filtered to omit history, this is the
average duration of the corresponding procedure using its history. This is calculated
using the available runs for the procedure. A dash is displayed if the procedure has
not been run.

Description — Displays the procedure description when the portlet is filtered to omit
history.

“Procedures portlet - Edit mode” on page 1179

“Checking status of procedures” on page 259

“Investigating problem steps within a procedure” on page 260
“‘Responding to a message waiting status” on page 262
“‘Resuming a failed or canceled procedure” on page 263
“Displaying procedure history” on page 264

“Displaying procedure history” on page 264

“Customizing step programs within shipped procedures” on page 626
“Message Details dialog (procedure)” on page 1184
“Message Details dialog (step)” on page 1184

“Message Details - Virtual Switch dialog” on page 1186

“Step Status portlet overview” on page 1208

“Switch Application Group dialog” on page 713

Procedures portlet - Edit mode

In edit mode, you can select preferences for normal mode. To access edit mode, click

the Edit icon on the tool bar on the portlet.
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Preferences are saved separately for each user and for each occurrence of the
portlet.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. The instance can be changed only when the portlet is used on a customized
page within My Folder.

Procedures window

The Procedures window lists the latest run of one or more procedures according to
the location from which the window was accessed. You can change the filter options
in the Procedures pane to show other procedures and to include available history of
previous runs of the procedures. The columns, status, and available actions in each
pane is the same as in the Procedures portlet and Step Status portlet.

Click on a procedure name in the Procedures pane to display its steps and step status
in the Step Status pane.

This window is filtered accordingly to the location from which the Procedures action
was selected

* An application group row in the Replication Environment portlet, Replication
Environment window, or Application Groups portlet.

* Aglobal action from the Virtual Switch Activity window, RPO-RTO Analysis
Window, Data Protection Reports portlet, Data Protection Reports Summary
portlet, or Data Protection Reports window.

* Anode row from the Nodes portlet.

“Procedures portlet overview” on page 1173

“Step Status portlet overview” on page 1208

“Checking status of procedures” on page 259

“Investigating problem steps within a procedure” on page 260
“‘Responding to a message waiting status” on page 262
“Resuming a failed or canceled procedure” on page 263

“Checking existence and authority to the program of the step within a procedure” on
page 1188

“Acknowledging a procedure” on page 263

“Displaying procedure history” on page 264

“Customizing step programs within shipped procedures” on page 626
“Message Details dialog (procedure)”’ on page 1184

“Message Details - Virtual Switch dialog” on page 1186
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Procedure Details dialog

Fields

The procedure details are displayed in the Procedure Details Dialog. The content of
this dialog changes depending on the status of the procedure.

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Procedure — Displays the name of the procedure. The status icons to the left of this
column indicate the status of each procedure.

Possible Values
'EE Action Required

* Failed.

One or more steps had errors and were configured to end if a step failed.
You must determine if the procedure should be resumed at the failed step or
whether you should start the procedure at its first step. To start the procedure
at the first step, evaluate the outcome of the completed and failed steps and
acknowledge the procedure. When evaluating, you must determine if starting
at the first step of the procedure is detrimental to the data or the application
environment.

» Canceled.
Either the procedure was canceled and did not complete or all steps within
the procedure were canceled as a response to inquiry messages from the
steps. Determine if you should resume the procedure at the canceled step or
start at the first step. To start the procedure at the first step, evaluate the
outcome of the completed and canceled steps, acknowledge the procedure,
and run it again. To resume the procedure at the canceled step, use the
Resume action. You should acknowledge a canceled procedure after
evaluating the outcome of the preceding completed steps.

» Cancel pending.
A request to cancel the procedure is in progress. When the activity for the
steps in progress at the time of the cancel request ends, the procedure
status changes to Canceled.

G Message Waiting

* Message waiting.
A procedure or a step within a procedure requires a response to a message.
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User action is necessary to display and respond to the inquiry message
before the procedure can continue.

{:' Caution.

» Step statuses different.
A combination of the following step status values exist within the procedure:
Canceled or Failed, and some other active or not started status (Active, Not
started).

! Acknowledged

* Precheck procedure.
A pre-check procedure completed and detected problems that will prevent a
successful switch. See Step Status for details.

”
4 In Progress

+ Active.
The procedure is currently running and no steps require attention. No user
action is needed at this time.

* Queued.
A request to run the procedure is currently waiting on the job queue. When
the procedure becomes active, the procedure status changes to Active.

i
“E) Completed With Errors

» Completed with errors.
The procedure completed with errors. One or more steps had errors and
were configured to continue processing after an error. You should investigate
the cause of the error and assess its implications.

"f Successful

» Completed.
The procedure completed successfully.

Acknowledged

» Acknowledged canceled.
The procedure was canceled and a user action acknowledged the
cancellation, so the procedure can no longer be resumed. It is assumed that
the user investigated the problem and determined that starting the procedure
at its first step would not be detrimental to the data or the application
environment.

» Acknowledged completed with errors.
The procedure completed with errors and a user action acknowledged this
procedure status. It is assumed that the user reviewed the steps with errors.
This procedure status is only possible when the steps with errors had been
configured (within the procedure) to ignore errors or a user’s response to a
step in message wait status was to ignore the error and continue running the
procedure.

» Acknowledged failed.
The procedure failed and a user action acknowledged the failure so the
procedure can no longer be resumed. It is assumed that the user
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investigated the problem and determined that starting the procedure at its
first step would not be detrimental to the data or the application environment.

New

* New procedure.
The procedure has never been run.

Type — Displays the procedure type.

 End.

This type of procedure stops an application group.
* Node.

This type of procedure runs on a single node.
o Start.

This type of procedure starts an application group.

+  Switch Planned.
This type of procedure performs a planned switch of an application group.

*  Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.

* User.
This type of procedure is user-defined.

* Virtual Switch.
This type of procedure performs a virtual switch of an application group.

App Group — Displays the name of the application group with which the procedure
is associated. This field is not shown for node procedures.

Default — Indicates whether or not the procedure is the default procedure for that
type. Default procedures provide the ability to start, end, perform a pre-check for
switching, and switch an application group.

Started on node — The name of the node from which the procedure was started.
Started — Indicates when the procedure started.
Ended — Indicates when the procedure ended.

Duration — Indicates the duration of this run of the procedure. This is expressed as
hh:mm:ss.

Average duration — Displays the average duration of the procedure, calculated
using all of the available runs for the procedure.

Description — Displays the procedure description.

Job — Displays the qualified name (number/user/name) of the job used to submit this
run of the procedure. Click the link to view the Job Log window filtered to this job.

“Procedures portlet overview” on page 1173
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Message Details dialog (procedure)

The Message Details dialog displays a message that requires a response before the
selected procedure can continue. The message is the result of a step within the
procedure that has its Action before step attribute set to send a message that requires
a user response before the step can be processed. Select an option for the response.

The message contains information about which step resulted in the message and
options to answer the message.

This dialog is the result of selecting the Display Message action for a procedure in the
Procedures portlet or the Procedure History window, or for an application group in the
Application Groups portlet.

Context Fields

Fields

Procedure — The name of the procedure that is waiting for a response.

Application Group — The name of application group to which the procedure is
related. This field is displayed only for application group procedures.

Started On Node — The name of the node from which the procedure was started.
This field is displayed only for node-level procedures.

Step — The sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available.

Node — The node that issued the message. This field is displayed only for
application group procedures.

The following options are available as responses to the waiting message:
Continue the procedure — Enables you to continue running the procedure.

Cancel the procedure — Enables you to cancel the procedure. The status will be set
to Canceled.

“‘Responding to a message waiting status” on page 262
“Procedures portlet overview” on page 1173

“Step Status portlet overview” on page 1208

Message Details dialog (step)

The Message Details dialog displays a message from a step job that requires a
response before processing can continue. If available, the dialog displays a long
description of the step and recovery information. You may need to perform other
actions before selecting a response in this dialog.

The message is the result of a step within the procedure that has its Action on error
attribute set to send a message when the step ends in error.

1184



Message Details dialog (step)

This dialog is the result of selecting Display Message action from the Step Status
portlet or the Application Groups portlet.

Context Fields

Application Group — The name of the affected application group. This field is
displayed only for application group procedures.

Procedure — The name of the affected procedure that is waiting for a response for

this step.
Type — The type of the procedure.
« End.
This type of procedure stops an application group.
* Node.
This type of procedure runs on a single node.
o Start.

This type of procedure starts an application group.

+  Switch Planned.
This type of procedure performs a planned switch of an application group.

*  Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.

* User.
This type of procedure is user-defined.

* Virtual Switch.
This type of procedure performs a virtual switch of an application group.

Step — The sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available.

Type — The level at which the job that performs this step runs (step type).

* Application group
The current step is for an application group.

* Resource group
The current step is for a resource group.

» Data group
The current step is for a data group.

* Node
The current step is run on the specified node.

Node — The node that issued the message.

Resource Group — The resource group for the step. This field is displayed when the
step type is resource group.

Data Group — The data group for the step. This field is displayed when the step type
is data group.
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Fields

Message Details - Virtual Switch dialog

The following options are available as responses to the waiting message:

Retry the step and continue — Enables you to retry the step and continue the
procedure.

Ignore the error and continue — Enables you to ignore the error which sets the
step status to Ignored Error and proceeds to the next step.

Cancel the procedure — Enables you to cancel the procedure. The status will be set
to Canceled.

“‘Responding to a message waiting status” on page 262
“Procedures portlet overview” on page 1173

“Step Status portlet overview” on page 1208

Message Details - Virtual Switch dialog

The Message Details - Virtual Switch dialog indicates that the virtual switch procedure
in progress for an application group is ready for user application testing and displays
a message that requires a response before the procedure can continue with the
recovery phase of the virtual switch. When you have completed testing and want to
recover so that normal operations can resume, select Start Recovery and click OK.

A virtual switch procedure should not be left in its testing phase for extended periods
of time. While testing is in progress, replicated transactions are not being applied to
the target node.

This dialog is the result of selecting the Display Message action for a procedure of
type Virtual Switch in the Procedures portlet or Procedure History window, or for an
application group in the Application Groups portlet.

Context Fields

Fields

Procedure — The name of the procedure that is waiting for a response.

Application Group — The name of the application group for which a virtual switch is
being performed.

Step — The sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available. For a
virtual switch, this is step MXVRTRCY.

Test Node — The node that issued the message. This is the node in the application
group where the virtual switch testing is performed.

The following options are available as responses to the waiting message:

Start recovery — Enables you to continue running the procedure at the step that
starts recovery actions to restore your normal replication environment.
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Message Details - Virtual Switch dialog

Note: If you need to cancel the procedure, use the Cancel action from the
Procedures portlet. If you cancel a virtual switch procedure, you will not be
able to start or stop the application group or perform a planned or unplanned
switch until you have resumed the procedure and allow recovery steps to be

performed.
“‘Responding to a message waiting status” on page 262

“Procedures portlet overview” on page 1173
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Run Procedure dialog

Run Procedure dialog

Fields

The Run Procedure dialog will run a procedure of type User for an application group
or a user-created procedure of type Node. This dialog is the result of selecting the
Run action from the Procedures portlet.

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Procedure — The name of the procedure to be run.
Application Group — The name of the application group.

Type — The type of procedure to be run.

* User
The procedure is a user-created application group procedure.
*  Node

The procedure is a user-created Node level procedure.
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Cancel Procedure dialog

Cancel Procedure dialog

Fields

The Cancel Procedure dialog is used to cancel a procedure. When the cancel request
is made, the procedure’s status is changed to Cancel pending and the procedure
waits for any currently active steps to complete before ending. If the currently active
steps complete, the procedure ends and its status is set to Canceled. If any of the
currently active steps fail, the procedure’s status is set to Failed.

Note: Processing ends without reversing any actions performed by completed steps,
which may leave your environment in an undesirable state. For example,
canceling a switch procedure could result in partially switched data. If the
procedure or any steps have messages waiting for a response, they will be
canceled and the procedure status changes to Canceled or Failed.

A procedure that has been canceled can be resumed later if its status has not been
manually changed to Acknowledged Canceled. When a canceled procedure is
resumed, processing begins with the first step that has not been run.

This dialog is the result of selecting the Cancel action from the Procedures portlet for
a procedure whose status is one of following:

'EE Action Required - Cancel pending
Message Waiting

{:' Caution - Step statuses different

":! In Progress - Active

.
“? In Progress - Queued

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Procedure — The name of the procedure to be canceled. Ifit is the default procedure
for the application group user type, the name will end with (DFT).

Application Group — For application group procedures, the name of the application
group.

Started On Node — For procedures of type Node or User, displays the name of the
node where the procedure is running.

Type — The type of procedure to be canceled.

 End.
This type of procedure stops an application group.
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Node.
This type of procedure runs on a single node.

Start.
This type of procedure starts an application group.

Switch Planned.
This type of procedure performs a planned switch of an application group.

Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.

User.
This type of procedure is user-defined.

Virtual Switch.
This type of procedure performs a virtual switch of an application group.



Procedure History window

Procedure History window

The Procedure History window displays a list of procedure runs and provides access
to detailed step information within a selected procedure run. This window is the result
of selecting the Procedure History action and is filtered according to the location from
which the action was selected:

*  When the action was selected from the Procedures portlet or window, the list is
filtered to the selected procedure.

*  When the action was selected from the Application Groups portlet or the
Replication Environment portlet or window, the list is filtered to all procedures for
the selected application group.

The top area of the window lists any active and all previous runs that have been
retained. The list is sorted in reverse chronological order so that the most recent run
appears at the top of the list. When a procedure run is selected, step details for the
selected run are displayed in the bottom Step Status pane.

Context Fields

Actions

The following fields identify the context of the information displayed in the window.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Actions are available from several locations. Global actions appear as a dropdown list
in the upper right and can be used any time. The scope of some global actions may
apply to the instance. Other global actions apply to all items listed in the window.
Toolbar actions appear above the list. Actions for individual items appear at the right
of each row and are available as determined by the item’s status.

Global actions

Instance Policies - Displays the Instance Policies dialog from which you can change
policies for the instance. The History Retention policy determines how many runs of a
given procedure are available in this window.

Policy Summary - The Policy Summary window opens to the Instance Policies tab
and displays a summary of current values of instance-level policies. The History
Retention policy determines how many runs of a given procedure are available in the
Procedure History window.

Acknowledge - The Acknowledge Procedure dialog prompts you to confirm the
request to acknowledge the status of all procedure runs for the current filtering criteria
that have statuses of Failed, Canceled, or Completed with error. By acknowledging a
procedure, you indicate that you have investigated the problem steps. Once
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acknowledged, the procedure cannot be resumed from the point where the procedure
ended.

This action is not available for virtual switch procedures when the application group
status is Virtual Switch Starting, Virtual Switch Testing, or Virtual Switch Recovery.

Note: The last procedure run that failed or was canceled and was acknowledged
can be changed back to its previous state using the Mark as Previous
action. This changes the status back to Failed or Canceled as if it had not
been acknowledged, which allows it to be resumed from the point where
the procedure stopped.

Message Log - The Message Log window displays all messages for the current date
in the instance.

Procedure Toolbar Actions

Filter - The filter options allow you to subset data to be displayed. The first filter
enables you to subset by all procedures, application group procedures, node
procedures, application group name, or node name. The second (adjacent) filter
allows you to further subset data by procedure. Values in the second filter depend
upon what is selected in the first filter:

Procedure Type Possible Values

All Application Groups and Nodes
All procedures for associated with application groups and all node procedures in
the instance are displayed.

Application Group Procedures
All procedures associated with application groups are displayed.

List of application group names
Procedures for the selected application group are displayed.

Node Procedures
All node procedures are displayed.

List of node names
Node procedures for the selected node are displayed.

Procedure Name Possible Values

All Procedures
All procedures names for the selected type are displayed.

List of procedure names
Procedures for the selected type are displayed.

Procedure Actions

The actions available for the most recent run of a procedure are identical to the
actions from the Procedures portlet. For historical runs of a procedure, only the
Details and Job Log actions are available.

Details - Displays the Procedure Details dialog which contains details for the
procedure.

Display Message - Displays the waiting message in the Message Details dialog.



Procedure History window

Run - Displays the Run Procedure dialog from which you can run a User procedure.

Run Report - Displays the Run Data Protection Reports dialog from which you can run
a data protection report.

Check Step Authority - Checks the steps of the procedure for existence and authority.

Virtual Switch Activity - Displays the Virtual Switch Activity window filtered to the
application group.

Cancel - Displays the Cancel Procedure dialog from which you can cancel a
procedure with a status of Cancel pending, Message Waiting, Caution, or Active. The
status is set to Cancel pending. Any steps in message waiting are marked as
canceled.

Resume - Displays the Resume Procedure dialog from which you can resume a
procedure with a status of Failed or Canceled.

Acknowledge - The Acknowledge Procedure dialog prompts you to confirm the
request to acknowledge the status for all runs of the procedure in the selected
application group. This action is available for procedures with a status of Failed,
Canceled, or Completed with errors. This action is not available for virtual switch
procedures when the application group status is Virtual Switch Testing or Virtual
Switch Recovery. By acknowledging a procedure, you indicate that you have
investigated the problem steps. Once acknowledged, a failed or canceled procedure
cannot be resumed from the point where the procedure ended. An acknowledged
procedure that completed with errors can never be resumed because the procedure
completed.

Note: The last procedure run that failed or was canceled and was acknowledged
can be changed back to its previous state using the Mark as Previous
action. This changes the status back to Failed or Canceled as if it had not
been acknowledged, which allows it to be resumed from the point where
the procedure stopped.

Mark as Previous Status - Changes the status of a procedure whose status is
Acknowledged Failed or Acknowledged Canceled back to its previous status (Failed
or Canceled). The procedure can then be resumed. This action is available for only
the most recent run of a user procedure and the most recent run of the set of non-user
procedures for an application group. Refresh the portlet to see the changed status.

Start Application Group - Displays the Start Application Group dialog from which you
can start an application group. This action is only valid for Start type procedures.

Stop Application Group - Displays the Stop Application Group dialog from which you
stop an application group. This action is only valid for End type procedures.

Precheck Switch Application Group - Displays the Precheck Switch Application Group
dialog which prompts you to select the type of precheck procedure to perform.
Precheck procedures perform the same checks as their related switch procedure
without switching.

Switch Application Group - Displays the Switch Application Group dialog from which
you switch an application group. This action is only valid for Switch Planned and
Switch Unplanned type procedures.
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Start Virtual Switch - Displays the Start Virtual Switch dialog which prompts you to
select the node on which to test user applications and starts the virtual switch
procedure for the application group.

Job Log - Displays job log messages for the selected procedure in the Job Log
window.

Step Status Toolbar Actions (above the steps list)

Filter - Filters the list of steps for the selected procedure. You can filter to see only
steps with errors or all steps.

Expand All - Expands the steps in the list so that the step details are displayed. This
action is only available when the step details are not displayed.

Collapse All - Collapses all the steps in the list so that only the step summaries are
displayed. This action is only available when the step details are displayed.

Display Message - Displays the waiting message in the Message Details dialog.

Cancel Procedure - Displays the Cancel Procedure dialog from which you can cancel
a procedure with a status of Cancel pending, Message Waiting, Caution, Queued, or
Active.

Resume Procedure - Displays the Resume Procedure dialog from which you can
resume a procedure at the failed or canceled step.

Actions for Step Status rows

Details - Displays the step details in either the Step Summary Details dialog or the
Step Job Details dialog, depending on which row the action was run against.

Display Message - Displays the message in the Message Details dialog. The
Message Details dialog provides details for the message and options for responding
to the message. This option is available when a step has a message waiting for a
user response before it can continue.

Set Resume Options - Displays the Set Resume Options dialog which you can use to
select different runtime values for a step that is failed or canceled. The selected
values are used when the current procedure is resumed. This action is only available
when both the step and procedure are in a Canceled or Failed status.

Message Log - Displays messages filtered to the job for the selected step in the
Message Log window.

Job Log - Displays job log messages for the selected step in the Job Log window.

Columns for Procedure History
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The top pane in the window identifies the available runs of the selected procedure or
for the procedures for the selected application group.

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.



Procedure History window

Procedure — Displays the name of the procedure. The status icons to the left of this
column indicate the status of each procedure.

Possible Values
'EE Action Required

* Failed.

One or more steps had errors and were configured to end if a step failed.
You must determine if the procedure should be resumed at the failed step or
whether you should start the procedure at its first step. To start the procedure
at the first step, evaluate the outcome of the completed and failed steps and
acknowledge the procedure. When evaluating, you must determine if starting
at the first step of the procedure is detrimental to the data or the application
environment.

» Canceled.
Either the procedure was canceled and did not complete or all steps within
the procedure were canceled as a response to inquiry messages from the
steps. Determine if you should resume the procedure at the canceled step or
start at the first step. To start the procedure at the first step, evaluate the
outcome of the completed and canceled steps, acknowledge the procedure,
and run it again. To resume the procedure at the canceled step, use the
Resume action. You should acknowledge a canceled procedure after
evaluating the outcome of the preceding completed steps.

+ Cancel pending.
A request to cancel the procedure is in progress. When the activity for the
steps in progress at the time of the cancel request ends, the procedure
status changes to Canceled.

G Message Waiting

* Message waiting.
A procedure or a step within a procedure requires a response to a message.
User action is necessary to display and respond to the inquiry message
before the procedure can continue.

{:' Caution.

+ Step statuses different.
A combination of the following step status values exist within the procedure:
Canceled or Failed, and some other active or not started status (Active, Not
started).

1
* Acknowledged

* Precheck procedure - Completed with errors.
A pre-check procedure completed and detected problems that will prevent a
successful switch. See Step Status for details.

-
“dn Progress

» Active.
The procedure is currently running and no steps require attention. No user
action is needed at this time.
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* Queued.
A request to run the procedure is currently waiting on the job queue. When
the procedure becomes active, the procedure status changes to Active.

i
“E} Completed With Errors

* Completed with errors.
The procedure completed with errors. One or more steps had errors and
were configured to continue processing after an error. You should investigate
the cause of the error and assess its implications.

"f Successful

* Completed.
The procedure completed successfully.

Acknowledged

* Acknowledged canceled.
The procedure was canceled and a user action acknowledged the
cancellation, so the procedure can no longer be resumed. It is assumed that
the user investigated the problem and determined that starting the procedure
at its first step would not be detrimental to the data or the application
environment.

* Acknowledged completed with errors.
The procedure completed with errors and a user action acknowledged this
procedure status. It is assumed that the user reviewed the steps with errors.
This procedure status is only possible when the steps with errors had been
configured (within the procedure) to ignore errors or a user’s response to a
step in message wait status was to ignore the error and continue running the
procedure.

» Acknowledged failed.
The procedure failed and a user action acknowledged the failure so the
procedure can no longer be resumed. It is assumed that the user
investigated the problem and determined that starting the procedure at its
first step would not be detrimental to the data or the application environment.

Type — Displays the procedure type.

Possible Values

End.
This type of procedure stops an application group.

Node.
This type of procedure runs on a single node.

Start.
This type of procedure starts an application group.

Switch Planned.
This type of procedure performs a planned switch of an application group.

Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.



Step Status

Procedure History window

User.
This type of procedure is user-defined.

Virtual Switch.
This type of procedure performs a virtual switch of an application group.

Application group — Displays the name of the application group with which the
procedure is associated. A dash (-) is displayed procedures of type Node.

Started On Node — The name of the node from which the procedure was started.
Started — Indicates when the procedure run was started.
Ended — Indicates when the procedure run ended.

Duration — Indicates the length of time the procedure ran.

The bottom pane of the window displays step status for the selected procedure.

Fields for Step Status

The following fields identify the procedure run for the displayed steps.
Procedure — The name of the selected procedure.

Status — The status of the selected run of the procedure.

Started — The start time of the selected run of the procedure.

Application group — The name of the application group with which the procedure is
associated. A dash (-) is displayed when the procedure is type Node.

Columns for Step Status

Some columns are only available on step job rows and some are only available on
summary rows.

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Status — Shows the status of the step or step job detail. The status displayed for the
step summary record is the most significant status of its corresponding step detail
records.

Possible Values
'EE Action Required

+ Failed.
The step ran and failed.

» Step canceled
User action canceled the step. The step ran and issued a message which
was answered as Cancel.

G Message Waiting
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* Message waiting.
The step is currently running and has issued a message that is waiting to be
answered. User action is required to respond to the message.

{:' Caution

» Step problem exists.
The step requires attention. There are Message Waiting, Failed, or Canceled
step details within this step status summary. User action is required to
determine the specific data resource group or data group for which a
problem exists. This status can only be displayed for a step summary.

-~
“dIn Progress

» Active.
The step is currently running and does not require attention.

"f Successful

» Completed.
The step has successfully completed.

Ignored Error

* Ignored error.
The step ran and an error occurred. The step status was set to ignore the
error and continue either by the step error action or by user response to a
step message.

Not Started

* Not started.
The step has not been started.

Disabled

* Disabled step.
The step has been disabled and will not run. Required steps cannot be
disabled.

Step — Displays the sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available. Flyover
help for the description displays a more detailed description.

Type — Displays the type for which the step program runs. The valid types are:
* Application group

* Resource group

+ Data group

* Node

Run on Nodes — Displays the type of node where the step program is configured to
be run. The valid values are:

¢ All nodes

*  Primary
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Procedure History window

* All backups

* New primary

* Originating node

» All peers

* All replicates

* All backups and replicates

Node — Displays the node where the step program ran or will run.

Resource Group — Displays the data resource group on which steps with a type of
Resource Group ran or will run. This is blank for steps of type application group or
data group and is not displayed node procedures.

Data Group — Displays the data group on which steps with a type of Data Group ran
or will run. This is blank for steps of type resource group or application group and is
not displayed for node procedures.

Started — For a step summary row, this is the time at which the procedure started
processing the step. For a step job row (visible when expanded), this is the time at
which processing started for the specific resource group or data group. This time is
relative to the local time of the node from which the data has been retrieved. A dash is
displayed for a row when the step summary or the step job has a status of Not started
or Disabled.

Duration — For a step summary row, duration is the amount of time that elapsed
between the start and end of processing for the step. For a step job detail row,
duration is the amount of time that elapsed between the start and end of processing
for the specific resource group or data group. Duration includes the time that the step
waited as a result of the specified value for the step’s Action before step attribute,
which can include time waiting for all asynchronous jobs to reach the same step and
for a user response to an inquiry message. A dash is displayed for a row when a step
or a step job has a step status of Not started, Active, Message Waiting or Disabled.

Jobs Pending — Displays if jobs are pending for the step.

“Step Details dialog” on page 1211
“Displaying procedure history” on page 264
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Resume Procedure dialog

Resume Procedure dialog

Fields

The Resume Procedure dialog is used to resume a selected procedure with a status
of Canceled or Failed. This dialog is the result of selecting the Resume action from
the Procedures portlet or the Procedures History window.

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Procedure — The name of the procedure to be resumed.

Application group — The name of the application group with which the procedure is
associated. This field is not available for procedures of type Node.

Started On Node — Displays the name of the node from which the procedure was
started. This field is not available for application group procedures.

Type — Displays the procedure type.

 End.

This type of procedure stops an application group.
*  Node.

This type of procedure runs on a single node.
» Start.

This type of procedure starts an application group.

*  Switch Planned.
This type of procedure performs a planned switch of an application group.

« Switch Unplanned.
This type of procedure performs an unplanned switch of an application group.

e User.
This type of procedure is user-defined.

*  Virtual Switch.
This type of procedure performs a virtual switch of an application group.

“Resuming a failed or canceled procedure” on page 263
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Checking existence and authority to the program of the step within a procedure

Checking existence and authority to the program of the
step within a procedure

A procedure can be checked for existence and authority to the program associated
with a step within a procedure for a specified user.

Do the following to check the step authority from the Procedures portlet, Procedure
window, or Procedure History window.

1.

Select Check Step Authority... from the pull-down for the procedure you want to
perform the authority check. Check Procedure Step Authority dialog appears.

Specify the values for the parameters and click Check Authority.
— User profile to check authority - Specifies the user profile to check for

authority to run the steps within the procedure.

Possible Values

» Current user
The user profile in use by the job running the command will be used to check
authority.

» Specify
Specify the user profile to check authority to run the steps within the
procedure.

Nodes to check - Specifies the name of the node to check existence and
authority of steps within the procedures. For application group procedures, the
node must be part of the recovery domain for the application group.

Possible Values

» All nodes
All nodes in the recovery domain of the application group are checked for the
existence and authority to steps withs the procedure.
Note: This value is not available for Node procedure.

* Specify
Specify the name of the system on which to check steps within the
procedures for existence and authority.

The dialog remains open and displays a message indicating whether or not the
check was considered successful. You can then click on the message to display
more information and access a link to the job log for details
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Acknowledge Procedure dialog

Acknowledge Procedure dialog

The Acknowledge Procedure dialog will change the status of one or more procedure
runs whose procedure status makes them eligible to be acknowledged. By
acknowledging a procedure, you are indicating that you have investigated the
problem steps.

Before acknowledging a procedure, determine the best course of action for your
environment by evaluating the implications of any partially performed procedures and
ensuring that steps with failed or canceled jobs have been resolved.

Procedure statuses eligible for acknowledgment are Failed, Canceled, and
Completed with errors. A virtual switch procedure with an eligible procedure status
cannot be acknowledged while the application group status is Virtual Switch Starting,
Virtual Switch Testing, or Virtual Switch Recovery.

Once acknowledged, a failed or canceled procedure cannot be resumed from the
point where the procedure ended. An acknowledged procedure that completed with
errors can never be resumed because the procedure completed.

Note: The last procedure run that failed or was canceled and was acknowledged
can be changed back to its previous state using the Mark as Previous
action. This changes the status back to Failed or Canceled as if it had not
been acknowledged, which allows it to be resumed from the point where
the procedure stopped.

This dialog is the result of selecting the Acknowledge action from one of these
locations:

*  When selected from a row action for a procedure with an eligible status from the
Procedures portlet or the Procedure History window, the selected run (the most
recent run) is shown in this display and will be acknowledged. Any previous runs
with eligible statuses for the same procedure and application group will also be
acknowledged.

*  When selected from the global menu on the Procedure History window, the
filtering criteria for the window is considered. All procedure runs in the filtered list
that have eligible statuses are selected and will be acknowledged.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.
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Procedure — Identifies the name of the selected procedure.

Application group — Identifies the application group associated with the procedure.
A dash (-) is displayed for node-level procedures.

Started On Node — The name of the node from which the procedure was started.
Type — Identifies the type of the selected procedure.

“Acknowledging a procedure” on page 263



Step Status portlet overview

Step Status portlet

<div id="mimixstepstatusportlet">

The Step Status portlet displays the step status for the procedure selected in the
Procedures portlet.

Each step contains summary rows that can be expanded to display details about the
step. You can also display step status details and display and respond to messages.

Selected help topics:

* “Checking procedures and steps” on page 259

* ‘“Investigating problem steps within a procedure” on page 260
» “Step Status portlet overview” on page 1208

+ “Step Details dialog” on page 1211

* “Message Details dialog (step)” on page 1184

</div><!--"mimixstepstatusportlet"-->

Step Status portlet overview

Fields

The Step Status portlet displays the step status for the procedure selected in the
Procedures portlet.

Each step contains summary rows that can be expanded to display details about the
step. You can also display step status details and display and respond to messages.

The following fields identify the context of the portlet.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Procedure — The name of the procedure.
Status — The status of this run of the procedure.
Started — The start time of this run of the procedure.

Application group — The name of the application group with which the procedure is
associated. A dash (-) is displayed when the procedure is type Node.
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Actions

Toolbar actions

Filter - Filters the list of steps for the selected procedure. You can filter to see only
steps with errors or all steps.

Expand All - Expands the steps in the list so that the step details are displayed. This
action is only available when the step details are not displayed.

Collapse All - Collapses all the steps in the list so that only the step summaries are
displayed. This action is only available when the step details are displayed.

Display Message - Displays the waiting message in the Message Details dialog.

Cancel Procedure - Displays the Cancel Procedure dialog from which you can cancel
a procedure with a status of Cancel pending, Message Waiting, Caution, Queued, or
Active.

Resume Procedure - Displays the Resume Procedure dialog from which you can
resume a procedure at the failed or canceled step.

Actions for Step Status rows

Details - Displays the step details in either the Step Summary Details dialog or the
Step Job Details dialog, depending on which row the action was run against.

Display Message - Displays the message in the Message Details dialog. The
Message Details dialog provides details for the message and options for responding
to the message. This option is available when a step has a message waiting for a
user response before it can continue.

Set Resume Options - Displays the Set Resume Options dialog which you can use to
select different runtime values for a step that is failed or canceled. The selected
values are used when the current procedure is resumed. This action is only available
when both the step and procedure are in a Canceled or Failed status.

Message Log - Displays messages filtered to the job for the selected step in the
Message Log window.

Job Log - Displays job log messages for the selected step in the Job Log window.

Column Descriptions
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Some columns are only available on step job rows and some are only available on
summary rows.

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Status — Shows the status of the step or step job detail. The status displayed for the
step summary record is the most significant status of its corresponding step detail
records.

Possible Values
'EE Action Required
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* Failed.
The step ran and failed.

+ Step canceled
User action canceled the step. The step ran and issued a message which
was answered as Cancel.

G Message Waiting

* Message waiting.
The step is currently running and has issued a message that is waiting to be
answered. User action is required to respond to the message.

{:' Caution

» Step problem exists.
The step requires attention. There are Message Waiting, Failed, or Canceled
step details within this step status summary. User action is required to
determine the specific data resource group or data group for which a
problem exists. This status can only be displayed for a step summary.

-~
“dIn Progress

* Active.
The step is currently running and does not require attention.

"f Successful

» Completed.
The step has successfully completed.

Ignored Error

* Ignored error.
The step ran and an error occurred. The step status was set to ignore the
error and continue either by the step error action or by user response to a
step message.

Not Started

* Not started.
The step has not been started.

Disabled

* Disabled step.
The step has been disabled and will not run. Required steps cannot be
disabled.

Step — Displays the sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available. Flyover
help for the description displays a more detailed description.

Type — Displays the type for which the step program runs. The valid types are:
* Application group
* Resource group

» Data group
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«  Node

Run on Nodes — Displays the type of node where the step program is configured to
be run. The valid values are:

* All nodes
*  Primary
* All backups

* New primary

* Originating node

* All peers

* All replicates

* All backups and replicates

Node — Displays the node where the step program ran or will run.

Resource Group — Displays the data resource group on which steps with a type of
Resource Group ran or will run. This is blank for steps of type application group or
data group and is not displayed node procedures.

Data Group — Displays the data group on which steps with a type of Data Group ran
or will run. This is blank for steps of type resource group or application group and is
not displayed for node procedures.

Started — For a step summary row, this is the time at which the procedure started
processing the step. For a step job row (visible when expanded), this is the time at
which processing started for the specific resource group or data group. This time is
relative to the local time of the node from which the data has been retrieved. A dash is
displayed for a row when the step summary or the step job has a status of Not started
or Disabled.

Duration — For a step summary row, duration is the amount of time that elapsed
between the start and end of processing for the step. For a step job detail row,
duration is the amount of time that elapsed between the start and end of processing
for the specific resource group or data group. Duration includes the time that the step
waited as a result of the specified value for the step’s Action before step attribute,
which can include time waiting for all asynchronous jobs to reach the same step and
for a user response to an inquiry message. A dash is displayed for a row when a step
or a step job has a step status of Not started, Active, Message Waiting or Disabled.

Jobs Pending — Displays if jobs are pending for the step.
“Step Details dialog” on page 1211

Step Details dialog

This dialog displays details about a step of a procedure. This dialog is the result of
selecting the Details action from a step in the Step Status portlet. The Step Status
portlet lists step summary rows, some of which can be expanded to show additional
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rows for step jobs. The type of row on which the Details action was used determines
the name of this dialog:

+ Step Summary Details dialog - title displayed for a selected step summary row.
« Step Job Details dialog - title displayed for a selected step job row.

Some fields are displayed only on step job rows and some are only on summary rows.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Application group — Identifies the name of the application group with which the
procedure is associated. This field is not displayed for node procedures.

Procedure — Identifies the name of the procedure the step is associated with.
Type — Identifies the procedure type.

Possible Values

End — End application group procedure.

Node - A procedure that only runs on a single node.

Start — Start application group procedure.

Switch Planned — Planned application group switch procedure.

Switch Unplanned — Unplanned application group switch procedure.

User — User-defined procedure.

Step — Displays the step program description.

Status — Identifies the status icon and status text for the procedure run for the step
job detail.

Possible Values
'EE Action Required

* Failed.
The step ran and failed.

» Step canceled
User action canceled the step. The step ran and issued a message which
was answered as Cancel.
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G Message Waiting

* Message waiting.
The step is currently running and has issued a message that is waiting to be
answered. User action is required to respond to the message.

{:' Caution

» Step problem exists.
The step requires attention. There are Message Waiting, Failed, or Canceled
step details within this step status summary. User action is required to
determine the specific data resource group or data group for which a
problem exists. This status can only be displayed for a step summary.

-~
“dIn Progress

+ Active.
The step is currently running and does not require attention.

"f Successful

» Completed.
The step has successfully completed.

Ignored Error

* Ignored error.
The step ran and an error occurred. The step status was set to ignore the
error and continue either by the step error action or by user response to a
step message.

Not Started

* Not started.
The step has not been started.

Disabled

* Disabled step.
The step has been disabled and will not run. Required steps cannot be
disabled.

Details

Sequence number — ldentifies the sequence number of the step in the procedure.
Step program — Identifies the name of the step program (step program definition).
Program — Identifies program library and name.

Type — Identifies the type of the step program. The valid types are:

* Application group

* Resource group

« Data group

* Node

Run on Nodes — Displays the type of node where the step program is configured to
run. The valid values are:
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All nodes
Primary

All backups
New primary
Originating node
All peers

All replicates

All backups and replicates

User defined — Specifies if the step program is user defined or supplied with MIMIX.

Yes
The step program is user defined.

No
The step program is supplied with MIMIX.

Action before step — Identifies the action before a step runs.

Possible Values
None — No action is taken before attempting to run the step program.

Send Message — Step is not started until all previous steps have been completed
in other step detail jobs and Continue has been selected for the message in the
Display Message dialog.

Wait — Step is not started until all previous steps have been completed in other
step detail jobs.

Action on error — Indicates the action taken when the step fails.

Quit.
The status of the step job is set to Failed. If the step program type is:

— Data Group, the step jobs that are processing other data groups for the same
resource group continue. When those step jobs complete, the data resource
group step job ends. No subsequent step jobs that apply to the resource group
or its data groups are started. Step jobs for unrelated resource groups are
unaffected.

— Data Resource Group, no subsequent step jobs for the resource group or its
data groups will be started. Step jobs for unrelated resource groups will be
unaffected.

— Application Group, no subsequent step jobs for the application group, its
resource groups, or data groups will be started. Any step jobs in progress for
the resource groups or data groups will be allowed to complete.

Continue.
Processing continues. The status of the step job is set to ‘Ignored Error’.

Message ID.
The step message ID, if found, takes the specified action if this is the last
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message ID. If no message ID is found, the error action behaves like the ‘Quit’
action.

+ Send Message.
An inquiry message is issued. The response to the inquiry message determines if
the step job retries the step, cancel the step, or continue the step.

State — Indicates the state of the step. Possible values are enabled, disabled, or
required.

Job Details

Node — Displays the node where the step program was run. This field is not
displayed or when the step job has a status of Not started.

Data resource group — Identifies the data resource group on which steps with a
type of Resource Group or Data Group are run. This field is not displayed for node
procedures or when the step job has a status of Not started.

Data group — Identifies the data group name on which steps with a type of Data
Group are run. This field is not displayed for node procedures or when the step job
has a status of Not started.

Node 1 — Identifies node 1 of the three part data group name. This field is not
displayed for node procedures or when the step job has a status of Not started.

Node 2 — Identifies node 2 of the three part data group name. This field is not
displayed for node procedures or when the step job has a status of Not started.

Duration — In the Step Summary Details dialog, duration is the amount of time that
elapsed between the start and end of processing for the step. In the Step Job Details
dialog, duration is the amount of time that elapsed between the start and end of
processing for the specific resource group or data group. Duration includes the time
that the step waited as a result of the specified value for the step’s Action before step
attribute, which can include time waiting for all asynchronous jobs to reach the same
step and for a user response to an inquiry message.

Started — In the Step Summary Details dialog, this is the time at which the procedure
started processing the step. In the Step Job Details dialog, this is the time at which
processing started for the specific resource group or data group. This time is relative
to the local time of the node from which the data has been retrieved.

Last message waiting date — Indicates the date and time the last message was
sent for the step job. This field is only shown if the step job is or has been in a status
of Message waiting.

Ended — Indicates when the step processing ended for the step job. This field is
blank if the step is in progress. The timestamp is the local time of the node.

Jobs pending — Indicates whether jobs are pending for the step job.

Job — The qualified three-part name (job-number/user/job-name) of the job used to
submit this step of the procedure. Click the link to view the Job Log window filtered to
this step.

“Step Status portlet overview” on page 1208

“Procedure History window” on page 1192
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Set Resume Options for Step dialog

The Set Resume Options for Step dialog allows you to specify options for the step that
will be applied when the current run of the procedure is resumed. These options are
only used for this run of the procedure. This dialog is the result of selecting the Set
Resume Options action from the Step Status portlet.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Application group — The name of the application group that the procedure is
associated with. This field is not available for procedures of type Node.

Procedure — The name of the procedure whose resume options will be set.

Type — The procedure type.

« End
This is an End procedure for the application group.
« Start

This is a Start procedure for the application group.

+  Switch Planned
This is a Planned switch procedure for the application group.

»  Switch Unplanned
This is an Unplanned switch procedure for the application group.

+ User
This is a User-defined procedure.

Step — Displays the sequence number of the step within the procedure and a brief
description, or the name of the step program if a description is not available.

Type — The level at which the job that performs this step runs. This field is only
available when the dialog is displayed for a step.

* Application group
The current step procedure is for an application group.

* Resource group
The current step procedure is for a resource group.
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Data group
The current step procedure is for a data group.

Node
The current step procedure runs on a single node.

Node — Displays the node on which the step runs.

Resource Group — The resource group for the step when the step type is Resource
group or Data group.

Data Group — The data group for the step when the step type is data group.

Retry step — Specify whether to retry the step when the procedure is resumed.

Yes
The step will be retried when the procedure is resumed.

No
The step will not be retried when the procedure is resumed. The next step will be
run.

Action on error — Select the action to occur if the step fails when the procedure is
resumed. This field is only available when selecting Yes for Retry step.

Use Current Value (value)
The current value will be used. The current value is determined by the step’s
configuration and is shown within parenthesis ().

Fail Step
The procedure will end. The step and procedure statuses are set to Failed.

Ignore Error and Continue
Processing will continue as if the step had not ended in error. The status of the
step in error is set to Ignored Error.

Send Message and Wait
An inquiry message will be issued requiring a response before the procedure
continues processing. The procedure status is set to Message Waiting.

“Investigating problem steps within a procedure” on page 260

“Resuming a failed or canceled procedure” on page 263



Analysis page

The Analysis page within an instance of MIMIX contains portlets that allow you to
review reports that help you determine whether libraries, directories, and folders are
included by MIMIX configuration, to access actions for creating or changing
configuration selection rules, to display replicated objects, and to view and analyze
historical information about replication activity.

The following portlets appear on the Analysis page. Topics include descriptions of
fields, available actions, and status values. Dialogs for portlets are also included.

» The “Data Protection Reports portlet” on page 1221 displays reports that identify
whether the libraries, directories, and folders on a node are protected by MIMIX.
The objects are considered protected when they and all of their contents are
included in replication by MIMIX configuration selection rules.

* The “Arrivals and Backlog portlet” on page 1307 provides graphs that display the
recent history of the rate at which replication work arrived as well as the size of
any replication backlogs.
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Data Protection Reports portlet

<div id="mimixdataprotectionreportportlet">

The reports displayed on the tabs of the Data Protection Reports portlet (or window)
summarize the results of a simple analysis of all libraries, directories, folders, or
journals on the specified node in the instance. You can use the reports to help
configure a new environment or periodically check an existing environment.

The reports indicate whether MIMIX configuration protects the objects and their
contents by including them in replication.

» The libraries and directories reports indicates that either MIMIX has configured
selection rules or a journal-centric configuration that identifies the library or
directory and its contents.

» The report for folders indicates that MIMIX has configured selection rules to
include the objects and their contents.

* The report for journals indicates whether the journal is associated with any data
group and whether the data group uses journal-centric configuration to replicate
one or more journal-capable object types based on their journaling status.

MIMIX automatically runs data protection reports according to their schedules for
each node. You can manually run a report at any time. Typically, you want to run
reports on the node where your production activity occurs.

On the Journals tab, using the Protect action for a journal assists you in assigning the
journal to a data group configured for journal-centric replication. The Details action for
a listed item on the Journals tab or Libraries tab displays information about the related
libraries or related journals, respectively.

On the Libraries, Directories, and Folders tabs, the Include and Exclude actions guide
you through creating the necessary configuration to include or explicitly exclude
objects and data. For libraries with multiple journals, the Include action allows you to
create journal-centric configured data groups, whereas libraries with no journal or one
journal are configured to data groups that use selection rules. The Exclude action
always creates selection rules. Use Ignore action to indicate that you do not need to
replicate an object and its contents. Subsequent runs of a report remember your
decisions, making objects that are not protected more obvious. You can change
preferences to display additional columns which identify who ignored an object, when,
and any explanation they provided.

When creating the initial configuration for a two-node environment with application
groups, you can also open the Replicate System Objects dialog where you can select
system objects to be replicated. Additional actions allow you to export reports to your
PC, change the number of directory levels checked by and displayed in the directories
report, and change, disable, or enable scheduling. For example, you can disable
schedules for the folders report on all nodes if you do not replicate DLO objects, or
you can disable schedules for reports on a node that is not a source node.
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When product level security for the MIMIX instance is enabled, actions that create or
modify configuration require the user to have *MGT or higher authority on the primary
portal connection node in the instance, which should be a MIMIX management node.
Also, if other nodes in the instance have product level security enabled, users must
have the required authority on those nodes so that any actions which perform
operations on those nodes can complete successfully.

Selected help topics:

+ “Data Protection Reports portlet or window overview” on page 1222
+ “Data Protection Reports portlet - Edit mode” on page 1235

» “Using reports to protect your environment” on page 30

» “Evaluating a report for libraries, directories, or folders” on page 33
» “Evaluating a report for journals” on page 36

» “Libraries omitted from data protection reports” on page 114

+ “Directories omitted from data protection reports” on page 115

* “Folders omitted from data protection reports” on page 116

+  “Journals omitted from data protection reports” on page 116

</div><!--"mimixdataprotectionreportportlet"-->

Data Protection Reports portlet or window overview

The reports displayed on the tabs of the Data Protection Reports portlet (or window)
summarize the results of a simple analysis of all libraries, directories, folders, or
journals on the specified node in the instance. You can use the reports to help
configure a new environment or periodically check an existing environment.

The reports indicate whether MIMIX configuration protects the objects and their
contents by including them in replication.

» The libraries and directories reports indicates that either MIMIX has configured
selection rules or a journal-centric configuration that identifies the library or
directory and its contents.

* The report for folders indicates that MIMIX has configured selection rules to
include the objects and their contents.

* The report for journals indicates whether the journal is associated with any data
group and whether the data group uses journal-centric configuration to replicate
one or more journal-capable object types based on their journaling status.

MIMIX automatically runs data protection reports according to their schedules for
each node. You can manually run a report at any time. Typically, you want to run
reports on the node where your production activity occurs.

On the Journals tab, using the Protect action for a journal assists you in assigning the
journal to a data group configured for journal-centric replication. The Details action for
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a listed item on the Journals tab or Libraries tab displays information about the related
libraries or related journals, respectively.

On the Libraries, Directories, and Folders tabs, the Include and Exclude actions guide
you through creating the necessary configuration to include or explicitly exclude
objects and data. For libraries with multiple journals, the Include action allows you to
create journal-centric configured data groups, whereas libraries with no journal or one
journal are configured to data groups that use selection rules. The Exclude action
always creates selection rules. Use Ignore action to indicate that you do not need to
replicate an object and its contents. Subsequent runs of a report remember your
decisions, making objects that are not protected more obvious. You can change
preferences to display additional columns which identify who ignored an object, when,
and any explanation they provided.

When creating the initial configuration for a two-node environment with application
groups, you can also open the Replicate System Objects dialog where you can select
system objects to be replicated. Additional actions allow you to export reports to your
PC, change the number of directory levels checked by and displayed in the directories
report, and change, disable, or enable scheduling. For example, you can disable
schedules for the folders report on all nodes if you do not replicate DLO objects, or
you can disable schedules for reports on a node that is not a source node.

When product level security for the MIMIX instance is enabled, actions that create or
modify configuration require the user to have *MGT or higher authority on the primary
portal connection node in the instance, which should be a MIMIX management node.
Also, if other nodes in the instance have product level security enabled, users must
have the required authority on those nodes so that any actions which perform
operations on those nodes can complete successfully.

The Data Protection Reports portlet uses separate tabs to present reports generated
by the most recent runs of multiple data protection report procedures. Only reports for
the selected node are displayed. If a procedure is running, an in-progress indicator is
displayed.

Libraries tab
The report is the result of the most recent run of the Create Library Data
Protection Report (CRTDPRLIB) procedure for the selected node.

Note: |If application groups of type Db2 Mirror are detected in the instance, a
message appears at the top of the Library tab to remind you that the report
identifies only what is protected by MIMIX. If your environment uses IBM
Db2 Mirror for i, you must ensure that data is adequately protected by the
combined configurations of MIMIX and IBM Db2 Mirror for i. MIMIX
supports mirroring environments in version 9.0.13.00 and higher.

Directories tab
The report is the result of the most recent run of the Create Directory Data
Protection Report (CRTDPRDIR) procedure for the selected node.

Folders tab
The report is the result of the most recent run of the Create Folder Data Protection
Report (CRTDPRFLR) procedure for the selected node.
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Journals tab
The report is the result of the most recent run of the Create Journal Data
Protection Report (CRTDPRJRN) procedure for the selected node.

Note: Data protection reports do not automatically check independent ASPs. If an
object exists in an IASP and configuration data for it exists, then the reports
will check the IASP and the IASP name will be available to display. When the
MIMIX instance is installed on an IASP, Library and Directory reports will only
identify objects within that IASP, and Folder reports will be empty.

Context fields at the top of each tab identify the current report displayed or in progress
and the next time it is scheduled to run. Below the context fields, each tab has toolbar
actions, a dropdown list of actions for the tab, and page count and icons to navigate
through the pages of the report.

Context of Displayed Reports

Actions

Reports for node — This dropdown list, located above the tabs in the upper left of
the portlet, determines the context of the reports displayed in all tabs in the portlet.
Select a node (system definition) for which to display data protection reports. The last
selected node is remembered across sessions and is selected by default. Precisely
recommends that you check reports for the node that is the source for replication.

The following fields appear at the top of each tab and display information specific to
the selected tab:

Current report or Report started — Indicates when the displayed report or report in
progress started on the selected node. A dash is displayed if the report has never
been run.

Next scheduled — Indicates the next time the report is scheduled to run
automatically. A dash is displayed if the report schedule for the specific report
procedure and node is disabled.

Directory depth — Displayed only on the Directories tab, this is the number of
directory levels checked by the directories report. The number displayed is the value
of the Directory depth policy in effect at the time the report ran.

Actions are available from several locations in this portlet.

When product level security for the MIMIX instance is enabled, actions that create or
modify configuration require the user to have *MGT or higher authority on the primary
portal connection node in the instance, which should be a MIMIX management node.
Also, if other nodes in the instance have product level security enabled, users must
have the required authority on those nodes so that any actions which perform
operations on those nodes can complete successfully.

Replicate System Objects Action

The following message and the Replicate System Objects action can appear at the
top of the portlet:

‘We noticed that some system objects recommended for replication are not
configured. To configure system objects for replication or acknowledge this
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reminder, click Replicate System Objects.”

The message and action can appear only in instances with two nodes after at least
one application group has been configured. The action provides the opportunity to
use the resulting dialog to create configuration selection rules for system objects that
you may need to replicate. If you need to change selections after you click OK, the
Replicate System Objects action is available in the global actions menu. You can then
use the Selection Rules window to manage system object configuration changes.

Global Actions

Global actions appear as a dropdown list, in the upper right above the tabs, and can

be used any time. The scope of some global actions may affect the instance. Actions
that are not supported for the version of MIMIX running in the instance do not appear
in the list.

Run Reports - Displays the Run Data Protection Reports dialog where you can run
reports for the selected node in the instance.

Schedule Summary - The Schedule Summary window opens to the Reports tab. The
values displayed are the current report schedules for the instance. You can view the

next scheduled run of each report and can change, enable, or disable schedules for

automatically submitted reports.

Replicated Objects - Displays the Replicated Objects window which lists the objects
within the configured replication scope of all data groups and resource groups within
the instance. The window has separate tabs for libraries, directories, and folders.

Procedures - Displays the Procedures window filtered to the procedures for the node
identified in the Reports for node field.

Configuration - Displays the Replication Configuration window where you can display
and change the existing configuration for the instance. You can also use this window
when configuring a new instance with two nodes.

Replicate System Objects - Displays the Replicate System Objects dialog, which you
can use to create configuration selection rules for system objects that you may need
to replicate. From the dialog, you can also access any existing selection rules for
system objects. This action is available only in instances with two nodes after at least
one application group has been configured.

Policies - Displays the Data Protection Report Policies dialog, from which you can
change the number of directory levels to be checked on all nodes in subsequent runs
of the directory data protection report.

Preferences - Available only from the Data Protection Reports window, this displays
the Preferences dialog for the window.

Note: For the Data Protection Reports portlet, preferences are set by using Edit
mode for the portlet.

Tab Toolbar Actions

The tab toolbar actions are located at the top of each tab. Toolbar actions can be used
when you have selected the checkbox for one or more listed objects.
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Ignore - Displays the Ignore dialog for the active tab. You can use this dialog to
indicate that you do not need to replicate the selected objects and their contents. If
the selected object is a directory or folder, all of its subdirectories or subfolders are
also ignored. By default, this action ignores the objects on all nodes in the instance.
You can optionally limit the ignore action to the selected node as well as provide text
to document the decision to ignore. By default, the ignored objects are displayed at
the bottom of the report. Subsequent runs of a report remember your decisions,
making objects that are not protected more obvious.

Filter - Displays the Filter dialog for the active tab. You can filter the displayed report
using wildcard characters or specific object names and by protection category, or
clear the current filtering for the tab. When the tab is filtered, the adjacent Filter
Summary field identifies the current filter selections.

Tab Menu Actions
The tab menu actions are located at the top of each tab.

Run Report - Displays the Run Data Protection Reports dialog with the current node
and report selected as default. You can optionally change the node or select
additional reports to run on the specified node.

Schedule - Displays the Report Schedule Details dialog from which you can change
the schedule for when MIMIX automatically runs the currently displayed report for the
selected node. The current schedule is initially displayed.

Display Message - Available when the selected report is running and either its active
procedure or a step within it is waiting for a user to respond to a message. The
Message Details dialog appears with information about the message and options for
how to continue or cancel the active procedure.

Procedures - Displays the Procedures window filtered to the node procedure for the
report on the node specified in the Reports for node field.

Export - Displays the Export Data Protection Reports dialog from which you can
download the currently displayed report for the selected node to a PC in your choice
of format. You can change the node, include additional reports, and indicate whether
to use current filtering.

Row Actions

These actions are available for individual objects listed on each tab. Some actions are
available only on certain tabs.

Note: Actions that change the protection status of a selected library, directory, or
folder will also update replication information available to the report. This
applies to the actions: Include, Exclude, Ignore, and Stop Ignoring. This
applies to the Details action only when selected for an ignored library,
directory, or folder, and its reason for being ignored has been changed.

Details - Displays details about the library, directory, folder, or journal selected from
the report for the current tab in the appropriate Details dialog. If the protection level of
selected library, directory, or folder is Ignored, you can use the dialog to change the
reason it was ignored.
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Protect - Displays the Protect Journal dialog, which you can use to associate the
journal to an application group and configure a resource group for journal-centric
replication of all journal-capable object types that are journaled to the selected
journal.

Include - Displays the Include in Replication wizard, which you can use to configure
the object and its contents to be included in replication. You may be prompted for
additional information to create other configuration, as needed. When the wizard
action completes, the displayed report will show the object and its contents as
Included and the overall status as either Protected or Partially Protected according to
whether any exception rules exist that exclude content. Configuration changes are
pending until replication is stopped and started again.

Exclude - Displays the Exclude from Replication dialog, which you can use to
configure the object and all of its contents to be excluded from replication. When the
action completes, the displayed report will show the objects and its contents as
Excluded and the summary protection status as either Excluded or Partially Protected
according to whether any exception rules exist that include content. Configuration
changes are pending until replication is stopped and started again.

Ignore - Displays the Ignore dialog for the active tab, which you can use to indicate
that you do not need to replicate the selected object and its contents. If the selected
object is a directory or folder, all of its subdirectories or subfolders are also ignored.
By default, this action ignores the object on all nodes in the instance. You can
optionally limit the ignore action to the selected node as well as provide text to
document the decision to ignore. By default, the ignored object is displayed at the
bottom of the report. Subsequent runs of a report remember your decisions, making
objects that are not protected more obvious.

Stop Ignoring - Displays the Stop Ignoring dialog appropriate for the active tab, which
you can use to indicate that the object and its contents will no longer be ignored by
the report for all nodes in the instance. You can optionally stop ignoring the object only
on the current node. The protection status of the object is changed to None. If the
object no longer exists on the node, it is removed from the list the next time the report
runs. If the selected object is a directory or folder, its subdirectories or subfolders are
also no longer ignored but they will not appear in the report until it is run again.

Selection Rules - Displays the Selection Rules window where existing selection rules
that cause the object to either be included or excluded are listed. From the window,
you can view and modify existing selection rules, add new rules, and remove rules for
the selected object.

Replicated Objects - Displays the appropriate tab of the Replicated Objects window
with the object selected in the navigation area. The content area of the window lists
the replicated objects within the library, directory, or folder.

Objects Not Protected - Displays the Objects Not Protected window for the
corresponding library, where you can see which objects in the library are not being
replicated because they are either not known to MIMIX configuration or are explicitly
excluded from replication.
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Column Descriptions

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Library, Directory, Folder, or Journal — Each column is displayed only on its
respective tab and identifies the name of the library object, directory object, folder
object, or journal found on the node at the time the report ran.

When a listed directory or folder name ends with the characters /* (slash followed by
an asterisk), the directory or folder has been set to Ignored. All of its subdirectories or
subfolders are also ignored and not displayed in the report.

Journal Library — Displayed only on the Journals tab, this identifies the library in
which the journal is located.

ASP or IASP — Displayed when ASP or IASP is selected in Edit mode, this column
identifies the name of the auxiliary storage pool (ASP) where the library object,
directory object, or journal object is located. When the object is in the system auxiliary
storage pool (ASP 1) or basic storage pools (ASPs 2-32), the value *SYSBAS is
displayed. When the object is in an independent ASP (IASP), the name of the IASP is
displayed. This column never appears on the Folders tab.

Protection — Summarizes that selection rules are configured to identify the object,
(library, directory, or folder) and all of its contents, or indicates that you chose to
ignore replication for the library, directory, or folder. Protection can only occur when
selection rules are configured to include an object and its contents in replication. This
column never appears on the Journals tab.

The following levels of protection are possible. If an icon appears next to the
protection level, it represents the severity of the status and indicates that action may
be necessary.

*  None
No configuration selection rules were found for the object and all of its contents.
Also, no exception rules were found and the object has not been ignored.

* Partially Protected

The combination of existing selection rules do not result in replication of the entire
library, directory, or folder. This may be due to a selection rule that does not
identify the library, directory, or folder object, or does not identify all of its contents,
or both expected selection rules exist along with rules that identify specific object
types or attributes. For libraries protected by a journal-centric data group, partially
protected may also indicate that a selection rule that allows journaling to be
automatically started (object type of *STRJRN) does not exist.

* Protected
Configuration selection rules were found that include the object and all of its
contents in replication. No rules that create exclude exceptions exist. For libraries
protected by a journal-centric data group, protected also indicates that a selection
rule that allows journaling to be automatically started (object type of *STRJRN)
exists.
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* Excluded
Configuration selection rules were found that exclude the object or exclude some
or all of its contents from replication. No include selection rules were found.

* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated and have been ignored. There are no selections rules for the object or
its contents.

The following icons can appear next to one or more protection levels when an
expected selection rule is missing or when configuration changes are pending.

! Attention
A recommended selection rule is missing for the object or for all of its contents.
The object or some of its contents may not be protected. Investigation is
recommended and action may be necessary to create include or exclude
selection rules.

ﬂ Information

No selection rule was found that either includes or excludes the library, directory,
or folder object. However, a selection rule was found that includes all of its
contents. This may be intentional, or it may require investigation.

Configuration Changed
The Include or Exclude actions were used from the report for the selected library,
directory, or folder since the report ran. The report is out of date. This status can
appear only for an instance running MIMIX version 8.1.02.00 or earlier.

(noicon)

Recommended selection rules were found for the object and all of its contents. Or,
no rules exist and the library, directory, or folder object and all of its contents were
ignored by a user.

Configured Replication — On the Libraries, Directories, and Folders tabs, these
columns are summaries of the state of protection by existing configuration selection
rules and indicate whether any exceptions existed within the configuration at the time
the report ran.

On the Journals tab, these columns indicate whether any data groups identify the
journal in their configuration as the source for replication and whether the data group
uses journal-centric configuration to protect any of the journal-capable object types
that log entries to the journal.

Library, Directory, or Folder

Each column, displayed on its respective tab, identifies whether the report found a
configuration selection rule that includes or excludes the library, directory, or folder
object. This status reflects the configuration at the time the report ran.

Possible Values
|
*=  Attention

* Not Protected.
The library, directory, or folder object is not configured for replication.

Information
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* Object not protected, contents protected.
The library, directory, or folder object is not configured for replication.
However, a selection rule exists that includes all of its contents. This may be
intentional, or it may require investigation.

v Included

» Protected.
The library, directory, or folder object is included in replication by one or more
resource groups or data groups. Use the Selection Rules action to see the
selection rules associated with the selected library, directory, or folder.

@ Excluded

» Excluded.
The library, directory, or folder object is excluded from replication by one or
more resource groups or data groups. Use the Selection Rules action to see
the selection rules associated with the selected library, directory, or folder

(dash)

* Ignored.
User action indicated that the library, directory, or folder object and all of its
contents do not need to be replicated.

Contents

Identifies whether the report found a configuration selection rule that includes or
excludes all contents (objects, object types, and attributes) of the library, directory,
or folder. This status reflects the configuration at the time the report ran.

Possible Values
I
* Attention

* Not Protected.
All contents of the library, directory, or folder are not configured for
replication.

v Included

» Protected.
All contents of the library, directory, or folder are included in replication by
one or more resource groups or data groups. Use the Selection Rules action
to see selection rules associated with the selected library, directory, or folder.

@ Excluded

» Excluded.
All contents of the library, directory, or folder are excluded from replication by
one or more resource groups or data groups. Use the Selection Rules action
to see selection rules associated with the selected library, directory, or folder.

(dash)

* Ignored.
User action indicated that the library, directory, or folder object and all of its
contents do not need to be replicated.
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Exceptions

When this column displays the value Yes, the report found exceptions within the
configuration. Selection rules were found in one or more resource groups or data
groups that identify a portion of the contents of the library, directory, or folder to be
included or excluded from replication. A dash (-) is displayed when there are no
exceptions or when the object has been ignored. More information about the
exceptions can be found by using the Details action.

Data Group

Only on the Journals tab, this column identifies the name of a data group that
specifies this journal in its journal definition. An identified data group indicates that
the data group is capable of replicating from this journal, but it may or may not be
completely configured to perform replication from the journal. When the value
“Multiple” is displayed, two or more data groups identify the journal and flyover
text displays the names of each data group. A dash (-) is displayed when no data
group specifies this journal in its journal definition.

Journal-Centric
This column is displayed only on the Libraries and Journals tabs. Use the Details
action to display additional information.

* On the Libraries tab, this column identifies whether one or more objects in the
library are journaled to a journal that is associated with a data group that is
configured for journal-centric replication of journaled library-based objects. A
dash (-) indicates that either no objects in the library are journaled or the
objects in the library are journaled to journals that are not associated with any
data groups.

* On the Journals tab, this column identifies whether the journal is associated
with one or more data groups configured for journal-centric replication of one or
more journal-capable object types. A dash (-) indicates that the journal is not
identified in a journal definition associated with any data group.

Journal — Only available on the Libraries tab, this column identifies the names of
journals related to the library, shown in the format: library/journal. When the value
Multiple is displayed, more than one journal is journaling the library or its contents or
can automatically journal new objects created in the library. The journal names are
available in Flyover text. A dash (-) is displayed when there are no related journals
that can or may journal the library or its contents

Journals and libraries may be related in any of the following ways:

The library is journaled to the journal.

One or more files in library, one or more data areas in library, or one or more data
queues in library are journaled to the journal.

The journal is named QSQJRN and resides in the library (regardless of whether it
journals anything in the library).

The journal is identified in the QDFTJRN *DTAARA in the library (regardless of
whether it journals anything in the library).

Related Libraries — Only available on the Journals tab, this column identifies the
names of libraries related to the journal. (Libraries and journals may be related in the
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ways described above in the Journal column.) When the value Multiple is displayed,
there is more than one related library and library names are available in Flyover text.

Ignored — Displayed when “Ignored columns” is selected in Edit mode, these
columns provide information about why a library, directory, or folder object was
ignored. When an object is ignored, all of its contents are also ignored.

User

The user ID of the user who ignored the library, directory, or folder. The user ID is
taken from the portal connection used to connect to the node at the time the object
was ignored. A dash (-) indicates the object is not ignored.

Reason
Displays any reason provided by the user when the library, directory, or folder was
ignored.

Date
Indicates when the library, directory, or folder was ignored, using the local time on
the node. A dash is displayed when the object is not ignored.

“Data Protection Reports portlet - Edit mode” on page 1235
“Using reports to protect your environment” on page 30
“Evaluating a report for libraries, directories, or folders” on page 33
“Evaluating a report for journals” on page 36

“‘Running data protection reports” on page 38

“Including an object from a data protection report” on page 39
“Excluding an object from a data protection report” on page 41
“Ignoring an object in a data protection report” on page 42
“Stop ignoring an object in a data protection report” on page 45
“Displaying details of a data protection report” on page 47
“Changing the depth checked by directory reports” on page 49
“Exporting reports” on page 50

“Replicate System Objects dialog” on page 589

Data Protection Reports Preferences dialog

The Data Protection Reports Preference dialog allows you to select preferences for
what to display in the Data Protection Reports window. Preferences are saved
separately for each user. Your selections in this dialog do not apply to the Data
Protection Reports portlet.

This dialog is the result of selecting the Preferences action from the global menu on
the Data Protection Reports window.
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Columns to display — Determines which columns are displayed in the portlet.

ASP or IASP
When selected, the ASP or IASP column is displayed on the Libraries and
Directories tabs of the portlet.

Configured Replication columns

When selected, the columns which indicate the presence of configuration data are
displayed. This includes the Library, Directory, or Folder column appropriate for
each tab and the Contents and Exceptions columns on all tabs.

Ignored columns
When selected, the User, Reason, and Date columns which indicate who ignored
the item, why, and when are displayed on all tabs.

Filter Defaults — Determines the defaults within Filter dialogs selected from the
portlet. Changes to these fields also affect the current view of the portlet1.

Protection

Identifies the default settings of the following protection state fields in Filter dialogs
selected from the portlet. Changes to these fields take effect immediately in the
filter dialogs and affect what is displayed in the current view.

Excluded
When selected, libraries, directories, and folders with a protection state of
Excluded can be displayed.

Ignored

When selected, libraries, directories, and folders with a protection state of Ignored
can be displayed. User actions indicated these objects and all of their contents do
not need to be replicated.

Sort libraries — Determines how the Libraries tab of the Data Protection Report
portlet is sorted. This preference is available for instances running MIMIX version
8.1.03.00 or higher.

By protection status
Libraries are sorted by their protection status. This is the shipped default value.

Alphabetically by journal
When selected, libraries are sorted alphabetically by the fully qualified journal
names (library/journal) of their associated journals.

Include and Exclude Replication Defaults

These fields control the default values for the corresponding fields in the Include in
Replication wizard and the Exclude from Replication dialog. The Synchronize when
replication starts field appears in both the wizard and the dialog. The Start or restart
replication field appears only in the Exclude from Replication dialog. Each time you

1. The current view of the portlet is affected when the MIMIX portal application is at 8.1.08.00 or
higher. In earlier versions, these fields do not take effect until the next time you log in, and do
not affect current filtering set on each tab.
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use the wizard or dialog, you have the option of specifying values other than the
default.

Synchronize when replication starts — This field determines how the objects
identified by the new selection rules will be synchronized. Synchronization is
necessary for objects that are new to replication. Objects that are already identified by
existing selection rules that have been made available to replication processes are
not affected.

Regardless of the value you select, if the next run of an audit that checks all objects
(either as a scheduled or manually invoked audit) occurs before replication is started,
the audit will attempt to identify and correct differences for the affected objects.

* Yes, synchronize when replication starts. Replication activity will increase while
the selected library, directory, or folder is synchronizing.
Requests to synchronize any objects new to replication will be submitted to object
replication processes the next time they are started for the resource group or data
group associated with the rule. Synchronization occurs from the primary
(production) node to the backup node. If the data already exists on the backup
node, this choice will cause an additional send of the objects. This is the default.

* No, | will synchronize manually.
You plan to manually synchronize (save/restore) the selected library, directory or
folder and its contents, as well as its subdirectories or subfolders.

Note: When you select to synchronize manually and the specified resource
group or data group is configured for user journal replication with
cooperative processing, the wizard does not create associated file
selection rules and tracking entries needed for the journaled files, data
areas and data queues in a selected library or journaled IFS objects in a
selected directory. If you choose this option to synchronize manually,
create the additional file selection rules and tracking entries from the
native user interface before synchronizing the objects or starting
replication, For more information and instructions for manually completing
the configuration and synchronizing from the native user interface, see
topics “Adding a library to an existing data group” and “Adding a directory
to an existing data group” in the Assure MIMIX Administrator Reference
book.

Start or restart replication — ldentifies whether replication processes are
automatically started, or stopped and started again, as a result of using the wizard.
This determines when the selection rules created and changed by the wizard become
effective. All resource groups and data groups associated with the added rules and
any changed rules are affected by your choice.

* Manually. I have more configuration changes
Replication processes for the associated resource groups and data groups are not
automatically stopped and started. The new and changed rules become effective
the next time the affected replication processes are started. If the next run of an
audit that checks all objects for the object category (library, directory, or folder)
occurs before replication is started, the audit will attempt to identify and correct
differences for the affected objects. This is the default.

1234
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Automatically upon finishing the wizard

Replication processes for the associated resource groups and data groups are
automatically stopped, if necessary, and started to make the rules effective.
Affected replication processes are started as follows:

— Active replication processes are stopped and started again at the last
processed journal entry and journal receiver.

— Stopped replication processes are started at the last processed journal entry
and journal receiver where processing was known to have ended.

— Previously never started replication processes are started at the first journal
entry in the current journal receiver.

Data Protection Reports portlet - Edit mode
In edit mode, you can select preferences for normal mode. To access edit mode, click

the Edit icon on the tool bar on the portlet.

Preferences are saved separately for each user and for each occurrence of the
portlet.

Fields
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Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. The instance can be changed only when the portlet is used on a customized
page within My Folder.

Columns to display — Determines which columns are displayed in the portlet.

ASP or IASP
When selected, the ASP or IASP column is displayed on the Libraries and
Directories tabs of the portlet.

Configured Replication columns

When selected, the columns which indicate the presence of configuration data are
displayed. This includes the Library, Directory, or Folder column appropriate for
each tab and the Contents and Exceptions columns on all tabs.

Ignored columns
When selected, the User, Reason, and Date columns which indicate who ignored
the item, why, and when are displayed on all tabs.

Filter Defaults — Determines the defaults within Filter dialogs selected from the
portlet. Changes to these fields also affect the current view of the portlet1.

Protection
Identifies the default settings of the following protection state fields in Filter dialogs

1. The current view of the portlet is affected when the MIMIX portal application is at 8.1.08.00 or
higher. In earlier versions, these fields do not take effect until the next time you log in, and do
not affect current filtering set on each tab.
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selected from the portlet. Changes to these fields take effect immediately in the
filter dialogs and affect what is displayed in the current view.

Excluded
When selected, libraries, directories, and folders with a protection state of
Excluded can be displayed.

Ignored

When selected, libraries, directories, and folders with a protection state of Ignored
can be displayed. User actions indicated these objects and all of their contents do
not need to be replicated.

Sort libraries — Determines how the Libraries tab of the Data Protection Report
portlet is sorted.

* By protection status
Libraries are sorted by their protection status. This is the shipped default value.

» Alphabetically by journal
When selected, libraries are sorted alphabetically by the fully qualified journal
names (library/journal) of their associated journals.

Include and Exclude Replication Defaults

These fields control the default values for the corresponding fields in the Include in
Replication wizard and the Exclude from Replication dialog. The Synchronize when
replication starts field appears in both the wizard and the dialog. The Start or restart
replication field appears only in the Exclude from Replication dialog. Each time you
use the wizard or dialog, you have the option of specifying values other than the
default.

Synchronize when replication starts — This field determines how the objects
identified by the new selection rules will be synchronized. Synchronization is
necessary for objects that are new to replication. Objects that are already identified by
existing selection rules that have been made available to replication processes are
not affected.

Regardless of the value you select, if the next run of an audit that checks all objects
(either as a scheduled or manually invoked audit) occurs before replication is started,
the audit will attempt to identify and correct differences for the affected objects.

* Yes, synchronize when replication starts. Replication activity will increase while
the selected library, directory, or folder is synchronizing.
Requests to synchronize any objects new to replication will be submitted to object
replication processes the next time they are started for the resource group or data
group associated with the rule. Synchronization occurs from the primary
(production) node to the backup node. If the data already exists on the backup
node, this choice will cause an additional send of the objects. This is the default.

* No, I will synchronize manually.
You plan to manually synchronize (save/restore) the selected library, directory or
folder and its contents, as well as its subdirectories or subfolders.

Note: When you select to synchronize manually and the specified resource
group or data group is configured for user journal replication with
cooperative processing, the wizard does not create associated file
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selection rules and tracking entries needed for the journaled files, data
areas and data queues in a selected library or journaled IFS objects in a
selected directory. If you choose this option to synchronize manually,
create the additional file selection rules and tracking entries from the
native user interface before synchronizing the objects or starting
replication, For more information and instructions for manually completing
the configuration and synchronizing from the native user interface, see
topics “Adding a library to an existing data group” and “Adding a directory
to an existing data group” in the Assure MIMIX Administrator Reference
book.

Start or restart replication — ldentifies whether replication processes are
automatically started, or stopped and started again, as a result of using the wizard.
This determines when the selection rules created and changed by the wizard become
effective. All resource groups and data groups associated with the added rules and
any changed rules are affected by your choice.

* Manually. | have more configuration changes
Replication processes for the associated resource groups and data groups are not
automatically stopped and started. The new and changed rules become effective
the next time the affected replication processes are started. If the next run of an
audit that checks all objects for the object category (library, directory, or folder)
occurs before replication is started, the audit will attempt to identify and correct
differences for the affected objects. This is the default.

* Automatically upon finishing the wizard
Replication processes for the associated resource groups and data groups are
automatically stopped, if necessary, and started to make the rules effective.
Affected replication processes are started as follows:

— Active replication processes are stopped and started again at the last
processed journal entry and journal receiver.

— Stopped replication processes are started at the last processed journal entry
and journal receiver where processing was known to have ended.

— Previously never started replication processes are started at the first journal
entry in the current journal receiver.

“Data Protection Reports portlet or window overview” on page 1222

Data Protection Reports Policies dialog

The Data Protection Report Policies dialog prompts you to change the value of the
directory depth policy for the instance. This dialog is the result of selecting Policies
from the global menu on the Data Protection Reports portlet.

Context Fields
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The following fields identify the context of the portlet from which the dialog was
requested.
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Filter Libraries dialog

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Directory depth policy — Determines the number of directory levels to be checked
by the directory data protection report. The policy value at the time the report runs
determines the number of sub-directories included in the resulting report. The default
is 3.

“Changing the depth checked by directory reports” on page 49

Filter Libraries dialog

Fields

The Filter Libraries dialog allows you to determine which libraries from the report are
displayed on the Libraries tab of the Data Protection Reports portlet or window. Only
libraries which meet all specified filter criteria are displayed.

The dialog is the result of selecting the Filter button from the toolbar on the Libraries
tab.

Select values by which to filter the report displayed on the Libraries tab.

Library — Identifies the full or partial name by which to filter the libraries. An asterisk
(*) can be used as a wild card character in any location within a name. The default is
a single asterisk, which selects all libraries that match other specified filter criteria.

Protection — ldentifies which configuration protection states to display. Protection
values indicate the state at the time the report ran. Libraries with the specified
protection state that also match other specified filter criteria are displayed.

None

When selected, libraries with a protection state of None can be displayed. MIMIX
is not aware of these libraries. Configuration selection rules do not include or
exclude these libraries from replication and they have not been ignored by user
action.

Protected
When selected, libraries identified by configuration selection rules that include the
libraries and all of their contents can be displayed.

Partially protected

When selected, libraries with a protection state of Partially Protected can be
displayed. The combination of existing selection rules do not result in replication
of the entire library.
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Excluded

When selected, libraries identified by configuration selection rules that exclude the
libraries and all of their contents can be displayed. Preferences set in Edit mode
determine the default value.

Ignored

When selected, libraries that have been ignored can be displayed. User actions
indicated these libraries and all of their contents do not need to be replicated.
Preferences set in Edit mode determine the default value.

Journal-centric — Identifies the journal-centric configuration filtering criteria for the
libraries listed on the Libraries tab.

Yes

When selected, the filter includes all rows in the report for libraries where either
the library or some or all of the journal-capable objects within it are protected by
one or more data groups configured for journal-centric replication. The journal-
centric data group configuration determines which of the library-based object
types that can be journaled (*DTAARA, *DTAQ, *FILE, *LIB) are protected. This is
selected by default.

No

When selected, the filter includes all rows within the report for libraries that have a
value No or a dash (=) in the Journal-Centric Configuration column. The value No
indicates that associated data groups are not configured as journal-centric for any
journal-capable object type. A dash (-) indicates there are no data groups that
specify the journal in their journal definitions. This is selected by default.

Related Journals — ldentifies the filtering criteria for related journal information for
the libraries listed on the Libraries tab.

All

When selected, all related journal information is included in the filter, including
libraries that have no journals and libraries with multiple journals. This is the
default.

Journal

When selected, the report is filtered to include libraries with journals matching the
specified journal and journal library name. This includes any matching libraries for
which the specified journal is one of multiple journals for the library. (The report
shows a library with multiple journals with the value Multiple in the Journal
column.) The default value is an asterisk (*), which includes all journal names. You
can specify any character or symbol, or you can use the asterisk as a wildcard
character anywhere within the name.

Library

Specify the name of a journal library to include in the filter. The default value is
an asterisk (*), which includes all journal library names. You can specify any
character or symbol, or you can use the asterisk as a wildcard character
anywhere within the name.

Multiple journals
When selected, any libraries with multiple related journals are included in the filter.
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No journal
When selected, any libraries with no related journals are included in the filter.
(These libraries show a dash (-) in the Journal column in the report.)

“Data Protection Reports portlet or window overview” on page 1222

Filter Journals dialog

Fields

The Filter Journals dialog allows you to determine which journals from the report are
displayed on the Journals tab of the Data Protection Reports portlet or window. Only
journals which meet all specified criteria are displayed.

Select values by which to filter the report displayed on the Journals tab.

Journal — Identifies the full or partial name by which to filter the journals. An asterisk
(*) can be used as a wild card character in any location within a name. The default is
a single asterisk, which selects all journals that match other specified filter criteria.

Library — Identifies the full or partial library name by which to filter the journals. An
asterisk (*) can be used as a wild card character in any location within a name. The
default is a single asterisk, which selects all libraries that match other specified filter
criteria.

Data group — identifies the related data group filtering criteria for journals listed on
the Journals tab.

All

When selected, the filter includes journals with all types of related data group
information, including journals that have a specific related data group, have
multiple related data groups, and no related data groups. This is selected by
default.

Data group
When selected, the filter includes journals with data groups matching the specified
data group name.

Multiple data groups
When selected, the filter includes journals with multiple related data groups.

No data groups
When selected the filter includes journals with no related data groups.

Journal-centric — Identifies the journal-centric configuration filtering criteria for the
journals listed on the Journals tab.

Yes

When selected, the filter includes all rows in the report for journals that are used
by one or more data groups configured for journal-centric replication. The journal-
centric data group configuration determines which of the journal-capable object
types (*DTAARA, *DTAQ, *FILE, *IFS, *LIB) are capable of being protected. This
is selected by default.
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No

When selected, the filter includes all rows within the report for journals that have a
value No or a dash (-) in the Journal-Centric Configuration column. The value No
indicates that associated data groups are not configured as journal-centric for any
journal-capable object type. A dash (-) indicates there are no data groups that
specify the journal in their journal definitions. This is selected by default.

Related Libraries — Identifies the filtering criteria of related library information for the
journals listed on the Journals tab.

All

When selected, journals with all types of related library information are included in
the filter, including journals with specific libraries, journals with multiple libraries,
and journals with no related libraries. This is the default.

Library

When selected, the report is filtered to include journals with libraries matching the
specified related library name. The default value is an asterisk (*), which includes
all journal names. You can specify any character or symbol, or you can use the
asterisk as a wildcard character anywhere within the name.

Multiple libraries
When selected, any journals with multiple related libraries are included in the filter.

“Data Protection Reports portlet or window overview” on page 1222

Filter Directories dialog

Fields

1241

The Filter Directories dialog allows you to determine which directories from the report
are displayed on the Directories tab of the Data Protection Reports portlet or window.
Only directories which meet all specified filter criteria are displayed.

The dialog is the result of selecting the Filter button from the toolbar on the Directories

Select values by which to filter the report displayed on the Directories tab.

Directories — Identifies the partial name by which to filter the directories. An asterisk
(*) can be used as a wild card character in any location within a name. The default is
a single asterisk, which selects all directories that meet other specified filter criteria.

Protection — Identifies which configuration protection states to display. Protection
values indicate the state at the time the report ran. Directories with the specified
protection state that also match other specified filter criteria are displayed.

None

When selected, directories with a protection state of None can be displayed.
MIMIX is not aware of these directories. Configuration selection rules do not
include or exclude these directories from replication and they have not been
ignored by user action.



Filter Folders dialog

Protected
When selected, directories identified by configuration selection rules that include
the directories and all of their contents can be displayed.

Partially protected

When selected, directories with a protection state of Partially Protected can be
displayed. The combination of existing selection rules do not result in replication
of the entire directory.

Excluded

When selected, directories identified by configuration selection rules that exclude
the directories and all of their contents can be displayed. Preferences set in Edit
mode determine the default value.

Ignored

When selected, directories that have been ignored can be displayed. User actions
indicated these directories and all of their contents do not need to be replicated.
Preferences set in Edit mode determine the default value.

“Data Protection Reports portlet or window overview” on page 1222

Filter Folders dialog

Fields

The Filter Folders dialog allows you to determine which folders from the report are
displayed on the Folders tab of the Data Protection Reports portlet or window. Only
folders which meet all specified filter criteria are displayed.

The dialog is the result of selecting the Filter button from the toolbar on the Folders
tab.

Select values by which to filter the report displayed on the Folders tab.

Folders — ldentifies the partial name by which to filter the folders. An asterisk (*) can
be used as a wild card character in any location within a name. The default is a single
asterisk, which selects all folders that meet other specified filter criteria.

Protection — Identifies which configuration protection states to display. Protection
values indicate the state at the time the report ran. Folders with the specified
protection state that also match other specified filter criteria are displayed.

None

When selected, folders with a protection state of None can be displayed. MIMIX is
not aware of these folders. Configuration selection rules do not include or exclude
these folders from replication and they have not been ignored by user action.

Protected
When selected, folders identified by configuration selection rules that include the
folders and all of their contents can be displayed.

Partially protected
When selected, folders with a protection state of Partially Protected can be
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displayed. The combination of existing selection rules do not result in replication
of the entire folder.

Excluded

When selected, folders identified by configuration selection rules that exclude the
folders and all of their contents can be displayed. Preferences set in Edit mode
determine the default value.

Ignored

When selected, folders that have been ignored can be displayed. User actions
indicated these folders and all of their contents do not need to be replicated.
Preferences set in Edit mode determine the default value.

“Data Protection Reports portlet or window overview” on page 1222
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Run Data Protection Reports dialog

Fields

The Run Data Protection Reports dialog allows you to immediately run one or more
data protection reports for a node. The report and node initially selected and the
ability to change selections depend on how you accessed the dialog. The average
duration displayed for a selected report provides an approximation of how long the
report may run.

This dialog is the result of selecting either:

* The Run Reports action from the global menu or the Run Report action from the
menu on the current tab of the Data Protection Reports portlet on the Analysis

page.

* The Run Report action from a data protection report procedure in the Procedures
portlet on the Procedures page.

Each report is performed by running a procedure. If the previous run of a selected
report has a status of Canceled or Failed, the status will be automatically
acknowledged before starting the procedure at its first step. If a selected report’s
procedure is in progress or has a message waiting for a user response, that report will
appear disabled on this dialog, and flyover text will display additional information.

Run reports for node — Identifies the node (system definition) where the selected
reports will run. When the dialog is accessed from the Data Protection Reports portlet,
this field defaults to the node selected in the Reports for node field menu in the portlet.
You can select a different node from the list, which includes nodes in the instance that
have a configured portal connection listed on the Home page.

When the dialog is accessed from the Procedures portlet, the node for the selected
report cannot be changed.

Report — Identifies the reports to run. When the dialog is accessed from the global
menu on the Data Protection Reports portlet, all reports are selected and can be
changed. When accessed from the menu on the Libraries or Journals tabs, both
Libraries and Journals reports are selected by default. When the dialog is accessed
from the Procedures portlet, the report cannot be changed.

Note: Run the Libraries and Journals reports together to collect the most accurate
information about the relationships between libraries and journals in the
reports.

* Libraries
The library data protection report (CRTDPRLIB procedure) will run for the
selected node.

* Directories
The directory data protection report (CRTDPRDIR procedure) will run for the
selected node.

* Folders
The folder data protection report (CRTDPRFLR procedure) will run for the
selected node.



* Journals
The journal data protection report (CRTDPRJRN procedure) will run for the
selected node.

Average Duration — Indicates the average duration of previous runs of the report on
the selected node, based on available data from retained procedure history. A dash (—
) is displayed if the report has never been run on the node.

Depth Policy — Indicates the number of directory levels to be checked by the
directories report. This is the current value of the directory depth policy and can range
from 1 through 256. If the policy value is changed before running a directory report,
the report may include more directories and may take longer to run. Adash (-) is
displayed for Libraries, Folders, and Journals because the policy does not apply to
those reports.

“‘Running data protection reports” on page 38

Protect Journal dialog

The Protect Journal dialog will create the necessary configuration needed to protect
the objects that are journaled to a selected journal.

Before you use this dialog:

When configuration exists in the MIMIX instance, it is possible that the selected
journal contains objects that are already replicated by object replication
processes. You must ensure that *LIB, *FILE, *DTAARA, and *DTAQ objects
journaled to the selected journal are not already identified by library selection
rules for existing resource groups or standalone data groups. The Journals tab of
the Data Protection Report portlet shows if any data groups exist that identify the
journal as the source for replication. You can then check those data groups for
selection rules that select objects in the library that is journaled to the journal you
want to protect. Also, you can see what objects in the journaled library are not
configured for replication by using the Filter on the Libraries tab of Data Protection
Report portlet to filter to the journaled library and then use the Objects Not
Protected action.

The presence of existing configuration in the MIMIX instance determines which fields
are displayed in the dialog and what configuration objects are created.

*  When there are no application groups or data groups not associated with an
application group, you must specify the application group name. An application
group and related configuration objects are created (resource group, data group,
and journal definition).

*  When one or more application groups exist, selecting an existing application
group is recommended. A new resource group and related configuration objects
are created (data group and journal definition).

*  When only data groups exist, you must specify the name for the new data group.
A new data group and journal definition are created.



Protect Journal dialog

Context

Fields

The created resource group or data group is configured for journal-centric replication
of journal-capable objects in the journal. Specifically, the Type of data to replicate field
value is Database Only, the Use journal-centric configuration field value is Yes, and
the Object types field has the *LIB, *FILE, *DTAARA, and *DTAQ checkboxes
selected. All other fields use default values.

A journal receiver is also created if one does not exist for the journal.

This dialog is the result of selecting the Protect action for a journal on the Journals tab
of the Data Protection Reports portlet or window.

Columns at the top of the dialog identify the selected journal.
Journal — The name of the selected journal
Journal Library — The name of the library where the journal is located.

Node — The node where the journal is located.

The presence and type of configuration data existing in the instance determines which
fields are displayed.

Fields associated with application groups

The following fields are displayed when the instance configuration contains one or
more application groups, or when there are no configured application groups or
standalone data groups.

An application group provides the ability to group and control resources in a way that
maintains relationships. An application group controls operations for starting,
stopping, and switching all data replication associated with an application in a single
request. The application can be commercial software or proprietary programs that will
be managed as one unit. Using application groups is best practice for all MIMIX
environments.

Application group — Identifies the application group that will control replication of
objects journaled to the selected journal.

* When there are no existing application groups, the default name is MYAPP. You
can specify a name with a maximum of 10 characters.

*  When one or more application groups exist, a list of application groups and nodes
identifies the available application groups whose primary node is the same as the
node where the journal is located. The nodes are listed by role: primary, backup
nodes in precedence order, replicate nodes in alphabetical order. The first
application group listed is selected by default. Select an application group or
select New to specify the name of a new application group.

Creating new application groups is not recommended. See “Why new application

groups are not recommended” on page 1248. When the help icon [i] is displayed next
to an application group, one or one or more of its resource groups is configured for
multithreading. See “Multithreading configured indicators” on page 430 for details.



Primary node
Identifies the node with the configured role of primary node in the recovery domain
and is the data provider. This defaults to the node where the journal is located.

Backup node

Identifies the backup node in the recovery domain. This node will be the target
node for replication, receiving data from the primary node. In a two-node instance,
this is the other node in the instance. In an instance with three or more nodes, the
node you select from the list of nodes in the instance will be set to the role of
backup1 in the recovery domain.

Description
When creating a new application group, you can provide a description of what it
will protect. The maximum length is 50 characters.

Resource group — Identifies the name of the resource group that will replicate
objects from the selected journal. The default name is the name of the selected
journal. The specified name is also used for data groups within the resource group.
The name defaults to the name of the journal. You can specify a name with a
maximum of 10 characters. Typically, you want the resource group name and journal
name to match.

A resource group identifies resources for which data protection activity, such as
MIMIX replication, is monitored and managed as a single unit. A resource group
accomplishes this through one or more data groups.

Multithreading level

This identifies whether database apply processes in all data groups within the new
resource group will use a multithreaded job or single-threaded jobs to apply file
data replicated from the user journal. You can select from the multithreading levels
available for your product (which determine the number of available threads), or
you can select None to use single-threaded database apply processing. After the
resource group is created, changing between multithreaded and single-threaded
requires a conversion process to ensure that all prerequisite fields are set
appropriately.

Fields associated with standalone data groups

The following fields are displayed when the instance configuration contains one or
more standalone data groups and no application groups. A data group defines
attributes of how replication is performed. Each standalone data group is controlled
independently of other data groups.

Data group — Ildentifies the data group that will replicate objects journaled to the
selected journal. The default name is the same name as the selected journal. You can
specify a name with a maximum of 10 characters. The name cannot be MXSYSMGR
or begin with the characters MM.

Source node

Identifies the node that will be the source for replication and will be identified as
node 1 in the three-part data group name. This is the node where the selected
journal is located. If you do not intend this node to be the source, go back to the
Data Protection Reports portlet and select the appropriate node from the Report
for node dropdown list before using the Protect action for a journal.



Protect Journal dialog

Target node

Identifies the node that will be the target for replication and will be identified as
node 2 in the three-part data group name. In a two-node instance, this is the other
node in the instance. In an instance with three or more nodes, you can select from
a list of nodes in the instance.

Description — When creating a new data group, provide a description of what it will
protect. The maximum length is 50 characters.

Common Fields
The following fields always appear.

Journal at creation — Indicates whether journaling is started for new objects of type
*FILE, *DTAARA, and *DTAQ at the time they are created. For each object type, the
determination to start journaling is based on whether the data group cooperatively
processes any object of that type in a library. All new objects of the same type are
affected, including those not replicated by the data group.

Note: If multiple resource groups or data groups have selection rules that include the
same library, only configure one data group to permit journal at creation.

* Default
The value specified for the Cooperative processing type field on the General tab
of the resource group or data group determines which object types are considered
when determining whether to start journaling. For data groups that perform
cooperative processing with user journal replication processes, journaling is
started for all newly created objects of type *FILE, *DTAARA, and *DTAQ in
libraries in which the data group configuration permits cooperative processing of
any object of the same type.

* Yes
Journaling is started for new objects of type *FILE, *DTAARA, and *DTAQ at the
time they are created.

* No
Journaling is not started for new objects of type *FILE, *DTAARA, and *DTAQ at
the time they are created. The journal-centric resource group or data group
created by this dialog cannot protect new objects that are not journaled.

Start the resource group to make changes effective — When selected, this
causes MIMIX to start the resource group or data group after it is created. Replication
is started using the currently attached journal receiver. If you de-select this checkbox,
you must manually start the created resource group or data group.

Why new application groups are not recommended

In general, select an existing application group instead of creating a new application
group each time you use the Protect Journal dialog. Keep the number of application
groups configured within an instance to the minimum number that you need.

How many application groups are needed? The answer depends on the needs of
your environment.

Fewer application groups means:

» Simplified control of MIMIX operations. With one application group, operations



such as starting or stopping replication, preparing for a target node backup, or
performing a planned or unplanned switch can each be performed by running a
single procedure. With more application groups, each operation must be
performed for each application group.

* Less customization for procedures. Each new application group you create also
creates its associated procedures. If you have customized steps within
procedures, you will need to customize steps in the procedures for each new
application group you create.

« Simplified troubleshooting. With one application group, its overall status includes
status for of all of its associated data groups. With more application groups, there
are more places to look when troubleshooting.

Reasons to have more than one application group include:

* Granular control of MIMIX operations. You may want to isolate replication of
certain applications into separate application groups, perhaps because of
customization or regulatory needs, or because an application requires more user
intervention than others. Or, you may need to control the replication environment
for different geographical locations and time zones separately.

* Require different recovery domains. All applications replicated by the same
application group have the same recovery domain and use order of backup nodes
within the domain. If you require different nodes in the recovery domain, you will
need more than one application group.

Exclude from Replication dialog

The Exclude from Replication dialog creates the necessary selection rules to exclude
the selected object (library, directory, or folder) and all of its contents from replication.

One or more rules may be created or changed to ensure that the selected object and
its contents are excluded. MIMIX automatically determines which resource groups or
data groups in the instance will be associated with any added rules.

Selection rules that explicitly identify and include the specified library, directory, or
folder, or that explicitly identify and include its contents, are changed to exclude rules.

When a library is selected to be excluded, all exception rules for files or objects in the
library are removed. (Exceptions rules are either include or exclude rules that more
specifically identify an object or file within the library, such as by a specific object
name or by specific object type.)

When a directory or a folder is selected to be excluded, exception rules that include
specific content (subdirectories or files, or subfolders or documents, respectively) are
not changed or removed. Exception rules that exclude specific content are removed.

This dialog is the result of the Exclude action for a library, directory, or folder from the
Data Protection Reports portlet on the Analysis page or from the Replicated Objects
window.



Exclude from Replication dialog

When accessed from a data protection report and the request completes, the report is
updated to show the selected library, directory, or folder as Excluded or Partially
Protected (when exception rules exist that include specific objects within the selected
library, directory, or folder).

Context Fields

Input Fields

Library, Directory, Folder — identifies the selected library, directory, or folder to
exclude from replication. Only the field appropriate for the selection is shown.

Node — Ildentifies the node where the selected library, directory, or folder exists.
When the dialog is accessed from a data protection report, this is the node where the
report ran.

Reason — ldentifies the reason why the library, directory, or folder is excluded from
replication. You can specify a maximum of 50 characters that will be added for the
description in the selection rules added or changed by the request.

Restart replication — Identifies whether replication processes are automatically
started, or stopped and started again, as a result of this request. This determines
when the rules created and changed by this request become effective. All resource
groups and data groups associated with the added rules and any changed rules are
affected by your choice.

* Manually. I have more configuration changes.
Replication processes for the associated resource groups and data groups are not
automatically stopped and started. The new and changed rules become effective
the next time the affected replication processes are started. If the next run of an
audit that checks all objects for the object category (library, directory, or folder)
occurs before replication is started, the audit will attempt to identify and correct
differences for the affected objects.

* Automatically when | click OK.
Replication processes for the associated resource groups and data groups are
automatically stopped, if necessary, and started to make the rules effective. This
is the default. Affected replication processes are started as follows:

— Active replication processes are stopped and started again at the last
processed journal entry and journal receiver.

— Stopped replication processes are started at the last processed journal entry
and journal receiver where processing was known to have ended.

— Previously never started replication processes are started at the first journal
entry in the current journal receiver.

“Using reports to protect your environment” on page 30

“Excluding an object from a data protection report” on page 41



Ignore Library dialog

The Ignore Library dialog allows you to indicate that the selected library does not
need to be replicated and can be ignored. You can document the reason for ignoring
the library object and all of its contents and select whether the action applies to all
nodes in the instance or the current node.

The protection status is only changed to Ignored on nodes where the library has a
protection status of None. On a node where the selected library does not appear in
that node’s report, the library is added to the report with a protection status of Ignored.
On a node where the report has not been run, MIMIX will track the Ignored protection
status so that the library can be correctly identified on that node.

The Ignored protection status is remembered for subsequent runs of the report and
remains in effect until you either stop ignoring the library or create selection rules that
include or exclude the library or any of its contents.

To make other libraries that are not protected more obvious, the ignored library is
moved to the end of the report on the Data Protection Reports portlet.

This dialog is the result of selecting the Ignore action from either:
* Alibrary listed on the Libraries tab of the Data Protection Reports portlet.

» Anatification listed in the Notifications portlet or displayed in the Notification
Details dialog that originated from the MMNFYNEWE monitor.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Library — Indicates the name of the selected library.
Node — Indicates the name of the selected node.

Reason — Specify the reason why the object does not need to be replicated. This
information is available in exported reports and can be displayed in the Data
Protection Reports portlet by changing portlet preferences.

Update all nodes in the instance — Indicates whether the object will be ignored on
all nodes in the instance or only on the selected node. To limit the action to the
selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30



Ignore Directory dialog

“Ignoring an object in a data protection report” on page 42

Ignore Directory dialog

The Ignore Directory dialog allows you to indicate that the selected directory does not
need to be replicated and can be ignored. You can document the reason for ignoring
the directory object and all of its contents and select whether the action applies to all
nodes in the instance or the current node.

The protection status is only changed to Ignored on nodes where the directory has a
protection status of None. If you selected multiple directories and the selection
includes a directory and its parent, the report only identifies the parent as Ignored and
does not display its ignored subdirectories. On a node where the selected directory
does not appear in that node’s report, the ignored directory is added to the report only
if its parent directories are not already ignored on that node. On a node where the
report has not been run, MIMIX will track the Ignored protection status so that the
directory can be correctly identified on that node.

The Ignored protection status is remembered for subsequent runs of the report and
remains in effect until you either stop ignoring the directory or create selection rules
that include or exclude the directory or any of its contents.

To make other directories that are not protected more obvious, the ignored directory is
moved to the end of the report on the Data Protection Reports portlet.

In the report, the characters /* (slash followed by an asterisk) are appended to the end
of the ignored directory name to indicate that all of its subdirectories are also ignored
and are no longer displayed in the current report. The ignored subdirectories will not
appear in subsequent reports as long as their parent directory remains ignored.

This dialog is the result of selecting the Ignore action from either:
+ Adirectory listed on the Directories tab of the Data Protection Reports portlet.

* Anatification listed in the Notifications portlet or displayed in the Notification
Details dialog that originated from the MMNFYNEWE monitor.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.



Fields

Directory — Indicates the path name of the selected IFS directory. A maximum of 76
characters can be displayed. For extremely long names, the middle part of the path is
replaced with an ellipsis (...). Flyover text displays the entire name.

Node — Indicates the name of the selected node.

Reason — Specify the reason why the object does not need to be replicated. This
information is available in exported reports and can be displayed in the Data
Protection Reports portlet by changing portlet preferences.

Update all nodes in the instance — Indicates whether the object will be ignored on
all nodes in the instance or only on the selected node. To limit the action to the
selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30

“Ignoring an object in a data protection report” on page 42

Ignore Folder dialog

The Ignore Folder dialog allows you to indicate that the selected folder does not need
to be replicated and can be ignored. You can document the reason for ignoring the
folder object and all of its contents and select whether the action applies to all nodes
in the instance or the current node.

The protection status is only changed to Ignored on nodes where the folder has a
protection status of None. If you selected multiple folders and the selection includes a
folder and its parent, the report only identifies the parent as Ignored and does not
display its ignored subfolders. On a node where the selected folder does not appear
in that node’s report, the ignored folder is added to the report only if its parent folders
are not already ignored on that node. On a node where the report has not been run,
MIMIX will track the Ignored protection status so that the folder can be correctly
identified on that node.

The Ignored protection status is remembered for subsequent runs of the report and
remains in effect until you either stop ignoring the folder or create selection rules that
include or exclude the folder or any of its contents.

To make other folders that are not protected more obvious, the ignored folder is
moved to the end of the report on the Data Protection Reports portlet.

In the report, the characters /* (slash followed by an asterisk) are appended to the end
of the ignored folder name to indicate that all of its subfolders are also ignored and are
no longer displayed in the current report. The ignored subfolders will not appear in
subsequent reports as long as their parent folder remains ignored.

This dialog is the result of selecting the Ignore action from either:
» Afolder listed on the Folders tab of the Data Protection Reports portlet.

» Anatification listed in the Notifications portlet or displayed in the Notification
Details dialog that originated from the MMNFYNEWE monitor.



Stop Ignoring Library dialog

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Fields
Folder — Indicates name of the selected folder.
Node — Indicates the name of the selected node.

Reason — Specify the reason why the object does not need to be replicated. This
information is available in exported reports and can be displayed in the Data
Protection Reports portlet by changing portlet preferences.

Update all nodes in the instance — Indicates whether the object will be ignored on
all nodes in the instance or only on the selected node. To limit the action to the
selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30

“Ignoring an object in a data protection report” on page 42

Stop Ignoring Library dialog

The Stop Ignoring Library dialog removes the Ignored protection status from the
selected library on all nodes in the instance. You can optionally limit the action to the
selected node.

The protection status is only changed to None on nodes where the library has a
protection status of Ignored. If the selected library exists in a report for a node but the
library does not exist on the node, the library is removed from the report the next time
the report runs. The action is not performed on a node where the selected library does
not appear in that node’s report or on a node where the report has not been run.

This dialog is the result of selecting the Stop Ignoring action for a library listed on the
Libraries tab of the Data Protection Reports portlet.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.



Instance — ldentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Fields
Library — Indicates the name of the selected library.
Node — Indicates the name of the selected node.

Update all nodes in the instance — Indicates whether the object will stop being
ignored on all nodes in the instance or only on the selected node. To limit the action to
the selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30

“Stop ignoring an object in a data protection report” on page 45

Stop Ignoring Directory dialog

The Stop Ignoring Directory dialog removes the Ignored protection status from the
selected directory and its subdirectories on all nodes in the instance. You can
optionally limit the action to the selected node.

The protection status is only changed to None on nodes where the directory has a
protection status of Ignored. Subdirectories that were previously ignored and removed
from the report will be listed again the next time the report runs on that node if they
are within the directory depth policy value. If the selected directory exists in a report
for a node but the directory does not exist on the node, the directory is removed from
the report the next time the report runs. The action is not performed on a node where
the selected directory does not appear in that node’s report or on a node where the
report has not been run.

This dialog is the result of selecting the Stop Ignoring action for a directory listed on
the Directories tab of the Data Protection Reports portlet.

Context Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
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Fields

through which the instance connects to, retrieves data from, and performs actions for
the product.

Directory — Indicates the name of the selected directory.
Node — Indicates the name of the selected node.

Update all nodes in the instance — Indicates whether the object will stop being
ignored on all nodes in the instance or only on the selected node. To limit the action to
the selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30

“Stop ignoring an object in a data protection report” on page 45

Stop Ignoring Folder dialog

The Stop Ignoring Folder dialog removes the Ignored protection status from the
selected folder and its subfolders on all nodes in the instance. You can optionally limit
the action to the selected node.

The protection status is only changed to None on nodes where the folder has a
protection status of Ignored. Subfolders that were previously ignored and removed
from the report will be listed again the next time the report runs on that node. If the
selected folder exists in a report for a node but the folder does not exist on the node,
the folder is removed from the report the next time the report runs. The action is not
performed on a node where the selected folder does not appear in that node’s report
or on a node where the report has not been run.

This dialog is the result of selecting the Stop Ignoring action for a folder listed on the
Folders tab of the Data Protection Reports portlet.

Context Fields

Fields

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Folder — Indicates the name of the selected folder.

Node — Indicates the name of the selected node.



Update all nodes in the instance — Indicates whether the object will stop being
ignored on all nodes in the instance or only on the selected node. To limit the action to
the selected node, uncheck this checkbox.

“Using reports to protect your environment” on page 30

“Stop ignoring an object in a data protection report” on page 45

Library Details dialog

Fields

The Library Details dialog displays details about the protection status and related
journals for the selected library on separate tabs. “Details tab fields” on page 1258
indicate the level configured protection for the library and its contents or details about
when and why the library was ignored. “Related Journals tab fields” on page 1261
identify all the journals associated with the library and its contents, the type of content
journaled to each related journal, and the name of any application group, resource
group, or data group that replicates from each journal. The Related Journals tab also
identifies whether the data group is configured as journal-centric and which object
types are affected. This dialog is the result of selecting the Details action for a library
from the Libraries tab on the Data Protection Reports portlet.

When the Selection Rules button is displayed, you can use it to view the configured
selection rules for the data group.

Library — Indicates the name of the selected library.

Node
Indicates the name of the selected node.

Protection — Summarizes the level of protection for the library based on the
selection rules that are configured. Libraries that are ignored do not have selection
rules. Protection can only occur when selection rules are configured which include the
library and its contents in replication.

When the protection status of the library is protected, partially protected, or excluded,
the Selection Rules action on the Details tab allows you to see all selection rules for
the library, which may be in one or more resource groups or data groups.

The following levels of protection are possible. If an icon appears next to the
protection level, it represents the severity of the status and indicates that action may
be necessary.

* None
No configuration selection rules were found for the object and all of its contents.
Also, no exception rules were found and the object has not been ignored.

» Partially Protected
The combination of existing selection rules do not result in replication of the object
and all of its contents. This may be due to a selection rule that does not identify
the object or does not identify all of its contents, or both expected selection rules
exist along with rules that identify specific object types or attributes. For libraries
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protected by a journal-centric data group, partially protected also indicates that a
selection rule that allows journaling to be automatically started (object type of
*STRJRN) does not exist.

* Protected
Configuration selection rules were found that include the object and all of its
contents in replication. No rules that create exclude exceptions exist. For libraries
protected by a journal-centric data group, protected also indicates that a selection
rule that allows journaling to be automatically started (object type of *STRJRN)
exists.

+ Excluded
Configuration selection rules were found that exclude the object or exclude some
or all of its contents from replication. No include selection rules were found.

* Ignored
User action indicated that the object and all of its contents do not need to be
replicated and have been ignored. There are no selections rules for the object or
its contents.

The following icons can appear next to a protection level when an expected selection
rule is missing or when configuration changes are pending.

! Attention
A recommended selection rule is missing for the object or for all of its contents.
The object or some of its contents may not be protected. Investigation is
recommended and action may be necessary to create include or exclude
selection rules.

ﬂ Information

No selection rule was found that either includes or excludes the object. However,
a selection rule was found that includes all of its contents. This may be intentional,
or it may require investigation.

Configuration Changed
The Include or Exclude actions were used for the selected object since the report
ran. The report is out of date. This status can appear only for an instance running
MIMIX version 8.1.02.00 or earlier.

(noicon)

Recommended selection rules were found for the object and all of its contents. Or,
no rules exist and user action caused the object and all of its contents to be
ignored.

Details tab fields

The Details tab indicates the level of configured protection for the library and its
contents, or details about when and why the library was ignored and by whom.

Configured Replication — These fields indicate the state of protection by existing
configuration selection rules and indicate whether any exceptions existed within the
configuration at the time the report ran. These fields are not displayed when the
selected library has been ignored by a user.



Library object

Identifies whether the report found a configuration selection rule that includes or
excludes the library object. This status reflects the configuration at the time the
report ran.

Possible Values
I
*  Attention

* Not Protected.
The object is not configured for replication.

Information

» Object not protected, contents protected.
The object is not configured for replication. However, a selection rule exists
that includes all of its contents. This may be intentional, or it may require
investigation.

v Included

* Protected.
A configuration selection rule includes the object in replication.

@ Excluded

» Excluded.
A configuration selection rule excludes the object from replication.

(dash)

* Ignored.
User action indicated that the object and all of its contents do not need to be

replicated.

Library contents

Identifies whether the report found a configuration selection rule that includes or
excludes all contents (objects, object types, and attributes) of the library. This
status reflects the configuration at the time the report ran.

Possible Values
|
* Attention

* Not Protected.
All contents of the object are not configured for replication.

v Included

» Protected.
A configuration selection rule includes all contents of the object in replication.

@ Excluded

* Excluded.
A configuration selection rule excludes all contents of the object from

replication.
(dash)
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* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated.

Exceptions
The following fields identify what type of exceptions were found within the
configuration.

» Specific items included
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be included in replication.

» Specific items excluded
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be excluded from replication.

Journal-centric

Indicates whether one or more objects in the library are journaled to a journal that
is associated with a data group configured for journal-centric replication of library-
based objects. A dash (-) indicates that either no objects in the library are
journaled or the objects in the library are journaled to journals that are not
associated with any data groups.

Ignored by User — These fields are displayed when the selected object has a
protection state of Ignored. When an object is ignored, all of its contents are also
ignored. If the selected object is a directory or folder, all of its subdirectories or
subfolders are also ignored.

User

The user ID of the user who ignored the object. The user ID is taken from the
portal connection used to connect to the node at the time the object was ignored.
A dash (-) indicates the object is not ignored.

Reason
Displays any reason provided by the user when the object was ignored. You can
update this field.

Date
Indicates when the object was ignored, using the local time on the node. A dash is
displayed when the object is not ignored.

Library Details — These fields provide details about the selected library object.

ASP or IASP
Identifies the auxiliary storage pool (ASP) or independent ASP (IASP) where the
library is located.

+ *SYSBAS (n)
The library is located the ASP number indicated within *SYSBAS.

* IASP name
The library is located in the IASP with the indicated name.

Created
Identifies the date and time the object was created on the node, shown in the time
zone of the node. A dash (-) is displayed when the object does not exist on the



node.

Last changed

Identifies the date and time the object was last changed on the node, shown in the
time zone of the node. A dash (-) is displayed when the object does not exist on
the node.

Owner
Identifies the user ID that is the owner of the object. A dash (-) is displayed when
the object does not exist on the node.

Related Journals tab fields

The Related Journals tab identifies all the journals associated with the selected library
and its contents, the type of content journaled to each related journal, and the name
of any application group, resource group, or data group that replicates from each
journal. The list of journals is sorted alphabetically by the qualified name of the journal
(library/journal).

Journal — Identifies the journals and journal libraries related to the selected library,
shown in the format: library/journal. When the journal name is followed by
(QDFTJRN), the journal is identified in the QDFTJRN *DTAARA within the library. The
list includes the journal to which the library is journaled, the journals to which objects
in the library are journaled, and the QSQJRN journal and the journal identified in the
QDFTJRN *DTAARA if they are present in the selected library. These journals affect
how new objects created in the library are journaled.

Library-journal relationships: Journals and libraries may be related any of the
following ways:

* The library is journaled to the journal.
* The journal resides in the library.

* One or more files, one or more data areas, or one or more data queues in the
library are journaled to the journal.

* The journal is named QSQJRN and resides in the library. The library may or may
not include objects journaled to this journal. The presence of this journal can affect
journaling of new objects created in the library created via SQL.

* The journal name is identified in the QDFTJRN *DTAARA in the library. The library
may or may not include objects journaled to this journal. The presence of this
journal can affect journaling of new objects created in the library

Order of precedence for journaling new objects: The order of precedence for how
new objects created in a library will be journaled is as follows:

1. If the library or journal is identified as (QDFTJRN) in the details dialog, the
QDFTJRN *DTAARA exists in the library, and the journal specified in the data area
is used for journaling new objects.

2. If ajournal named QSQJRN exists in the library and the library is not identified as
including a QDFTJRN *DTAARA, the QSQJRN journal is used for journaling new
objects created via SQL.

3. If the library has journaling information from a Start Journal Library (STRJRNLIB)
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request, the journal identified in the STRJRNLIB request is used for journaling
new objects when QSQJRN *JRN and QDFTJRN *DTAARA are not present in the
library.

4. When none of the previous criteria are met, new objects created in the library are
not journaled. If these new objects are eligible for replication with existing
selection rules, MIMIX will attempt to automatically start journaling.

Objects Journaled — These columns identify what is journaled by the corresponding

journal. In each column, a check \f indicates that the journal is used by at least one
object of that type within the library. A dash (-) indicates that there are no objects of
that type within the library that are journaled to that journal.

*LIB
Indicates whether the library (*LIB) is journaled to the journal.

*FILE
Indicates whether any objects of type *FILE in the library are journaled to the
journal.

*DTAARA
Indicates whether any objects of type *DTAARA in the library are journaled to the
journal.

*DTAQ
Indicates whether any objects of type *DTAQ in the library are journaled to the
journal.

Application Group — The name of the application group replicating data from the
journal. A dash (-) indicates that no configured application group uses the journal.

Resource Group — The name of the resource group replicating data from the
journal. A dash (=) indicates that no configured resource group uses the journal.

Data Group — The name of the data group replicating data from the journal. A dash
(-) indicates that no configured data group uses the journal.

Node 1 — The system 1 name from the data group. A dash (-) indicates that no
configured data group uses the journal.

Node 2 — The system 2 name from the data group. A dash (-) indicates that no
configured data group uses the journal.

Journal-Centric — The journal-centric configuration settings for the data group. The
value No indicates the data group does not use journal-centric configuration. The
value All journaled objects indicates that the data group uses journal-centric
configuration for all journal-capable object types in the library. A value of *DTAARA,
*DTAQ, *FILE, *IFS, or *LIB indicates the data group uses journal-centric
configuration for objects of that type. A dash (=) indicates that no resource group in an
application group or standalone data group is configured to manage replication for the
journal.

“Displaying details of a data protection report” on page 47
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Fields

The Directory Details dialog displays details about the protection status for the
selected directory. This dialog is the result of selecting the Details action for a
directory from the Directories tab on the Data Protection Reports portlet.

When the Selection Rules button is displayed, you can use it to view the configured
selection rules for the data group.

Directory — Indicates the name of the selected directory. If the name ends with the
characters /* (slash followed by an asterisk), the directory has been set to Ignored,
and all of its subdirectories are also ignored.

Node
Indicates the name of the selected node.

Protection — Summarizes the level of protection for the directory based on the
selection rules that are configured. Directories that are ignored do not have selection
rules. Protection can only occur when selection rules are configured which include the
directory and its contents in replication.

When the protection status of the directory is protected, partially protected, or
excluded, the Selection Rules action on the Details tab allows you to see all selection
rules for the directory, which may be in one or more resource groups or data groups.

The following levels of protection are possible. If an icon appears next to the
protection level, it represents the severity of the status and indicates that action may
be necessary.

* None
No configuration selection rules were found for the object and all of its contents.
Also, no exception rules were found and the object has not been ignored.

» Partially Protected
The combination of existing selection rules do not result in replication of the object
and all of its contents. This may be due to a selection rule that does not identify
the object or does not identify all of its contents, or both expected selection rules
exist along with rules that identify specific object types or attributes. For
directories protected by a journal-centric data group, this status does not
incorporate whether or not a directory selection rule exists that allows journaling to
be automatically started (object type *STRJRN).

* Protected
Configuration selection rules were found that include the object and all of its
contents in replication. No rules that create exclude exceptions exist. For
directories protected by a journal-centric data group, this status does not
incorporate whether or not a directory selection rule exists that allows journaling to
be automatically started (object type *STRJRN).

+ Excluded
Configuration selection rules were found that exclude the object or exclude some
or all of its contents from replication. No include selection rules were found.
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* Ignored
User action indicated that the object and all of its contents do not need to be
replicated and have been ignored. There are no selections rules for the object or
its contents.

The following icons can appear next to a protection level when an expected selection
rule is missing or when configuration changes are pending.

! Attention
A recommended selection rule is missing for the object or for all of its contents.
The object or some of its contents may not be protected. Investigation is
recommended and action may be necessary to create include or exclude
selection rules.

ﬂ Information

No selection rule was found that either includes or excludes the object. However,
a selection rule was found that includes all of its contents. This may be intentional,
or it may require investigation.

Configuration Changed
The Include or Exclude actions were used for the selected object since the report
ran. The report is out of date. This status can appear only for an instance running
MIMIX version 8.1.02.00 or earlier.

(noicon)

Recommended selection rules were found for the object and all of its contents. Or,
no rules exist and user action caused the object and all of its contents to be
ignored.

Configured Replication — These fields indicate the state of protection by existing
configuration selection rules and indicate whether any exceptions existed within the
configuration at the time the report ran. These fields are not displayed when the
selected directory has been ignored by a user.

Directory object

Identifies whether the report found a configuration selection rule that includes or
excludes the directory object. This status reflects the configuration at the time the
report ran.

Possible Values
I
# Attention

* Not Protected.
The object is not configured for replication.

Information

» Object not protected, contents protected.
The object is not configured for replication. However, a selection rule exists
that includes all of its contents. This may be intentional, or it may require
investigation.

v Included



* Protected.
A configuration selection rule includes the object in replication.

@ Excluded

+ Excluded.
A configuration selection rule excludes the object from replication.

(dash)

* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated.

Directory contents

Identifies whether the report found a configuration selection rule that includes or
excludes all contents (objects, object types, and attributes) of the directory. This
status reflects the configuration at the time the report ran.

Possible Values
I
#= Attention

* Not Protected.
All contents of the object are not configured for replication.

v Included

* Protected.
A configuration selection rule includes all contents of the object in replication.

@ Excluded

» Excluded.
A configuration selection rule excludes all contents of the object from
replication.

(dash)

* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated.

Exceptions
The following fields identify what type of exceptions were found within the
configuration.

» Specific items included
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be included in replication.

» Specific items excluded
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be excluded from replication.

Ignored by User — These fields are displayed when the selected object has a
protection state of Ignored. When an object is ignored, all of its contents are also
ignored. If the selected object is a directory or folder, all of its subdirectories or
subfolders are also ignored.
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User

The user ID of the user who ignored the object. The user ID is taken from the
portal connection used to connect to the node at the time the object was ignored.
A dash (-) indicates the object is not ignored.

Reason
Displays any reason provided by the user when the object was ignored. You can
update this field.

Date
Indicates when the object was ignored, using the local time on the node. A dash is
displayed when the object is not ignored.

Directory Details — These fields provide details about the selected directory object.

Journal

Identifies the journal and journal library for the selected directory in the format:
library/journal. A dash (-) is displayed when the directory is not journaled or does
not exist on the node.

ASP or IASP
Identifies the auxiliary storage pool (ASP) or independent ASP (IASP) where the
directory is located.

+ *SYSBAS (n)
The directory is located the ASP number indicated within *SYSBAS.

* |ASP name
The directory is located in the IASP with the indicated name.

Created

Identifies the date and time the object was created on the node, shown in the time
zone of the node. A dash (-) is displayed when the object does not exist on the
node.

Last changed

Identifies the date and time the object was last changed on the node, shown in the
time zone of the node. A dash (-) is displayed when the object does not exist on
the node.

Owner
Identifies the user ID that is the owner of the object. A dash () is displayed when
the object does not exist on the node.

“Displaying details of a data protection report” on page 47

Folder Details dialog

The Folder Details dialog displays details about the protection status for the selected
folder. This dialog is the result of selecting the Details action for a folder from the
Folders tab on the Data Protection Reports portlet.



Fields

When the Selection Rules button is displayed, you can use it to view the configured
selection rules for the data group.

Folder — Indicates the name of the selected folder. If the name ends with the
characters /* (slash followed by an asterisk), the folder has been set to Ignored, and
all of its subfolders are also ignored.

Node
Indicates the name of the selected node.

Protection — Summarizes the level of protection for the folder based on the
selection rules that are configured. Folders that are ignored do not have selection
rules. Protection can only occur when selection rules are configured which include the
folder and its contents in replication.

When the protection status of the folder is protected, partially protected, or excluded,
the Selection Rules action on the Details tab allows you to see all selection rules for
the folder, which may be in one or more resource groups or data groups.

The following levels of protection are possible. If an icon appears next to the
protection level, it represents the severity of the status and indicates that action may
be necessary.

* None
No configuration selection rules were found for the object and all of its contents.
Also, no exception rules were found and the object has not been ignored.

» Partially Protected
The combination of existing selection rules do not result in replication of the object
and all of its contents. This may be due to a selection rule that does not identify
the object or does not identify all of its contents, or both expected selection rules
exist along with rules that identify specific object types or attributes.

* Protected
Configuration selection rules were found that include the object and all of its
contents in replication. No rules that create exclude exceptions exist.

+ Excluded
Configuration selection rules were found that exclude the object or exclude some
or all of its contents from replication. No include selection rules were found.

* Ignored
User action indicated that the object and all of its contents do not need to be
replicated and have been ignored. There are no selections rules for the object or
its contents.

The following icons can appear next to a protection level when an expected selection
rule is missing or when configuration changes are pending.

! Attention
A recommended selection rule is missing for the object or for all of its contents.
The object or some of its contents may not be protected. Investigation is
recommended and action may be necessary to create include or exclude
selection rules.



Folder Details dialog

ﬂ Information

No selection rule was found that either includes or excludes the object. However,
a selection rule was found that includes all of its contents. This may be intentional,
or it may require investigation.

Configuration Changed
The Include or Exclude actions were used for the selected object since the report
ran. The report is out of date. This status can appear only for an instance running
MIMIX version 8.1.02.00 or earlier.

(noicon)

Recommended selection rules were found for the object and all of its contents. Or,
no rules exist and user action caused the object and all of its contents to be
ignored.

Configured Replication — These fields indicate the state of protection by existing
configuration selection rules and indicate whether any exceptions existed within the
configuration at the time the report ran. These fields are not displayed when the
selected folder has been ignored by a user.

Folder object

Identifies whether the report found a configuration selection rule that includes or
excludes the folder object. This status reflects the configuration at the time the
report ran.

Possible Values
I
* Attention

* Not Protected.
The object is not configured for replication.

Information

» Object not protected, contents protected.
The object is not configured for replication. However, a selection rule exists
that includes all of its contents. This may be intentional, or it may require
investigation.

v Included

* Protected.
A configuration selection rule includes the object in replication.

@ Excluded

» Excluded.
A configuration selection rule excludes the object from replication.

(dash)

* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated.

Folder contents
Identifies whether the report found a configuration selection rule that includes or



excludes all contents (documents and subfolders) of the folder. This status reflects
the configuration at the time the report ran.

Possible Values
|
*=  Attention

* Not Protected.
All contents of the object are not configured for replication.

v Included

* Protected.
A configuration selection rule includes all contents of the object in replication.

@ Excluded

+ Excluded.
A configuration selection rule excludes all contents of the object from
replication.

(dash)

* Ignored.
User action indicated that the object and all of its contents do not need to be
replicated.

Exceptions
The following fields identify what type of exceptions were found within the
configuration.

» Specific items included
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be included in replication.

» Specific items excluded
Indicates whether or not selection rules were found that identify a portion of the
contents of the object to be excluded from replication.

Ignored by User — These fields are displayed when the selected object has a
protection state of Ignored. When an object is ignored, all of its contents are also
ignored. If the selected object is a directory or folder, all of its subdirectories or
subfolders are also ignored.

User

The user ID of the user who ignored the object. The user ID is taken from the
portal connection used to connect to the node at the time the object was ignored.
A dash (=) indicates the object is not ignored.

Reason
Displays any reason provided by the user when the object was ignored. You can
update this field.

Date
Indicates when the object was ignored, using the local time on the node. Adash is
displayed when the object is not ignored.

Folder Details — These fields provide details about the selected folder object.
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Created

Identifies the date and time the object was created on the node, shown in the time
zone of the node. A dash () is displayed when the object does not exist on the
node.

Last changed

Identifies the date and time the object was last changed on the node, shown in the
time zone of the node. A dash (-) is displayed when the object does not exist on
the node.

Owner
Identifies the user ID that is the owner of the object. A dash (-) is displayed when
the object does not exist on the node.

“Displaying details of a data protection report” on page 47

Journal Details dialog

Fields

The Journal Details dialog displays details about the selected journal. The
“Configured Replication tab” on page 1271 provides details about the configuration
available to protect objects journaled to the journal. The “Related Libraries tab” on
page 1271 identifies libraries related to the journal, the object types journaled to each
related library, and information that affects the order of precedence for how new
objects created in a library are journaled. This dialog is the result of selecting the
Details action for a journal from the Journals tab on the Data Protection Reports
portlet.

Journal — Indicates the name of the selected journal.

Library
Indicates the name of the library where the journal is located.

Node
Indicates the name of the node where the library is located.

Journal Details — |dentifies additional information about the journal.

Journal state

Displays the state of the journal on the node. This indicates whether journal
entries are currently being sent to the journal. A dash () is displayed when the
journal state cannot be determined, such as when the journal resides on an IASP.

ASP or IASP

Identifies the auxiliary storage pool (ASP) where the journal is located. When the
journal is in the system auxiliary storage pool (ASP 1) or basic storage pools
(ASPs 2-32), the value *SYSBAS (n) is displayed, where n is the ASP number.
When the journal is in an independent ASP (IASP), the name of the IASP is
displayed. A dash (-) is displayed when the library, directory, or folder does not
exist on the node.



Description
Displays the text description of the journal or a dash (=) when there is none.

Configured Replication tab

The Configured Replication tab identifies existing configuration associated with the
journal.

Application Group — The name of the application group that manages replication
for the journal. A dash (-) indicates that no application group is configured to replicate
from the journal.

Resource Group — The name of the resource group that replicates data from the
journal. A dash (-) indicates that no resource group is configured to replicate from the
journal.

Data Group — The name of the data group that replicates data from the journal.
Node 1 — The system 1 name from the data group.
Node 2 — The system 2 name from the data group.

Journal-Centric — The journal-centric configuration settings for the data group. The
value No indicates the data group does not use journal-centric configuration. The
value All journaled objects indicates that the data group uses journal-centric
configuration for all journal-capable object types in the library. A value of *DTAARA,
*DTAQ, *FILE, *IFS, or *LIB indicates the data group uses journal-centric
configuration for objects of that type.

Related Libraries tab
The Related Libraries tab displays all libraries that are related to the selected journal.

Library — Identifies the names of libraries related to the journal. When the name is
followed by (journal library), the library contains the journal. When the name is
followed by (QDFTJRN), the journal is specified in the QDFTJRN *DTAARA in the
library.

Library-journal relationships: Journals and libraries may be related any of the
following ways:

* The library is journaled to the journal.

* The journal resides in the library.

* One or more files, one or more data areas, or one or more data queues in the
library are journaled to the journal.

* The journal is named QSQJRN and resides in the library. The library may or may
not include objects journaled to this journal. The presence of this journal can affect
journaling of new objects created in the library created via SQL.

* The journal name is identified in the QDFTJRN *DTAARA in the library. The library
may or may not include objects journaled to this journal. The presence of this
journal can affect journaling of new objects created in the library
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Order of precedence for journaling new objects: The order of precedence for how
new objects created in a library will be journaled is as follows:

1.

If the library or journal is identified as (QDFTJRN) in the details dialog, the
QDFTJRN *DTAARA exists in the library, and the journal specified in the data area
is used for journaling new objects.

If a journal named QSQJRN exists in the library and the library is not identified as
including a QDFTJRN *DTAARA, the QSQJRN journal is used for journaling new
objects created via SQL.

If the library has journaling information from a Start Journal Library (STRJRNLIB)
request, the journal identified in the STRJRNLIB request is used for journaling
new objects when QSQJRN *JRN and QDFTJRN *DTAARA are not present in the
library.

When none of the previous criteria are met, new objects created in the library are
not journaled. If these new objects are eligible for replication with existing
selection rules, MIMIX will attempt to automatically start journaling.

Objects Journaled — A check  in any of these columns indicates the object type is
journals to the corresponding journal of the related library.

*LIB
Indicates whether the library object is journaled by the corresponding journal.

*FILE
Indicates whether the *FILE objects in the library are journaled by the
corresponding journal.

*DTAARA
Indicates whether the *DTAARA obijects in the library are journaled by the
corresponding journal.

*DTAQ
Indicates whether the *DTAQ obijects in the library are journaled by the
corresponding journal.

Export Data Protection Reports dialog

The Export Data Protection Reports dialog allows you to export the currently
displayed report for the selected node on the Data Protection Reports portlet to a
spreadsheet or a portable document format (PDF) that you can download to a PC.
You can change the selected node, include additional reports, and indicate whether to
use current filtering when creating the exported file. You can also choose whether the
exported report includes configuration details or information about related journals
(library reports only). You may be prompted to specify the location of the exported file.

This dialog is the result of selecting the Export action from the tab menu on any tab in
the Data Protection Reports portlet.
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In environments where multiple instances of MIMIX run on the same nodes, you can
use this dialog from each instance to export the report for a specific node. Then you
can compare multiple reports to determine what is and is not protected for the entire
node.

The resulting file includes all possible columns for the Data Protection Report,
including those which are not displayed by default.

Report for node — ldentifies the node (system definition) for which the selected
reports will be exported. The node selected on the Data Protection Reports portlet is
selected by default. The list of nodes from which you can select are the nodes in the
instance that have a configured portal connection listed on the Home page.

Report — Identifies the report to be exported. The report for the tab from which the
Export action was selected is selected by default.

* Libraries
The most recent run of the data protection report for libraries on the selected node
is exported.

+ Directories
The most recent run of the data protection report for directories on the selected
node is exported.

* Folders
The most recent run of the data protection report for folders on the selected node
is exported.

* Journals
The most recent run of the data protection report for journals on the selected node
is exported.

Format — Identifies the format to which the report is exported.

*  Excel
An Excel spreadsheet is created. This is the default.
« PDF

A PDF file is created.

Filter — Identifies whether the exported file will be filtered using the current filter
settings for the report. This field is available when any tab in the portlet has filter
criteria specified.

* Yes, use current filters
The exported file will contain a subset of the report that matches the current filter
criteria on the report tab.

* No, do not filter
The exported file will contain all available content for the report. This is the default.

Include related — Identifies which type of additional information is included in the
exported report.

+ Configuration details
The report includes the name of the application group, resource group, data group
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to which the library, directory, or folder is configured. For libraries, the Journal
column in the report identifies the journal used for replication. For directories and
folders, the Journal column in the report is always a dash (-).

+ Journals
A Library report includes all journals related to the library regardless of whether
the journals are used by replication. Directory and Folder reports do not include
any journal information. This choice is not available for Journal reports.

» Libraries
A Journal report includes all libraries related to the journal. This choice is only
available for Journal reports.

“Exporting reports” on page 50
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Objects Not Protected window

Fields

The Objects Not Protected window displays a list of objects within the selected library
that are not being replicated. These objects are either not identified for replication by a
journal-centric data group configuration or by include selection rules (the objects are
not within the MIMIX name space), or they have been explicitly excluded from
replication by exclude selection rules.

An object can appear in the list multiple times if multiple data groups have selection
rules that exclude the object from replication.

This window is the result of using the Objects Not Replicated action for a library on the
Libraries tab of the Data Protection Reports window or portlet.

Library — Indicates the name of the selected library.
Node — Indicates the node (system definition name) where the library is located.

Protection — Summarizes the level of protection for the library based on the
selection rules that are configured.

The following levels of protection are possible. If an icon appears next to the
protection level, it represents the severity of the status and indicates that action may
be necessary.

*  None
No configuration selection rules were found for the object and all of its contents.
Also, no exception rules were found and the object has not been ignored.

* Partially Protected
The combination of existing selection rules do not result in replication of the object
and all of its contents. This may be due to a selection rule that does not identify
the object or does not identify all of its contents, or both expected selection rules
exist along with rules that identify specific object types or attributes. For libraries
protected by a journal-centric data group, partially protected also indicates that a
selection rule that allows journaling to be automatically started (object type of
*STRJRN) does not exist.

* Protected
Configuration selection rules were found that include the object and all of its
contents in replication. No rules that create exclude exceptions exist. For libraries
protected by a journal-centric data group, protected also indicates that a selection
rule that allows journaling to be automatically started (object type of *STRJRN)
exists.

* Excluded
Configuration selection rules were found that exclude the object or exclude some
or all of its contents from replication. No include selection rules were found.

* Ignored
User action indicated that the object and all of its contents do not need to be
replicated and have been ignored. There are no selections rules for the object or
its contents.
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The following icons can appear next to the protection level for the library when an
expected selection rule is missing, when the library is not associated with a data
group enabled for journal-centric configuration of libraries, or when configuration
changes are pending.

' Attention
A recommended selection rule is missing for the object or for all of its contents.
The object or some of its contents may not be protected. Investigation is
recommended and action may be necessary to create include or exclude
selection rules.

ﬂ Information

No selection rule was found that either includes or excludes the object. However,
a selection rule was found that includes all of its contents. This may be intentional,
or it may require investigation.

Configuration Changed
The Include or Exclude actions were used for the selected object since the report
ran. The report is out of date. This status can appear only for an instance running
MIMIX version 8.1.02.00 or earlier.

(noicon)

Recommended selection rules were found for the object and all of its contents. Or,
no rules exist and user action caused the object and all of its contents to be
ignored.

Global Actions

Global actions appear as a dropdown list in the upper right and can be used any time.
The protection status of the library may prevent some actions from being available.

Selection Rules - Displays the Selections Rules window, subsetted to rules that
exclude the library from replication.

Replicated Objects - Displays the Replicated Objects window, with the library
automatically selected on the Libraries tab. The listed objects in the library are within
the configured replication scope.

Preferences - Displays the Preferences dialog for the window.

Toolbar Actions
Toolbar actions are located above the columns. The Filter is always available.

Filter - Displays the Filter dialog. You can filter the objects displayed using wildcard
characters or specific object names, by object type, by protection category, by journal
information, and by related configuration. When the list is filtered, the adjacent Filter
Summary field identifies the current filter selections.

Clear Filter - Clears the current filter and returns to the default values used when the
was window opened.
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Columns

Export - Displays the Export Objects Not Protected Report dialog from which you can
download the currently displayed report for the selected library to a PC in your choice
of format. You can indicate whether to use current filtering.

Row Actions
This action is available for individual libraries listed.

Details - Displays details about the selected object in the Objects Not Protected
Details dialog.

Object — ldentifies the name of an object on the source node.

Type — Identifies the object type. Only object types supported for replication can
appear.

Protection — Summarizes why the object is not protected.

* Not protected
The object is either not journaled or not configured for replication. An object is
protected if it is included by a selection rule or if the object is journaled to a journal
associated with a data group. All other objects are considered not protected.

* Excluded
The object is excluded by a selection rule.

Journaling — These fields identify whether the object is journaled and the location of
the journal. A dash (-) is displayed in both fields when the object is not journaled.

Journal
Identifies the name of the journal to which the object is journaled.

Library
Identifies the library where the journal is located.

Related Configuration — These fields identify the configuration where a selection
rule exists that excludes the object. The Application Group and Resource Group
columns are displayed only when one or more application groups are configured. The
Node 1 and Node 2 columns are displayed when there are no application groups
configured.

Application Group

The name of the application group where the exclude selection rule is configured.
A dash (-) is displayed when the object is not protected or when the exclude rule
is in a data group not associated with an application group.

Resource Group

The name of the resource group where the exclude selection rule is configured. A
dash (-) is displayed when the object is not protected or when the exclude
selection rule is in a data group not associated with an application group.

Data Group

The name of the data group where the exclude selection rule is configured. A
dash (-) is displayed when the object is not protected. The three-part name of the
data group is displayed in flyover text.



Objects

Fields

Node 1
This is system 1 in the data group definition. This is displayed when only
standalone data groups exist in the instance.

Node 2
This is system 2 in the data group definition. This is displayed when only
standalone data groups exist in the instance.

“‘Running data protection reports” on page 38
“Using reports to protect your environment” on page 30

“Ignoring an object in a data protection report” on page 42

Not Protected Preferences dialog

Preferences control how much data is displayed in the Objects Not Protected window.

Sort objects — Determines how the objects listed in the Objects Not Protected
window are sorted.

+ By protection status
Objects are sorted by their protection status. This is the shipped default value.

* Alphabetically by object
When selected, objects are sorted alphabetically by object name.

Rows per page — Determines how many rows of objects are displayed per page.
The default value is 100.

Export Objects Not Protected Report dialog

Fields

The Export Objects Not Protected Report dialog allows you to export the currently
displayed information about the unprotected objects for a library to a spreadsheet or a
portable document format (PDF) that you can download to a PC. You can indicate
whether to use current filtering when creating the exported file. You may be prompted
to specify the location of the exported file.

This dialog is the result of selecting the Export action from the Objects Not Protected
window.

The resulting file includes all possible columns for the Objects Not Protected window,
including those which are not displayed by default.

Report for library — ldentifies the selected library for which the selected report will
be exported.

Node — The node (system definition) for the selected library.
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Format — Identifies the format to which the report is exported.

*  Excel
An Excel spreadsheet is created. This is the default.
+ PDF

A PDF file is created.

Filter — Identifies whether the exported file will be filtered using the current filter
settings for the report. This field is available when filter criteria is specified on the
Objects Not Replicated window.

* Yes, use current filters
The exported file will contain a subset of the report that matches the current filter
criteria on the report tab.

* No, do not filter
The exported file will contain all available content for the report. This is the default.

Filter Objects Not Protected dialog

Fields

The Filter Objects Not Protected dialog allows you to determine which unprotected
objects are displayed in the Objects Not Protected window. Only objects which meet
all specified filter criteria are displayed.

The dialog is the result of selecting the Filter button from the toolbar on the Objects
Not Protected window.

Select values by which to filter the objects listed in the window.

Object — Identifies the full or partial name by which to filter objects. An asterisk (*)
can be used as a wild card character in any location within a name. The default is a
single asterisk, which selects all objects that match other specified filter criteria.

Type — Identifies the object type by which to filter objects. The value All is the default
and selects all available object types within the library that match other specified filter
criteria. You can also use the value Select to filter by a specific object type. Only
object types of the unprotected objects within the library are available to select.

Protection — Identifies the protection status by which to filter objects.

* Not Protected
Objects with Not Protected status and that match other specified filter criteria are
displayed. This is selected by default.

* Excluded
Objects with Excluded status and that match other specified filter criteria are
displayed. This is selected by default.

Journals — ldentifies the related journal information by which to filter objects.



« Al
Objects with and without related journals and that meet other specified filtering
criteria are displayed. This is selected by default.

« Journal
Objects that are journaled to journals that match the specified values for journal
and journal library and that meet other specified filtering criteria are displayed.

* No journals
When selected, objects with no related journals and that meet other specified filter
criteria are displayed.

Related Configuration — ldentifies the related configuration associated with an
object to be used to filter objects.

Data group
The data group associated with the object is considered as filtering criteria.

» All Data Groups by Application Group
Objects with an associated data group within an application group and that
meet other specified filtering criteria are displayed.

» All Data Groups by Resource Group
Objects with an associated data group and resource group and that meet other
specified filtering criteria are displayed. This choice is available only when the
instance contains application groups.

» All Data Groups
Objects with any associated data group and that meet other specified filtering
criteria are displayed. This is selected by default.

* No Data Group
Objects with no data group and that meet other specified filtering criteria are
displayed.

* name node1 node2
Objects with a specific three-part data group name and that meet other
specified filtering criteria are displayed.

Application Group

Available when All Data Groups by Application Group is selected, this allows you
to filter the objects by application group name. The value All selects objects that
have associated application groups and is selected by default. You can also select
a specific application group name.

Resource Group

Available when All Data Groups by Resource Group is selected, this allows you to
filter the objects by resource group name. The value All selects objects that have
associated resource groups and is selected by default. You can also select a
specific resource group name.
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Object Not Protected Details Dialog

Fields

The Object Not Protected Details dialog is the result of selecting the Details action for
an object listed in the Objects Not Protected window and displays information about
the selected object.

Object Details
Object name — Identifies the name of an object on the source node.

Library
Identifies the name of the selected library.

Node
Identifies the node (system definition name) where the library is located.

Type — Identifies the object type.

Attribute
Identifies the attribute of the object. This field is displayed only when the object’s
attribute is known to MIMIX.

Protection — Summarizes why the object is not protected.

* Not Protected
The object is either not journaled or not configured for replication. An object that is
not journaled cannot be replicated. A journaled object is not protected if it is either
not included in a selection rule or the journal-centric resource group or data group
does not include its object type.

* Excluded
The object is excluded by a selection rule.

Configuration Details

The Application Group and Resource Group fields are displayed only when one or
more application groups are configured.

Journaled — Indicates whether the object is journaled. Possible values are Yes or
No.

Current or last journal

Identifies the name of the journal to which the object is currently journaled. If the
object is not journaled, the last known journal name is displayed. A dash (-)
indicates there is no last known journal.

Library
Identifies the library where the journal is located.

Application group — The name of the application group where the exclude selection
rule is configured. A dash (-) is displayed when the object is not protected or when
the exclude rule is in a data group not associated with an application group.

Resource group — The name of the resource group where the exclude selection
rule is configured. A dash (-) is displayed when the object is not protected or when
the exclude selection rule is in a data group not associated with an application group.



Data group — The name of the data group where the exclude selection rule is
configured. A dash (-) is displayed when the object is not protected.

Selection rule — These fields are displayed when the object is excluded from
replication by an existing library selection rule. The details displayed is for the rule
with the most specific match that excludes the object.

Library
The library value specified in the selection rule.

Object
The object value specified in the selection rule.

Type

The object type specified in the selection rule.

Attribute

The object attribute specified in the selection rule. This is displayed only when the
exclude rule specifies an object of type *FILE or *DEVD.

Replication
The value specified in the rule which determines replication. This is always
Exclude.
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Replicated Objects window

The Replicated Objects window displays objects that have been replicated by the
instance. The objects shown are on the source nodes of the data groups or resource
groups and are grouped on separate tabs by object category.

Tabs for Libraries, Directories, and Folders include a tree control navigation. The
content area lists the replicated objects within the library, directory, or folder selected
in the navigation area, displays status of the most recent audit of the object, and
identifies whether the object was changed on the target node outside of normal
replication processes.

This window is the result of selecting the Replicated Objects action from one of the
following locations, and is filtered accordingly:

» The global action menu on the Data Protection Reports portlet or a row action for
a library, directory, or folder listed in the portlet.

* Arow action for an item listed in the Application Groups portlet, Data Groups
portlet, or Replication Environment portlet or window.

* Arow action for a configured application group, resource group, or data group
listed in respective panes in the Replication Configuration window.

For IFS directories configured for cooperative processing, the list includes all objects
(*DIR, *STMF, *SYMLNK) that are configured for replication within those directories.

For IFS directories configured for system journal replication (and therefore are not
cooperative processed), the list includes only the configured *DIR objects. A message
indicates that the directory may contain replicated objects that cannot be displayed.

Replicated members of physical files are included in the list below the file with which

they are associated. Members can be audited by multiple audits. Only the most recent
audit is displayed. Use the Details action for the object to view information about the

most recent audit’s results.

In environments with more than two nodes or that perform bi-directional replication,
replicated objects may appear in the list multiple times, once for each data group that
replicates the object. The three-part name of the data group and the direction of
replication distinguish the objects and are available in the flyover text and the object
details. Objects in disabled data groups are not displayed by default.

Filtering is available to limit the displayed objects to only objects that changed on the
source system within a selected length of time. You can filter objects by object type,
data group, application group, or audit status.

Normal replication and audit processes update the data available for display. During
initial configuration, configuration changes, and regular validation activities, a
message indicates that some objects may not appear until MIMIX finishes collecting
information about them.

Context Fields

The following fields identify the context of the information displayed in the window.
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Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Actions may be available from several locations. Global actions appear as a
dropdown list in the upper right and can be used any time. The scope of some global
actions may affect the instance. Toolbar actions appear above the list. Actions for
individual items appear at the right of each row.

Global Actions

Configuration - Displays the Replication Configuration window where you can display
and change the configuration for the instance.

Instance Policies - The Instance Policies dialog opens to the Audits tab. The values
displayed are those currently in use for the instance. Changing auditing values affects
all data groups in the instance that do not explicitly override the instance values.

Policy Summary - The Policy Summary window opens to the Audits tab. The window
displays a summary of current values of policies for the instance and all data groups
in the instance.

Correction Activity - Opens the Object Correction Activity window, showing
correction activity for the instance. MIMIX performs correction activity for problems
found during replication, by audits, or by other processes.

Objects Changed On Target - Displays a list of objects that target journal inspection
detected as changed on the target system by users or processes other than MIMIX.
This action is not available if there are no changed objects detected.

Preferences - Displays the Replicated Objects Preferences dialog where you can
select what columns to display in the window.

Toolbar Actions

Filter - Displays the Filter Replicated Objects dialog. The adjacent Filter Summary
field identifies current filter selections. An ellipsis (...) indicates that additional filter
selections are in effect.

Object Actions

Details - Displays detailed information for the selected object in the Replicated
Objects portlet.

Compare Details? - Displays details about the selected object, file, or member that
may be different between the source and target nodes, such as size or locks. These

1. This capability is available when managing an instances running MIMIX version 8.1.01.00 or
higher.
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details available from the operating system can be useful for problem determination
and are displayed in the Compare Object Details from Nodes window.

Audit History - Displays the available audit history for the selected object in the Object
Audit History window. This action is not available for objects that have not been
audited.

Audited Objects - Displays the Audited Objects window subsetted to the objects within
the selected library (*LIB), directory (*DIR), or folder (*FLR) and provides access to
the available auditing history for those objects. Objects that can be audited by more
than one audit are only displayed in the resulting list if they were audited by the same
audit as the selected object.This action is available when the available audit history
includes the last time the library, directory, or folder object was audited.

Exclude - Displays the appropriate exclude dialog with the selected item defaulted.
When selected for a library, directory, or folder, the Exclude from Replication dialog
allows you to create selection rules that will exclude the object and its contents from
replication. When selected for an object, file, or document, the respective Exclude
Libraries and Objects, Exclude Directories and Files, or Exclude Folders and
Documents dialog allows you to create a selection rule that will exclude the selected
object, file, or document from replication.

Tabs and Tree Controls

Each tab displays objects that have been replicated by the instance and a tree control
for navigation. When you select a library or path within the navigation tree, replicated
objects within that library or path are displayed in the content area.

Libraries Tab

The Libraries tab displays a tree showing the library locations of replicated library-
based objects on the source node. The tree is intended for navigation and therefore it
may include libraries that are not replicated when those libraries contain objects that
are configured for replication. The QSYS library is such an example. QSYS library
appears in the tree if one or more libraries or objects within it are configured for
replication.

When the root library is selected from the tree, the Library field above the columns
displays “QSYS (Libraries only)” and all replicated libraries are listed in the content
area.

When QSYS is selected, the Library field above the columns displays “QSYS” and
any replicated libraries or objects within it are displayed in the content area.

Selecting any other library from the tree displays the replicated objects for the
selected library in the content area.

When the selected library is empty, a message in the content area indicates that there
are no objects in the library to display.

2. The Compare Details action and resulting Compare Object Details from Nodes window are
available for instances running MIMIX version 8.1.02.00 or higher.
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Directories Tab

The Directories tab displays a tree showing the directory locations of replicated IFS

objects on the source node. The tree is intended for navigation and therefore it may
include directories that are not replicated when those directories contain objects that
are configured for replication.

Selecting a directory from the tree displays the replicated objects for the selected
directory in the content area. Stream files (*STMF) and symbolic links (*SYMLNK)
replicated through the system journal cannot be displayed. When the selected
directory contains these object types and is replicated through the system journal, a
message appears in the content area indicating that the configuration does not track
individual stream files or symbolic links in this directory.

When the selected directory does not contain replicated objects but its subdirectories
do, a message indicates that objects in the selected directory are not configured for
replication. When the selected directory is empty, a message indicates that there are
no objects to display in the selected directory.

Folders Tab

The Folders tab displays a tree showing the folder locations of replicated DLO objects
on the source node. The tree is intended for navigation and therefore it may include
folders that are not replicated when those folders contain objects that are configured
for replication.

Selecting a folder from the tree displays the replicated objects for the selected folder
in the content area. When the selected folder is empty, a message indicates that there
are no objects in the folder to display.

System Settings Tab

The System Settings tab displays a list of the replicated system settings types.
Columns identify the data group to which the rule is associated. Optionally, columns
that identify the associated application group and resource group appear if they have
been enabled in preferences.

System Values Tab

The System Values tab displays a list of the replicated system values. Columns
identify the data group to which the rule is associated. Optionally, columns that
identify the associated application group and resource group appear if they have
been enabled in preferences.

Column Descriptions for Libraries, Directories, and Folders tabs
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Afield in the upper left above the columns identifies the selected tree view location for
the objects currently displayed. Each tab displays the same set of columns.

Library
Identifies the library in which the listed source objects exist. This field is displayed
above the columns when the Libraries tab is selected.

Path
Identifies the path in which the listed source objects exist. This field is displayed
above the columns when the Directories tab is selected.
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Folder
Identifies the folder in which the listed source objects exist. This field is displayed
above the columns when the Folders tab is selected.

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Source Object — The name of the library-based object, DLO, IFS, or spooled file on
the source node. Files members are displayed in the format file(member). For
extremely long IFS and DLO names, the middle part of the path is replaced with an
ellipsis (...). Flyover text displays the entire name. Spooled files are displayed in the
format outputq(spooledfilename/spooledfilenumber). Flyover text for spooled files is
displayed in the format spooledfilename/spooledfilenumber -
Jjobnumber/jobuser/jobname.

Target Object — The fully qualified name of the library-based object, DLO, IFS, or
spooled file on the target node. If the object is configured with name mapping, the

mapped name is displayed. This column is displayed only when Target Object has
been selected from preferences in Edit mode.

Name formats are:
Library object: library/object or library/file(member)
IFS object: /directory/subdirectory/name
DLO object: folder/subfolder/document
Spooled file objects: library/outputq(spooledfilename/spooledfilenumber)

For extremely long IFS and DLO names and spooled file names, the middle part of
the path is replaced with an ellipsis (...). Flyover text displays the entire name. Flyover
text for spooled files is displayed in the format spooledfilename/spooledfilenumber -
jobnumber/jobuser/jobname.

Type — The object type for the listed object. Flyover text describes the object type
abbreviation. A dash is (-) is displayed if an object type is not recognized by MIMIX.

* For the Libraries tab, this can include any of the object types supported for
replication except those which appear on the Directories or Folders tabs.

* For the Directories tab, this can include any of the supported IFS object types:
*DIR, *STMF, or *SYMLNK. Only cooperatively processed *STMF and *SYMLNK
objects can be displayed.

» Forthe Folders tab, this can include any of the supported DLO object types: *DOC
or *FLR.

Data Group — The name of the data group that replicates the object. Flyover text
displays the full three-part name.

Application Group — The name of the application group to which the data group is
associated. This column is not displayed when there are no application groups
configured in the instance. A dash (-) indicates the data group does not belong to an
application group. This column can be optionally hidden using preferences in Edit
mode.
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Resource Group — The name of the resource group to which the data group
belongs. This column is not displayed when there are no application groups
configured in the instance. A dash (-) indicates the data group does not belong to an
application group. This column can be optionally hidden using preferences in Edit
mode.

Last Changed On Source — The date and time the object was most recently
changed on the source node, displayed in the time zone of the current primary portal
connection for the instance. For each row, flyover help displays the time zone.

Changed On Target By User — Indicates whether an object was changed on the
target node outside of MIMIX replication processes. Displayed names are System i
user names. Only the most recent user to change the object on the target is identified.
A dash (-) indicates the object was not changed by users other than MIMIX.

Note: For objects of type *FILE for which a member level change was detected, the
user is identified only on the member that changed.

Last Audit Details — This group of columns display information about the most
recent audit performed that included the object. The Audit columns preference in Edit
mode determines whether the group of columns or only the Audit Status column is
displayed.

Audit
The name of the most recent audit performed that included the object. A dash (=)
is displayed if the object has not been audited.

Date

The date and time the object was most recently audited. This time is relative to the
local time of the node on which the audit originated. A dash (-) is displayed if the
object has not been audited.

Status
The status of the audit results for the object from the most recent audit performed.

* Not Audited
One of the following scenarios existed for the object when the most recent
audit occurred:

* The object has not been audited yet.

» The object was found to be suspect, but has not been audited yet.

» The object changed on the target node and has not been audited yet.
» There is no audit start date associated with the object.

* Equal
The audit status is considered equal. The actual value can be any of the
following: *EC, *EQ, *EQ (DATE), or *EQ (OMIT).

» Differences Ignored
The audit status indicates that the objects is configured to ignore attributes,
data, or both, and there are no other more severe status indicators. The actual
value can be either *IC or *IN.
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Recovered
The audit status indicates that a recovery action to correct a detected
difference for the object completed.

Recovery In Progress
The audit status indicates that a recovery action for the object is currently in
progress. The actual value can be either *REP or *SYNC.

Not Supported
The audit status is considered not supported. The actual value can be any of
the following: *DT, *FF, *NA, or *NS.

Unknown

The audit status is considered unknown or unable to process. The actual value
can be any of the following: *APY, *CMT, *CO, *CO (LOB), *FMC, *FMT, *HLD,
*IOERR, *LCK, *SP, *UA, *UE, or *UN.

Not Equal
The object status is considered not equal. The actual value can be any of the
following: *NC, *NE, *NF1, *NF2, or *SJ.

Successful

The number of consecutive times the object was audited successfully by the
indicated audit. A successful audit is when the object is considered equal on both
nodes. Each successful audit increases the number by 1. An audit status
considered unknown does not change the count. Any other audit status resets the
number to 0. A dash (-) is displayed if the object has not been audited.

“Replicated Objects Preferences dialog” on page 1290
“When replicated object data is updated” on page 1299
“Filter Replicated Objects dialog” on page 1301
“Object Correction Activity window” on page 603
“Object Details dialog” on page 663

“Object Details dialog - earlier versions” on page 669

“Object Audit History window” on page 1304

Replicated Objects Preferences dialog

Fields

The selections made in the Replicated Objects Preferences dialog control which
columns are displayed in the Replicated Objects window and affect all tabs.

Display — Indicates whether to include certain categories of objects in the
information displayed.

Objects in disabled data groups
When selected, the list includes objects in currently disabled data groups.
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Deleted objects

When selected, objects that have been deleted are included in the list. Objects
deleted by normal replication activity or changes to configuration continue to be
identified in the replicated objects database for several days after deletion.

Object columns — Determines whether to display columns that provide additional
identifying information about objects.

Target Object
When selected, the Target Object column is displayed.

Application Group
When selected, the Application Group column is displayed.

Resource Group
When selected, the Resource Group column is displayed.

Audit columns — Determines which columns of audit information for objects are
displayed.

Audit Status
The Audit Status column is displayed. This is the default.

Last Audit Details

A group of columns are displayed that identify the audit name, date, status, and a
count of how many times the object has been audited successfully by the
indicated audit.

Rows per page — Determines how many rows of objects to display per page.

“‘Replicated Objects window” on page 1284
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<div id="mimixreplicatedobjectsportlet">

The Replicated Objects portlet displays objects that have been replicated by the
instance. The objects shown are on the source nodes of the data groups or resource
groups and are grouped on separate tabs by object category.

Tabs for Libraries, Directories, and Folders include a tree control navigation. The
content area lists the replicated objects within the library, directory, or folder selected
in the navigation area, displays status of the most recent audit of the object, and
identifies whether the object was changed on the target node outside of normal
replication processes.

This portlet is available to add to a custom page.

For IFS directories configured for cooperative processing, the list includes all objects
(*DIR, *STMF, *SYMLNK) that are configured for replication within those directories.

For IFS directories configured for system journal replication (and therefore are not
cooperative processed), the list includes only the configured *DIR objects. A message
indicates that the directory may contain replicated objects that cannot be displayed.

Replicated members of physical files are included in the list below the file with which

they are associated. Members can be audited by multiple audits. Only the most recent
audit is displayed. Use the Details action for the object to view information about the

most recent audit’s results.

In environments with more than two nodes or that perform bi-directional replication,
replicated objects may appear in the list multiple times, once for each data group that
replicates the object. The three-part name of the data group and the direction of
replication distinguish the objects and are available in the flyover text and the object
details. Objects in disabled data groups are not displayed by default.

Filtering is available to limit the displayed objects to only objects that changed on the
source system within a selected length of time. You can filter objects by object type,
data group, application group, or audit status.

Normal replication and audit processes update the data available for display. During
initial configuration, configuration changes, and regular validation activities, a
message indicates that some objects may not appear until MIMIX finishes collecting
information about them.

Selected help topics:

* “Replicated Objects portlet overview” on page 1293

* “Filter Replicated Objects dialog” on page 1301

*  “When replicated object data is updated” on page 1299
* “Replicated Objects portlet - Edit mode” on page 1300

* “Object Correction Activity window” on page 603
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* “Object Details dialog” on page 663

</div><!--"mimixreplicatedobjectsportlet"-->

Replicated Objects portlet overview

Actions

1293

The Replicated Objects portlet displays objects that have been replicated by the
instance. The objects shown are on the source nodes of the data groups or resource
groups and are grouped on separate tabs by object category.

Tabs for Libraries, Directories, and Folders include a tree control navigation. The
content area lists the replicated objects within the library, directory, or folder selected
in the navigation area, displays status of the most recent audit of the object, and
identifies whether the object was changed on the target node outside of normal
replication processes.

This portlet is available to add to a custom page.

For IFS directories configured for cooperative processing, the list includes all objects
(*DIR, *STMF, *SYMLNK) that are configured for replication within those directories.

For IFS directories configured for system journal replication (and therefore are not
cooperative processed), the list includes only the configured *DIR objects. A message
indicates that the directory may contain replicated objects that cannot be displayed.

Replicated members of physical files are included in the list below the file with which

they are associated. Members can be audited by multiple audits. Only the most recent
audit is displayed. Use the Details action for the object to view information about the

most recent audit’s results.

In environments with more than two nodes or that perform bi-directional replication,
replicated objects may appear in the list multiple times, once for each data group that
replicates the object. The three-part name of the data group and the direction of
replication distinguish the objects and are available in the flyover text and the object
details. Objects in disabled data groups are not displayed by default.

Filtering is available to limit the displayed objects to only objects that changed on the
source system within a selected length of time. You can filter objects by object type,
data group, application group, or audit status.

Normal replication and audit processes update the data available for display. During
initial configuration, configuration changes, and regular validation activities, a
message indicates that some objects may not appear until MIMIX finishes collecting
information about them.

Actions may be available from several locations. Global actions appear as a
dropdown list in the upper right and can be used any time. The scope of some global
actions may affect the instance. Toolbar actions appear above the list. Actions for
individual items appear at the right of each row.
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Global Actions

Configuration - Displays the Replication Configuration window where you can display
and change the configuration for the instance.

Instance Policies - The Instance Policies dialog opens to the Audits tab. The values
displayed are those currently in use for the instance. Changing auditing values affects
all data groups in the instance that do not explicitly override the instance values.

Policy Summary - The Policy Summary window opens to the Audits tab. The window
displays a summary of current values of policies for the instance and all data groups
in the instance.

Correction Activity - Opens the Object Correction Activity window', showing
correction activity for the instance. MIMIX performs correction activity for problems
found during replication, by audits, or by other processes.

Objects Changed On Target - Displays a list of objects that target journal inspection
detected as changed on the target system by users or processes other than MIMIX.
This action is not available if there are no changed objects detected.

Filter - Displays the Filter Replicated Objects dialog. The adjacent Filter Summary
field identifies current filter selections. An ellipsis (...) indicates that additional filter
selections are in effect.

Object Actions

Details - Displays detailed information for the selected object in the Replicated
Objects portlet.

Compare Details? - Displays details about the selected object, file, or member that
may be different between the source and target nodes, such as size or locks. These
details available from the operating system can be useful for problem determination
and are displayed in the Compare Object Details from Nodes window.

Audit History - Displays the available audit history for the selected object in the Object
Audit History window. This action is not available for objects that have not been
audited.

Audited Objects - Displays the Audited Objects window subsetted to the objects within
the selected library (*LIB), directory (*DIR), or folder (*FLR) and provides access to
the available auditing history for those objects. Objects that can be audited by more
than one audit are only displayed in the resulting list if they were audited by the same
audit as the selected object.This action is available when the available audit history
includes the last time the library, directory, or folder object was audited.

Exclude - Displays the appropriate exclude dialog with the selected item defaulted.
When selected for a library, directory, or folder, the Exclude from Replication dialog
allows you to create selection rules that will exclude the object and its contents from
replication. When selected for an object, file, or document, the respective Exclude
Libraries and Objects, Exclude Directories and Files, or Exclude Folders and

1. This capability is available when managing an instances running MIMIX version 8.1.01.00 or
higher.

2. The Compare Details action and resulting Compare Object Details from Nodes window are
available for instances running MIMIX version 8.1.02.00 or higher.
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Documents dialog allows you to create a selection rule that will exclude the selected
object, file, or document from replication.

Tabs and Tree Controls

1295

Each tab displays objects that have been replicated by the instance and a tree control
for navigation. When you select a library or path within the navigation tree, replicated
objects within that library or path are displayed in the content area.

Libraries Tab

The Libraries tab displays a tree showing the library locations of replicated library-
based objects on the source node. The tree is intended for navigation and therefore it
may include libraries that are not replicated when those libraries contain objects that
are configured for replication. The QSYS library is such an example. QSYS library
appears in the tree if one or more libraries or objects within it are configured for
replication.

When the root library is selected from the tree, the Library field above the columns
displays “QSYS (Libraries only)” and all replicated libraries are listed in the content
area.

When QSYS is selected, the Library field above the columns displays “QSYS” and
any replicated libraries or objects within it are displayed in the content area.

Selecting any other library from the tree displays the replicated objects for the
selected library in the content area.

When the selected library is empty, a message in the content area indicates that there
are no objects in the library to display.

Directories Tab

The Directories tab displays a tree showing the directory locations of replicated IFS
objects on the source node. The tree is intended for navigation and therefore it may
include directories that are not replicated when those directories contain objects that
are configured for replication.

Selecting a directory from the tree displays the replicated objects for the selected
directory in the content area. Stream files (*STMF) and symbolic links (*SYMLNK)
replicated through the system journal cannot be displayed. When the selected
directory contains these object types and is replicated through the system journal, a
message appears in the content area indicating that the configuration does not track
individual stream files or symbolic links in this directory.

When the selected directory does not contain replicated objects but its subdirectories
do, a message indicates that objects in the selected directory are not configured for
replication. When the selected directory is empty, a message indicates that there are
no objects to display in the selected directory.

Folders Tab

The Folders tab displays a tree showing the folder locations of replicated DLO objects
on the source node. The tree is intended for navigation and therefore it may include
folders that are not replicated when those folders contain objects that are configured
for replication.
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Selecting a folder from the tree displays the replicated objects for the selected folder
in the content area. When the selected folder is empty, a message indicates that there
are no objects in the folder to display.

System Settings Tab

The System Settings tab displays a list of the replicated system settings types.
Columns identify the data group to which the rule is associated. Optionally, columns
that identify the associated application group and resource group appear if they have
been enabled in preferences.

System Values Tab

The System Values tab displays a list of the replicated system values. Columns
identify the data group to which the rule is associated. Optionally, columns that
identify the associated application group and resource group appear if they have
been enabled in preferences.

Column Descriptions for Libraries, Directories, and Folders tabs

Afield in the upper left above the columns identifies the selected tree view location for
the objects currently displayed. Each tab displays the same set of columns.

Library
Identifies the library in which the listed source objects exist. This field is displayed
above the columns when the Libraries tab is selected.

Path
Identifies the path in which the listed source objects exist. This field is displayed
above the columns when the Directories tab is selected.

Folder
Identifies the folder in which the listed source objects exist. This field is displayed
above the columns when the Folders tab is selected.

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Source Object — The name of the library-based object, DLO, IFS, or spooled file on
the source node. Files members are displayed in the format file(member). For
extremely long IFS and DLO names, the middle part of the path is replaced with an
ellipsis (...). Flyover text displays the entire name. Spooled files are displayed in the
format outputq(spooledfilename/spooledfilenumber). Flyover text for spooled files is
displayed in the format spooledfilename/spooledfilenumber -
Jjobnumber/jobuser/jobname.

Target Object — The fully qualified name of the library-based object, DLO, IFS, or
spooled file on the target node. If the object is configured with name mapping, the

mapped name is displayed. This column is displayed only when Target Object has
been selected from preferences in Edit mode.

Name formats are:
Library object: library/object or library/file(member)

IFS object: /directory/subdirectory/name
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DLO object: folder/subfolder/document
Spooled file objects: library/outputq(spooledfilename/spooledfilenumber)

For extremely long IFS and DLO names and spooled file names, the middle part of
the path is replaced with an ellipsis (...). Flyover text displays the entire name. Flyover
text for spooled files is displayed in the format spooledfilename/spooledfilenumber -
Jjobnumber/jobuser/jobname.

Type — The object type for the listed object. Flyover text describes the object type
abbreviation. A dash is (-) is displayed if an object type is not recognized by MIMIX.

* For the Libraries tab, this can include any of the object types supported for
replication except those which appear on the Directories or Folders tabs.

* For the Directories tab, this can include any of the supported IFS object types:
*DIR, *STMF, or *SYMLNK. Only cooperatively processed *STMF and *SYMLNK
objects can be displayed.

» Forthe Folders tab, this can include any of the supported DLO object types: *DOC
or *FLR.

Data Group — The name of the data group that replicates the object. Flyover text
displays the full three-part name.

Application Group — The name of the application group to which the data group is
associated. This column is not displayed when there are no application groups
configured in the instance. A dash (-) indicates the data group does not belong to an
application group. This column can be optionally hidden using preferences in Edit
mode.

Resource Group — The name of the resource group to which the data group
belongs. This column is not displayed when there are no application groups
configured in the instance. A dash (-) indicates the data group does not belong to an
application group. This column can be optionally hidden using preferences in Edit
mode.

Last Changed On Source — The date and time the object was most recently
changed on the source node, displayed in the time zone of the current primary portal
connection for the instance. For each row, flyover help displays the time zone.

Changed On Target By User — Indicates whether an object was changed on the
target node outside of MIMIX replication processes. Displayed names are System i
user names. Only the most recent user to change the object on the target is identified.
A dash (-) indicates the object was not changed by users other than MIMIX.

Note: For objects of type *FILE for which a member level change was detected, the
user is identified only on the member that changed.

Last Audit Details — This group of columns display information about the most
recent audit performed that included the object. The Audit columns preference in Edit
mode determines whether the group of columns or only the Audit Status column is
displayed.

Audit
The name of the most recent audit performed that included the object. A dash (-)
is displayed if the object has not been audited.
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Date

The date and time the object was most recently audited. This time is relative to the
local time of the node on which the audit originated. A dash (=) is displayed if the
object has not been audited.

Status
The status of the audit results for the object from the most recent audit performed.

* Not Audited
One of the following scenarios existed for the object when the most recent
audit occurred:

* The object has not been audited yet.

» The object was found to be suspect, but has not been audited yet.

» The object changed on the target node and has not been audited yet.
* There is no audit start date associated with the object.

* Equal
The audit status is considered equal. The actual value can be any of the
following: *EC, *EQ, *EQ (DATE), or *EQ (OMIT).

» Differences Ignored
The audit status indicates that the objects is configured to ignore attributes,
data, or both, and there are no other more severe status indicators. The actual
value can be either *IC or *IN.

* Recovered
The audit status indicates that a recovery action to correct a detected
difference for the object completed.

* Recovery In Progress
The audit status indicates that a recovery action for the object is currently in
progress. The actual value can be either *REP or *SYNC.

* Not Supported
The audit status is considered not supported. The actual value can be any of
the following: *DT, *FF, *NA, or *NS.

* Unknown
The audit status is considered unknown or unable to process. The actual value
can be any of the following: *APY, *CMT, *CO, *CO (LOB), *FMC, *FMT, *HLD,
*IOERR, *LCK, *SP, *UA, *UE, or *UN.

* Not Equal
The object status is considered not equal. The actual value can be any of the
following: *NC, *NE, *NF1, *NF2, or *SJ.

Successful

The number of consecutive times the object was audited successfully by the
indicated audit. A successful audit is when the object is considered equal on both
nodes. Each successful audit increases the number by 1. An audit status
considered unknown does not change the count. Any other audit status resets the
number to 0. A dash (-) is displayed if the object has not been audited.
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“When replicated object data is updated” on page 1299
“Replicated Objects portlet - Edit mode” on page 1300
“Filter Replicated Objects dialog” on page 1301
“Object Details dialog” on page 663

“Object Details dialog - earlier versions” on page 669

“Object Audit History window” on page 1304

When replicated object data is updated
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The behavior described below for the Replicated Objects window also applies to the
Replicated Objects portlet. The Replicated Objects portlet is not on any shipped
pages but it can added to a custom page.

The Replicated Objects window retrieves data from the replicated objects database.
While the displayed data refreshes when you select the Analysis page, a tab in the
window, or an item in a tree, it is important to understand the implications of when the
underlying database is updated.

The database is initially populated from configuration information. It is updated during
normal replication and auditing activity and when starting data groups after
configuration changes occur. The database is also validated by internal processes on
a regular basis. Initial population, updates for configuration changes, and validation
can take a significant amount of time. During these activities, the following message is
displayed at the top of the window:

“‘MIMIX is collecting information for existing objects or newly configured objects.
Some objects may not appear until the collection is finished.”

During normal replication and audit activity, the database is updated as follows:

* When an object is added to the replication scope (within the name space), the
object appears in the window after the object is replicated.

* When an object is renamed, the new name appears in the window after the
renamed object is replicated.

* When an object is removed from the replication scope (outside the name space),
the object no longer appears in the window after replication processes remove the
object from the target node.

* When an object is deleted from the source node, the database is updated to
reflect the change. The deleted object remains in the database for several days.

*  When MIMIX replication or audit processes recover an object that had been
detected as being removed from the target node by a process other than MIMIX,
the object will no longer be tracked as “changed by user on target” and the user
name no longer appears in the window.

*  When an audit completes, the last audit status information is updated for the
affected objects.
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* When target journal inspection finds objects changed on the target node by users,
the object is tracked in the database and the name of the user that changed the
object appears in the window. When automatic correction of the identified object
occurs, the database and window are updated. The object remains in the
database for several days.

When a switch is in progress, the window continues to determine the current direction
of replication and displays the object names in the correct current source and target
columns. This is most noticeable for name-mapped objects.

“‘Replicated Objects portlet overview” on page 1293
“Object Details dialog” on page 663

“Object Details dialog - earlier versions” on page 669

Replicated Objects portlet - Edit mode

Fields

Preferences set in edit mode for the Replicated Objects portlet affect all tabs in the
portlet.

In edit mode, you can select preferences for normal mode. To access edit mode, click

the Edit icon on the tool bar on the portlet.

Preferences are saved separately for each user and for each occurrence of the
portlet.

Instance — Identifies the user-defined name of the instance with which the portlet
interacts. The instance can be changed only when the portlet is used on a customized
page within My Folder.

Display — Indicates whether to include certain categories of objects in the
information displayed.

Objects in disabled data groups
When selected, the list includes objects in currently disabled data groups.

Deleted objects

When selected, objects that have been deleted are included in the list. Objects
deleted by normal replication activity or changes to configuration continue to be
identified in the replicated objects database for several days after deletion.

Object columns — Determines whether to display columns that provide additional
identifying information about objects.

Target Object
When selected, the Target Object column is displayed.

Application Group
When selected, the Application Group column is displayed.
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Resource Group
When selected, the Resource Group column is displayed.

Audit columns — Determines which columns of audit information for objects are
displayed.
* Audit Status

The Audit Status column is displayed. This is the default.

* Last Audit Details
A group of columns are displayed that identify the audit name, date, status, and a
count of how many times the object has been audited successfully by the
indicated audit.

Rows per page — Determines how many rows of objects to display per page.

“Replicated Objects portlet overview” on page 1293

Filter Replicated Objects dialog

The Filter Replicated Objects dialog allows you to select what type of replicated object
information is displayed. The filter selection applies to all tabs.

The dialog is the result of selecting the Filter button from the toolbar on the Replicated
Objects window or the Replicated Objects portlet.

Context Fields

Fields

1301

The following fields identify the context of the portlet from which the dialog was
requested.

Instance — Ildentifies the user-defined name of the instance with which the dialog
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — Identifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Select values by which to filter the replicated objects. Click Additional Options to
display more filtering criteria.

Filter — The available filter choices. Any additional options you select will further
qualify the displayed objects.

* All Objects
All objects within the replication space of data groups in the instance are displayed
without regard to when they were last changed. This option is the default.

* Changed On Source
All objects within the replication space that changed on the source node are
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displayed. Use this option to check what was replicated during a range of time.

Time range — A time range by which to filter. The default is to display objects
replicated in the last 24 hours. Other selections range from a few minutes to days.
This field is available when the Filter selected is Objects Changed On Source.

Object — The object name to include in the filter. The default is an asterisk (*), which
selects all objects. An asterisk can also be used as a wild card character in a specified
alphanumeric name.

Additional Options

Clicking on this text expands or collapses additional fields for filtering. The available
fields may vary depending on the selected choice for Filter.

Data group — Filters the displayed objects by data group. This field is available when
the Filter selected is All Objects or Objects Changed On Source.

» All Data Groups by Application Group
Objects replicated by all data groups within the selected application group are
displayed. This value is available only when application groups are configured for
the instance.

» All Data Groups by Resource Group
Obijects replicated by all data groups within the selected resource group are
displayed. This value is available only when application groups are configured for
the instance.

* All Data Groups
Obijects replicated by all data groups in the instance are displayed. This is the
default.

* Name node1 node2
The three-part name of each data group is available to select. For each data
group, node 1 is always the first of the identified nodes. An arrow indicates the
current direction of replication between the nodes in the data group.

Application group — Filters the objects displayed by application group. This field is
available when there are application groups configured for the instance and All Data
Groups by Application Group is selected from the Data group field.

« Al
Obijects for all application groups replicated by the instance are displayed. This is
the default.

*  Name
The name of each application group in the instance is available to select.

Resource group — Filters the objects displayed by the resource group. This field is
available when there are application groups configured for the instance and All Data
Groups by Resource Group is selected from the Data group field.

« Al
Obijects for all resource groups in the instance are displayed. This is the default.

* Name
The name of each resource group in the instance is available to select.
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Object types — The following fields, arranged horizontally, correspond to classes of
objects replicated within the instance and the displayed tabs. You can filter by object
type within each class.

These fields are available when the Filter selected is All Objects or Objects Changed
On Source.

Library
Filters the Libraries tab by the selected object types for library-based objects.

All
All available types of replicated library-based objects are displayed. This is the
default.

Select

You can select specific object types from the list below this field. The list
includes only object types for objects that are in the list of replicated objects.
Selecting multiple values is supported.

Directory (IFS)

Filters the Directories tab by the selected object types for IFS objects. Note that
only cooperatively processed stream files (*STMF) and symbolic links (*SYMLNK)
can be displayed.

All
All available types of replicated IFS objects are displayed. This is the default.

Select

You can select specific object types from the list below this field. The list
includes only object types for objects that are in the list of replicated objects.
Selecting multiple values is supported.

Folder (DLO)
Filters the Folders tab by the selected object types for document library objects
(DLOs).

All
All available types of replicated DLO objects are displayed. This is the default.

Select

You can select specific object types from the list below this field. The list
includes only object types for objects that are in the list of replicated objects.
Selecting multiple values is supported.

Last audit status — Filters by the status of the most recent audit performed on the
objects. This field is available when the Filter selected is All Objects.

All
All audit status values are displayed. This is the default.

Select

You can select the category of audit status to display. Selecting multiple values is

supported.



Object Audit History window

* Equal
Only objects with a most recent audit status that is considered equal are
displayed. This category includes these status values: *EC, *EQ, *EQ (DATE),
and *EQ (OMIT).

» Differences Ignored
Only objects with a most recent audit status that indicates differences were
ignored due to configuration are displayed. This category includes status
values of *IC and *IN.

* Recovered
Only objects with a most recent audit status of recovered (fRECOVERED) are
displayed.

* Recovery In Progress
Only objects with a most recent audit status indicating a recovery action is in
progress are displayed. This category includes these status values: *REP and
*SYNC.

* Not Supported
Only objects with a most recent audit status that is considered not supported
are displayed. This category includes these status values: *DT, *FF, *NA and
*NS.

* Unknown
Only objects with a most recent audit status that is considered unknown and
unable to process are displayed. This category includes these status values:
*APY, *CMT, *CO, *CO (LOB), *FMC, *FMT, *HLD, *IOERR, *LCK, *SP, *UA,
*UE and *UN.

* Not Equal
Only objects with a most recent audit status that is considered not equal are
displayed. This includes these status values: *NC, *NE, *NF1, *NF2 and *SJ.

* Not Audited
Only objects that have not been audited are displayed.

“Replicated Objects portlet overview” on page 1293
“When replicated object data is updated” on page 1299

Object Audit History window

The Object Audit History window displays the available auditing history of the selected
object. This window is the result of selecting the Audit History action from the Object

Details dialog, Replicated Objects portlet, or Replicated Objects window.".

1. On instances running MIMIX 8.1.14.00 or earlier, the window can also be accessed from the
Object Correction Activity window, or the Recoveries tab on the Audits, Recoveries, and
Notifications portlet.
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History information is saved on the node on which the audit originated. If you see a
“No connection error’ message, go to the Home page and configure a portal
connection for that node and add it to the instance configuration.

Context Fields

Actions

1306

Object on originating node — The name of the selected object on the source node.
The name of the node (system definition) is included in the field label. For spooled
files, the name is displayed in the format
library/outputq(spooledfilename/spooledfilenumber).

Object on remote node — The name of the selected object on the target node,
displayed when name mapping is configured for the object. The name of the node
(system definition) is included in the field label. For spooled files, the name is
displayed in the format library/outputq(spooledfilename/spooledfilenumber).

Job — The three-part name of the job that produced the spooled file (job number,
user name, and job name). This field is displayed only when the audited object is a
spooled file.

Audit — Identifies the audit name for this object type. Possible audits are Directories
(#IFSATR), Folders (#DLOATR), or Libraries (#OBJATR). This field is not displayed
for objects of type *FILE.

Type — The object type for the object. Flyover text identifies the object type name in
text.

Data group — The three-part name of the data group that was checked by the audit
run. The direction of the arrow indicates the direction of replication.

Resource group — The name of the resource group to which the data group
currently belongs. This field is displayed when the data group belongs to an
application group. At the time the audit ran, the data group may have belonged to a
different resource group or no resource group.

Application group — The name of the application group to which the data group
currently belongs. At the time the audit ran, the data group may have belonged to a
different application group or no application group.

Actions appear in multiple locations.

Global Actions
Global actions appear as a dropdown list in the upper right and can be used any time.

Preferences - Displays the Preferences dialog, allowing control over how much
information is displayed.

Row Actions
Actions for individual objects appear at the right of each row.

Display Results - Opens a new window showing the results of the corresponding
audit, subset to the selected object. The results identify any differences detected for
the selected object and any attempted recovery actions.



Object Audit History Preferences dialog

Column Descriptions

When a vertical double arrow appears in a column heading, you can sort the rows in
the portlet by that column. The column heading toggles the sort between ascending
and descending order.

Compare — These columns provide information from the compare phase of the audit
run.

Date
The date and time the object was compared. This time is relative to the local time
of the node on which the audit originated.

Status
The audit status of the object after it was compared.

For possible status values, see “Difference indicator values for audited objects
and attributes” on page 1120

Audit Option — Identifies the audit option value in effect for the displayed run of the
audit. The value used was either from the audit option policy value, or from a
manually invoked audit request that specified to override the audit option.

Recovery — These columns provide information from the recovery phase of the
audit.

Date

The date and time that recovery was attempted for the object. This time is relative
to the local time of the node on which the audit originated. A dash indicates that
recovery was not attempted because the compare status was equal.

Status

The recovery status of the object at the time the recovery phase of the audit
completed. A dash indicates either that the object compare status is equal,
recovery was not attempted, or the object has a selection rule that identifies
attributes or data to be ignored by auditing.

For possible status values, see “Difference indicator values for audited objects
and attributes” on page 1120.

Audit — Displayed for objects of type *FILE, the name of the audit that checked the
object. Files can be audited by any of the following audits: File Attributes (#FILATR),
File Member Attributes (#FILATRMBR), File Data (#FILDTA), or File Member Record
Counts (#MBRRCDCNT).

Object Audit History Preferences dialog

This Preferences dialog affects the Object Audit History window.

Rows per page — Select the number of rows to display per page in each list. The
default is 100.
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Arrivals and Backlog portlet

<div id="mimixarrivalsbacklogportlet">

The Arrivals and Backlog portlet charts recent history of the rate at which replication
work arrived and the size of any replication backlogs. By charting historical arrival
rates and backlogs together, it is easier to identify how trends and anomalies in
arriving journal activity correlate to when and why replication backlogs occurred.
Identification is key to reducing or eliminating the exposure that backlogs create.

All displayed arrival and backlog data are calculated and graphed by intervals. The
Chart tab graphs the calculated data in separate charts for database and object
replication. The Data tab identifies the numbers derived for each interval.

For each type of replication, three key pieces of information are displayed:

» Arrivals - the calculated number of transactions that have been arriving in journals
on source nodes within the selected time. This is the potential amount of work to
perform. The actual amount performed may have been filtered to smaller
amounts.

« Backlog - the sum of replication backlogs within the selected time. This indicates
whether MIMIX processes kept pace with arrivals.

* Process status - the worst of the tracked replication statuses within the selected
time. This indicates whether problems with replication processes may have been
the cause of a backlog.

Initially, the portlet displays data for all data groups in the instance over the past two
hours, calculated in five minute intervals. You can filter the data to specific node pairs
or data groups, as well as change the length of time for the displayed data, which also
changes the length of the intervals. Data displayed in the portlet is retrieved when the
Analysis page is accessed or refreshed. Changing filtering criteria refreshes your view
of the data but does not retrieve new data. Times shown are relative to the current
time of the primary node connection in the instance domain for the instance.

History data includes all selected data groups with activity within the selected time. If
a disabled data group is within the selection, any of its history during the selected time
is included.

Selected help topics:
» “Arrivals and Backlog portlet overview” on page 1307
*  “Arrivals and Backlog portlet - Edit mode” on page 1313

</div><!--"mimixarrivalsbacklogportlet"-->

Arrivals and Backlog portlet overview
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The Arrivals and Backlog portlet charts recent history of the rate at which replication
work arrived and the size of any replication backlogs. By charting historical arrival
rates and backlogs together, it is easier to identify how trends and anomalies in
arriving journal activity correlate to when and why replication backlogs occurred.
Identification is key to reducing or eliminating the exposure that backlogs create.

All displayed arrival and backlog data are calculated and graphed by intervals. The
Chart tab graphs the calculated data in separate charts for database and object
replication. The Data tab identifies the numbers derived for each interval.

For each type of replication, three key pieces of information are displayed:

* Arrivals - the calculated number of transactions that have been arriving in journals
on source nodes within the selected time. This is the potential amount of work to
perform. The actual amount performed may have been filtered to smaller
amounts.

» Backlog - the sum of replication backlogs within the selected time. This indicates
whether MIMIX processes kept pace with arrivals.

* Process status - the worst of the tracked replication statuses within the selected
time. This indicates whether problems with replication processes may have been
the cause of a backlog.

Initially, the portlet displays data for all data groups in the instance over the past two
hours, calculated in five minute intervals. You can filter the data to specific node pairs
or data groups, as well as change the length of time for the displayed data, which also
changes the length of the intervals. Data displayed in the portlet is retrieved when the
Analysis page is accessed or refreshed. Changing filtering criteria refreshes your view
of the data but does not retrieve new data. Times shown are relative to the current
time of the primary node connection in the instance domain for the instance.

History data includes all selected data groups with activity within the selected time. If
a disabled data group is within the selection, any of its history during the selected time
is included.

Context Fields
The following fields identify the context of the portlet.

Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. An instance is configured within the Assure Unified Interface to represent an
installation of MIMIX.

Node — ldentifies the user-defined name of the portal connection currently in use for
the instance. The node configured in this portal connection is the primary node
through which the instance connects to, retrieves data from, and performs actions for
the product.

Last refresh — The date and time that the displayed data was refreshed. This
information is shown in the format of the browser locale and provides a reference
point when time values are shown on the X-axis of the Chart tab and the Interval
column on the Data tab.
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Filtering Actions

Chart Tab
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The buttons located above the tabs allow you to filter the data displayed in the portlet.
Changing filtering criteria refreshes your view of the data but does not retrieve new
data. From left to right, the buttons select the following:

Node Pairs - Filters the data by node pairs. This button is not displayed when there
are only two nodes in the instance.

* All Node Pairs
The data displayed includes all data groups for all node pairs in the instance.

* Node - Node
The node pairs corresponding to configured data groups are available to select.
Choosing a node pair also changes the data groups filter to only show the data
groups with that node pair.

Data Groups - Filters the data by data group.

» All Data Groups
All data groups in the instance or selected node pair are included in the data
regardless of replication direction.

* Name Node1 arrow Node2
The data groups between the selected node pairs are available to select. The
direction of the arrow indicates the current direction of replication between nodes.

Time Range - Filters the data to a specific period of time.

* 2Hours
The most recent two hours of historical data is displayed. Data collection is shown
in 5-minute intervals.

« 2Days
The most recent two days of historical data is displayed. Data collection is shown
in 1-hour intervals.

* 2 Months
The most recent two months of historical data is displayed. Data collection is
shown in 1-day intervals.

The Chart tab has separate graphs for database and object replication.

Each collection interval is graphed as a point on the chart at the start time for the
interval. For example, data for an interval between 1 a.m. and 2 a.m. is graphed at the
1 a.m. point. When filtering is by days or months, the most recent interval may not
include all data up to the current time.

Arrivals on source — The derived number of transactions that arrived in source
journals for the data groups within the filtered selection during the interval.

* For database replication, the arrival rate is calculated from sequence numbers in
each source user journal for the data groups in the filtered selection.

* For object replication, the arrival rate is calculated from sequence numbers in
each source node journal for the data groups in the filtered selection. Because
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data groups using the same source node read from the same journal, the arrival
rate will only appear to change when filtering includes data groups with different
source nodes. You will see arrival rates even when replication processes were not
active.

Replication backlog — The number of transactions that were in replication backlogs
during the interval. This number is derived using data from all data groups within the
selected filtering criteria. This indicates how well MIMIX processes have kept pace
with arrivals.

* For database replication, the backlog number is the sum of all database apply
session backlogs and all backlogs for the database reader (RJ configuration) or
database send (source-send configuration) processes. The backlog numbers are
derived from a combination of history data and calculations from sequence
numbers.

* For object replication, the backlog number is the sum of all object send, object
retrieve, container send, and object apply process backlogs that were saved in
replication history.

RJ backlog — The number of journal entries that had not been transferred from the
local journal on the source node to the remote journal on the target node during the
interval. This is the number of journal entries that were exposed to loss in the event of
an unplanned outage. In the event of a planned switch, the time needed to complete
processing of these entries may have increased the time of the switch. The RJ
backlog is displayed only for Database Replication when the filter selection includes
data groups that are configured with remote journaling.The RJ backlog is displayed
only for Database Replication.

Numeric range (Y-axis) — The numbers in the scale are derived from transactions
that arrived and that were in backlog, The numbers are meant to show trends over
time and may not exactly match actual values. You may see large swings in arrival
data if journal sequence numbers were reset or rolled over. When time filtering criteria
is by days or months or when replication processes were ended, the numbers
displayed may be quite large.

Time range (X-axis) — Displays the timestamp of the start of each data collection
interval within the displayed time range. Time is shown in 24-hour format and is
relative to the current time of the primary node connection in the instance domain for
the instance. The length of the interval is determined by the selected time range filter
criteria. The day of the week is included when the time range is days. Only the date is
displayed when the time range is months. There may be gaps in the intervals
displayed if MIMIX is down for an extended time. When filtering is by days or months,
the most recent interval may not include all data up to the current time.

Note: When the selected time range is in days or months, for clarity, the X-axis does
not display labels for every interval. When the portlet view is maximized, all
intervals have labels.

Status of processes — Parallel to the X-axis, the worst status of the evaluated
replication processes for each time interval is displayed. For each interval, the value
is derived from the status of the evaluated processes for all data groups within the
selected filtering criteria.
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Data Tab
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* For database replication, the evaluated processes are the database apply
process and either the database reader (RJ configuration) or the database send
(source-send configuration) process.

* For object replication, the evaluated processes are: object send, object retrieve,
container send, object apply, and send-activity-status.1

Possible Values

Red

One or more of the processes were stopped or were in error. A short red column
indicates that all of the evaluated processes were stopped. A taller red column
indicates that one of the evaluated processes had a status more severe than
stopped or was participating in a virtual switch.

Yellow

At least one process had a status of Attention. A switch may have been in
progress or a process threshold was exceeded. For database replication, the
Attention status could also have been caused by the remote journaling function
running in catch-up mode.

Green
Process statuses were active and considered good.

Blank
The data group was disabled.

The Data tab has separate sections for database and object replication. This tab
identifies the calculated data used to graph each collection interval on the Chart tab.
Each collection interval is identified as well as the number of transactions arriving and
in backlog at that time and the status of replication processes.

Interval — The timestamp displayed is the starting point of the data collection
interval, shown in 24-hour format and relative to the current time of the primary node
connection in the instance domain for the instance. The length of the interval is
determined by the selected time range filter criteria. The day of the week is included
when the time range is days. Only the date is displayed when the time range is
months. There may be gaps in the intervals displayed if MIMIX is down for an
extended time. When filtering is by days or months, the most recent interval may not
include all data up to the current time.

Arrivals — The derived number of transactions that arrived in source journals for the
data groups within the filtered selection during the interval.

* For database replication, the arrival rate is calculated from sequence numbers in
each source user journal for the data groups in the filtered selection.

» For object replication, the arrival rate is calculated from sequence numbers in
each source node journal for the data groups in the filtered selection. Because
data groups using the same source node read from the same journal, the arrival
rate will only appear to change when filtering includes data groups with different

1. The send-activity-status process, which sends the status of activities from the target node, is
included on instances running MIMIX 8.2.01.00 and higher.
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source nodes. You will see arrival rates even when replication processes were not
active.

Backlog — The number of transactions that were in replication backlogs during the
interval. This number is derived using data from all data groups within the selected
filtering criteria. This indicates how well MIMIX processes have kept pace with
arrivals.

* For database replication, the backlog number is the sum of all database apply
session backlogs and all backlogs for the database reader (RJ configuration) or
database send (source-send configuration) processes. The backlog numbers are
derived from a combination of history data and calculations from sequence
numbers.

» For object replication, the backlog number is the sum of all object send, object
retrieve, container send, and object apply process backlogs that were saved in
replication history.

RJ Backlog — The number of journal entries that had not been transferred from the
local journal on the source node to the remote journal on the target node during the
interval. This is the number of journal entries that were exposed to loss in the event of
an unplanned outage. In the event of a planned switch, the time needed to complete
processing of these entries may have increased the time of the switch. The RJ
backlog is displayed only for Database Replication when the filter selection includes
data groups that are configured with remote journaling.The RJ backlog is displayed
only for Database Replication.

Processes — The worst status of the evaluated replication processes. For each
interval, the value is derived from the status of the evaluated processes for all data
groups within the selected filtering criteria.

* For database replication, the evaluated processes are the database apply
process and either the database reader (RJ configuration) or the database send
(source-send configuration) process.

* For object replication, the evaluated processes are: object send, object retrieve,
container send, object apply, and send-activity-status.1

Possible Values
'EE Action Required

» At least one process had a status of Action required. The process may have
been partially active, failed, or its status was not known.

Stopped
» All processes were stopped.
Virtual Switch

» The apply processes for at least one of the evaluated data groups was
stopped because it was participating in a virtual switch.

1. The send-activity-status process, which sends the status of activities from the target node, is
included on instances running MIMIX 8.2.01.00 and higher.
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|
* Attention

+ At least one process had a status of Attention. A switch may have been in
progress or a process threshold was exceeded. For database replication, the
Attention status could also have been caused by the remote journaling
function running in catch-up mode.

. Active

* Process statuses were active and considered good.
Disabled

* The data group was disabled.

Arrivals and Backlog portlet - Edit mode

Fields

1313

In edit mode, you can select preferences for normal mode. To access edit mode, click

the Edit icon on the tool bar on the portlet.

Preferences are saved separately for each user and for each occurrence of the
portlet.

Instance — ldentifies the user-defined name of the instance with which the portlet
interacts. The instance can be changed only when the portlet is used on a customized
page within My Folder.

Charts — Identifies which replication process charts and data to display in the portlet.

« Al
Arrivals and backlog charts are displayed for all replication processes used by the
data group.

+ Database only
The database replication arrivals and backlog information is displayed.

* Object only
The object replication arrivals and backlog information is displayed.

“Arrivals and Backlog portlet overview” on page 1307



Notices

MIMIX Portal Application Online Help
Copyright 1990, 2024 Precisely.

Precisely

1700 District Ave Ste 300
Burlington MA 01803-5231
USA

Precisely provides no expressed or implied warranty with this manual.

Trademarks

See www.precisely.com for information about our valuable trademarks.

The following are trademarks or registered trademarks of their respective organizations or companies:

AIX, AIX 5L, AS/400, DB2, eServer, FlashCopy, IBM, Informix, i5/0S, iSeries, MQSeries, OS/400, Power,
PowerHA, System i, System i5, System p, System x, System z, and WebSphere—International Business
Machines Corporation.

Adobe and Acrobat Reader—Adobe Systems, Inc.
HP-UX—Hewlett-Packard Company.
Teradata—Teradata Corporation.

Intel—Intel Corporation.

Linux—Linus Torvalds.

Excel, Internet Explorer, Microsoft, Windows, and Windows Server—Microsoft Corporation.
Mozilla and Firefox—Mozilla Foundation.

Java, Solaris, Oracle—Oracle Corporation.

Red Hat—Red Hat, Inc.

Sybase—Sybase, Inc.

UNIX and UNIXWare—the Open Group.

All other brands and product names are trademarks or registered trademarks of their respective owners.

Support


https://www.precisely.com/legal/trademarks




IndeXx

Symbols

*DTAARA object, omitting content 185
*DTAQ object, omitting content 185
*FILE object, omitting content 185
*JOBQ object, replicating jobs within 166
*MSGQ object

for replicated user profile 126

maintaining private authorities 126
*USRPREF object

associated message queue 126

password 126

replication 126

status on target 126

A
access path maintenance 281
Acknowledge Procedure dialog 1206
activity status, replication or recovery 643
activity, automatic correction 252
Analysis page 1220
application group 19
changing expiration 81
checking multithreading eligibility 74
configuration 69
converting to multithreading 74
converting to single-threading 78
creating 69
deleting 71
Application Groups page 681
Application Groups portlet overview 682
apply session, database
deadlock condition (*DLK) 137
Arrivals and Backlog portlet overview 1307
Assure Unified Interface (VSP) 17
audit
audit history for an object 238
best practice before switch 302
change history retention criteria 203
change status severity 201
changing auditing options 197
changing node where performed 200
changing when automatically submitted 190
check for compliance 202
compliance thresholds 343, 369, 387
difference indicator values 1120
disable automatic submission 189
display audited objects 238
display results (differences and attempted re-

coveries) 237
display results for specific object 238
enable automatic submission 189
enabling auditing 195
holding 239
ignoring attribute differences in distributed en-
vionments 156
prevent from running 196
prioritized selection frequency 192
recovery phase policies 346, 372
releasing 239
restrict activity by data group state 200
retain history of 350, 376
schedule, changing 1063
schedule, viewing 189
status severity 342, 368, 386
status, compliance 249
status, overall (combined) 240
status, runtime 242
Audit Details portlet overview 1053
Audit History Details dialog 1073
Audit History portlet overview 1070
audit initialization mode 1043
Audit Schedule portlet overview 1060
auditing
when content omitted 187
Audits page 1035
Audits portlet overview 1036
authorities, private 126
Authorizing usage to MIMIXOWN 161
automatic recovery
database (user journal) replication 332, 357
object (system journal) replication 332, 358,
383
automatically monitor for events 212
auxiliary storage pool, system (ASP 1) 209

B
backlog
starting shared object send job 272
backup procedure
custom step error message 224
customization 224
best practice
audit thresholds 343, 369
run full audits before switch 302
switch frequency 299
switch threshold 356
switching 300



C
Cancel Procedure Dialog 1190
changing
Arrivals and Backlog preferences 1313
Audit History preferences 1073
Data Group Details and Activities preferences
929
Data Group preferences 782
Data Protection Report preferences 1235
Replicated Objects preferences 1300
changing expiration 97
clear errors 272
on start data group request 269
when to 273
clear pending activity 272
on start data group request 269
prevented by open commit cycles 273
when to 273
commands, by mnemonic
WRKREPJOB 166, 171
commands, by name
Work with Replicated Jobs 166, 171
commit cycles, open 273
check for and resolve 270
effect on start data group 273
resolving deadlock caused by 255
commit mode change
prevents starting with open commits 273
commitment control 136
comparing
when content omitted 187
compliance
change what audits are checked 202
configuring 419
advanced techniques 158
application groups 69, 109, 433, 1248
before 17
completing a new 2-node instance 23
considerations 21
data groups 473
differences from native user interfaces 20
excluding objects from reports 41
ignoring objects from reports 42
Include in Replication wizard warnings 53
Include in Replication wizard, details of 107
including objects from reports 39
interfaces for 18
jobs on job queues 169
newly created objects 38

recovery domain 477
resolving issues for 2-node 27
resource groups 83, 439
selection rule tips 102
selection rule, generic names within directory
123
selection rules, concepts for 100
spooled file replication 128
spooled files 128
stop ignoring objects in reports 45
synchronization options 112
terminology 19
user profiles 126
using reports 30
wizard error - file or trigger reference 64
wizard error - foreign key constraints 58
wizard error - multiple journals 60
wizard error - related tables and views 62
wizard error - relationship with DB2 Mirror 66
wizard warning - dependent relationship 53
wizard warning - file or trigger reference 55,
56
configuring, advanced
DBAPY target side locking 159
constraints
see also target constraint management
basic support 140
disabled by MIMIX 138
enabled when stopping data group 281
enabling MIMIX-disabled 138
foreign key 58, 138
managed on target 138
manually enable 278
switch behavior 139
controlled end 280
controlled stop
description 280
when default or optional 280

D
data areas
omitting content 185
data group 20
fields for configuring 448
recovery point cleared 281
Data Group Details and Activities portlet over-
view 880
Data Groups (AG) portlet overview 752
Data Groups page 765



Data Groups portlet overview 766
data protection reports 29
change schedule 194
disable automatic submission 193
enable 193
view schedule 189
Data Protection Reports portlet or window over-
view 1222
data queues
omitting content 185
database apply cache policy 337, 362
database apply process
commitment control processing 136
deadlock condition 137
multithreaded 132
single-threaded 132
target side locking 141
target side locks 159
deadlock condition 137
reported for DB apply process 890
resolving 255
delayed commit 136
delaying captures for replication recoveries 206
dependent files and indexes 53, 62
dialog
Acknowledge Failed Recoveries 679
Acknowledge Procedure 1206
Activity Entry Details 955
Add Data Group Object Entry 1136
Add File Entry 1142
Add File Entry and Synchronize File 1145
Add Node to Recovery Domain 477
Add Object Entry and Synchronize File 1139
Application Group Configuration Details 435
Audit Details 1057
Audit History Details 1073
Cancel Procedure 1190
Change Configuration Expiration 444
Change Configured Roles 478
Check Multithreading Eligibility 441
Collect Support Data 316
Convert Exclude to Include (directory) 549
Convert Resource Groups to Multithreaded
442
Convert Resource Groups to Single-thread-
ed 443
Copy Selection Rule (directory) 542
Copy Selection Rule (file) 576
Copy Selection Rule (folder) 559
Copy Selection Rule (library) 519

Data Group Configuration Details 473
Data Group Details
Advanced tab 469
Database tab 453
General tab 448
Objects tab 463
Data Group Policies 330
Data Protection Reports Policies 1237
Data Protection Reports Preferences 1232
Delete Application Group 436, 437
Delete Data Group 476
Delete Notifications 876
Delete Recovery 875
Delete Resource Group 445, 447
Deletes Objec 675
Directory Details 1263
Disable Data Group 803
Enable Constraints 999
Enable Data Group 801
Enable Switch Framework 818
Exclude Directories and Files 535
Exclude Folders and Documents 555
Exclude from Replication 1249
Exclude Libraries and Objects 512
Export Data Protection Reports 1272
Export Objects Not Protected Report 1279
Export Replication Environment Data 315
Filter (for Object Correction Activity window)
612
Filter (for Objects Changed on Target window)
626
Filter (for Virtual Switch Activity window) 639
Filter Audit Schedules 411
Filter Audited Objects 1049
Filter Directories 1241
Filter File Activity Details 941
Filter File Selection Rules 496
Filter Folders 1242
Filter Journals 1240
Filter Libraries 1238
Filter Message Log 396
Filter Object Activity 934
Filter Object Activity Details 954
Filter Objects Not Protected 1280
Filter Replicated Objects 1301
Folder Details 1266
Hold Audit 1133
Hold File 1021
Hold File and Ignore 1022
Hold IFS Object 1027



Hold IFS Object and Ignore 1027
Hold Object 1031
Hold Object and Ignore 1031
Hold Recovery 874
Ignore Directory 1252
Ignore Folder 1253
Ignore Library 1251
Include Directories and Files 529
Include File 565
Include Folders and Documents 551
Include Libraries and Objects 497
Include System Settings 583
Include System Va 585
Instance Policies 330
Job Log Preferences 599
Journal Details 1270
Journal Inspection Status Details 841
Journal Inspection Status Preferences 841
Library Details 1257
Mark Resolved 1059
Message Details dialog, for procedures 1184
Message Details, for job log 597
Message Details, for message log 399
Message Details, for procedure or step 1184
Message Details, for step detail 1184
Message Details, for Virtual Switch recovery
1186
Message Log Preferences 402
MIMIX Policy Summary Preferences 383
Move Data Group to Application Group 474
Move Selection Rule (directory) 545
Move Selection Rule (file) 578
Move Selection Rule (folder) 561
Move Selection Rule (library) 523
Move Selection Rule (system settings) 584
Move Selection Rule (system values) 586
New Application Group 433
New Data Group 473

Advanced tab 469

Database tab 453

General tab 448

Objects tab 463
New Resource Group 439

Advanced tab 469

Database tab 453

General tab 448

Objects tab 463
Not Found (selected configuration item) 430
Notification Details 321
Object Correction Activity Preferences 611

Object Details 663

Object Details (earlier versions) 669

Object Not Protected Details 1282

Obiject Tracking Activity Details 951
Objects Changed on Target Preferences 624
Objects Not Protected Preferences 1279
Portal Connection Required 329
Preferences (Directories Audit Results) 1110
Preferences (File Attributes Audit Results)
1091

Preferences (File Data Audit Results) 1103
Preferences (File Member Attributes Audit
Results) 1097

Preferences (File Member Record Counts Au-
dit Results) 1107

Preferences (File Selection Rules window)
495

Preferences (Folders Audit Results) 1115
Preferences (Libraries Audit Results) 1084
Preferences (Selection Rules window) 491
Preferences File Selection Rules Audit Re-
sults) 1081

Procedure Details 1181

Protect Journal 1245

Recovery Details 872

Release Audit 1133

Release File 1022

Release File and Clear 1024

Release File and Wait 1023

Release IFS Object 1028

Release IFS Object and Clear 1030
Release IFS Object and Wait 1029
Release Member and Clear 1025

Release Object 1032

Release Obiject (objects with recoveries) 676
Release Object and Clear 1034

Release Object and Wait 1033

Release Recovery 874

Remove Activity Entries 965

Remove Completed Activity Entries 967
Remove Node From Recovery Domain 480
Remove Related Activity Entries 966
Remove Selection Rule (directory) 548
Remove Selection Rule (file) 580

Remove Selection Rule (folder) 562
Remove Selection Rule (library) 526
Remove Selection Rule (system settings)
585, 587

Rename Instance 874, 875, 876, 1059
Replicate System Objects 589



Replicated Objects Preferences 1290
Replication Configuration Preferences 430
Resource Group Configuration Details 439
Resource Group Details

Advanced tab 469

Database tab 453

General tab 448

Objects tab 463
Resume Procedure 1202
Retry Access Path Maintenance 948
Retry Activity Entries 964
Run Audit 1127
Run Audits 1130
Run Data Protection Reports 1244
Run Procedure 1188
Schedule Summary Preferences 412
Selection Rule 496
Selection Rule Details (directory) 538
Selection Rule Details (file) 571
Selection Rule Details (folder) 556
Selection Rule Details (library) 515
Set Resume Options for Step 1218
Start Data Group 785
Start Database Apply Processes 971
Start Database Reader 974
Start Database Source Processes 976
Start Journaling 1010, 1012
Start Journaling (files) 1008
Start Journaling (objects with recoveries) 676
Start Managers and Services 853
Start MIMIX 699
Start Multithreaded Apply Job 979
Start Object Source Processes 981
Start Object Target Processes 984
Start Port Server 849
Start remote journal link 969
Start RJ monitor 987
Start System Managers 847
Start Target Journal Inspection 843
Start Virtual Switch 715
Step Details 1211
Stop Audit 878
Stop Cluster Services 751
Stop Data Group 793
Stop Database Apply Processes 993
Stop Database Reader 991
Stop Database Source Processes 997
Stop Ignoring Directory 1255
Stop Ignoring Folder 1256
Stop Ignoring Library 1254

Stop Managers and Services 855

Stop MIMIX 701

Stop Object Source Processes 1001

Stop Object Target Processes 1003

Stop Port Server 851

Stop Recovery 875

Stop remote journal link 989

Stop RJ monitor 1007

Stop System Managers 848

Stop Target Journal Inspection 844

Switch Application Group 713

System Manager Pairs Preferences 847

Verify Journaling 1016, 1018

Verify Journaling (files) 1014

Virtual Switch Activity Preferences 638
difference indicator values 1120
directories

generic name example 124

omitted from reports 115

specifiying names in selection rules 123

types of generic names 123
domain, recovery 20

E
Enable Switch Framework dialog 818
end replication, controlled or immediate 280
error messages

step program not customized 224
events, MIMIX 214
exclude object

from report 41
export reports 50
exporting

replication environment data 222

F
files
dependent file relationship 53, 62
dependent trigger references 55, 56, 64
foreign key constraints 58
history 164
omitting content 185
permission and mask replication 161
row permissions and column masks 161
temporal tables with versioning 164
folders
omitted from reports 116
foreign key constraints 58
function QIBM_DB_ SECADM, access to 161,



164

G

generic name, directory
advanced 123
basic 123

H
history files, replicating 164

|
ies 585
IFS entries 1010, 1016
immediate commit 136
immediate end 280
immediate stop

description 280

when default or optional 280
Include in Replication wizard 107
include object

from report 39
initial synchronization mode 1043
instance, sharing 212

J
job log 593
jobs
on job queues, replicating 166
working with replicated 171
journals
omitted from reports 116

L
libraries
data group that replicates 67
multiple journals 60
omitted from reports 114
resource group that replicates 67
locks on target, members 159
locks, database apply process 141

M
manage constraints on target 137
masks, replicating files that have protected col-
umns 161
members, locks on target side 141
message log 391
message queue (*MSGQ)
for *USRPRF object 126

message waiting
data protection report 49
MIMIX CDP feature
recovery point cleared 281
MIMIX Model Switch Framework window 811
MIMIX Schedule Summary window 403
MIMIXOWN user profile
function access requirement for RCAC pro-
tected files 161
function access requirement for temporal ta-
bles 164
Model Switch Framework
policy default 355, 382
multithreaded database apply process
conversion 135
overview 133
requirements 133
restrictions 134
multithreaded database apply processing
changing expiration 81, 97
checking eligibility 74, 90
converting from 78, 94
converting to 74, 91
multithreading
see also target constraint management

N
name space 100
New Application Group 433
New Data Group 473
New Resource Group 439
Nodes portlet 825
notifications

configure new objects from 38
Notifications Details dialog 321
Notifications portlet overview 318
Notifications window 325

o)
object auditing value
consideration when omitting content 187
selection rule effect on 105
Object entries 1012, 1018
object processing
spooled files 128
object send process
considerations for starting a shared 272
object-level details 254
objects changed on target 617



objects excluded by Replicate System Objects
dialog 118
objects not protected list 48
objects, system 118
omitting object content 185
effect on audits and comparing 187
requirements 188
open commit cycles 273
check for and resolve 270
effect on start data group request 273

P
page
Analysis 1220
Application Groups 681
Audits 1035
Data Groups 765
Procedures 1172
Summary 308
permissions, replicating files with protected rows
161
planned switch 300
policies
setting 330
policy
access path maintenance 337
action for running audits 341, 367
audit action threshold 344, 370
audit history retention 350, 376
audit notify on success 352, 378
audit runs 338, 363, 385
audit status severity 201
audit warning threshold 344, 370
audits to include in compliance 202
automatic audit recovery 346, 372
automatic recovery 205, 331, 357
automatic recovery, database (user journal)
332, 357
automatic recovery, object (system journal)
332, 358, 383
changing source capture delay 206
Compare Record Counts commit threshold
346, 372
database (user journal) apply threshold 345,
371
database apply cache 337, 362
default model switch framework 355, 382
directory depth 49
independent ASP library ratio 355, 381

journaling attribute differences action 349,
374
maximum audit run time 347, 373
notification severity 352, 378
object only on target 333, 348, 358, 373,
383
procedure history retention 353, 379
recovery notify on success, object 335, 360
run audit on node 341, 366
switch warning threshold 356, 382
synchronize threshold size 350, 374
system ASP threshold warnings 354, 380
third delay retry interval 334, 359
third delay retry interval attempts 334, 359
port server jobs, starting 266
Portal Connection Required 329
portlet
Application Groups 682
Arrivals and Backlog 1307
Audit Details 1053
Audit History 1070
Audit Schedule 1060
Audits 1036
Audits - Edit Mode 1044
Audits, Recoveries, and Notifications 858
Data Group Details and Activities 880
Data Groups 766
Data Groups (for application groups) 752
Data Protection Reports 1222
Nodes 825
Notifications 318
Procedures 1173
Recovery Domain 735
Replicated Objects 1293
Replication Environment 311
Resource Groups 718
Step Status 1208
preferences
Arrivals and Backlog portlet 1313
Audit History portlet 1073
Audited Objects window 1049
Data Group Details and Activities portlet 929
Data Groups portlet 782
Data Protection Reports portlet 1235
Journal Inspection Status window 841
MIMIX Policy Summary window 383
Object Audit History window 1306
Replicated Objects portlet 1300
System Manager Pairs window 847
prioritized audit runs, hiding 1073



private authorities, *"MSGQ replication of 126
problem determination

compare object-level details 254
procedure

message waiting 49

step problems 260
Procedure Details dialog 1181
Procedure History window 1192
procedures

customize options for user application steps

224

customizing user application steps 227

programming support 229

running data protection report 38
procedures and steps

acknowledging 263

checking status 259

differences in virtual switch 296

history 264

responding to a message 262

resuming 263

working with procedures and steps 259
Procedures page 1172
Procedures portlet overview 1173
processing

changing recovery maximums 209
protect libraries, directories, folders, and jour-
nals 30
protection

evaluating 33, 36

Q

QAUDLVL system value 129, 166
QIBM_DB_SECADM function, MIMIXOWN ac-
cess to 161, 164

R
recommendations
before planned switch 300
starting shared object send 272
recoveries 603
audit, holding 239
audit, releasing 239
enable automatic replication 205
resolving failed 253
resolving failed virtual switch 295
virtual switch 629
recovery
source capture delay 206

10

recovery domain 20
Recovery Domain portlet overview 735
recovery point
cleared by stop data group 281
recovery processing maximums 209
remote journaling, when to end 279
Replicate System Objects 589
Replicated Objects portlet overview 1293
Replicated Objects window 1284
replicated objects, listing 98
replicated objects, updates to 1299
replication
controlled or immediate end of 280
files with permissions or masks 161
recovery jobs and retries 209
recovery source capture delay 206
spooled files 128
starting and stopping 266
switching 299
system-period temporal tables 164
replication environment
exporting data 222
Replication Environment portlet overview 311
replication problems 252
reports 29
changing directory depth 49
changing directory depth in 49
checks and omissions 30
considerations when using 31
displaying 29
displaying journal details 47
displaying object details 47
evaluating 33, 36
excluding an object from 41
exporting 50
ignoring objects 42
including an object from 39
message waiting 49
omitted directories 115
omitted folders 116
omitted journals 116
omitted libraries 114
protecting libraries, directories, and folders
30
running 38
schedule, changing 414
selection rule considerations 32
stop ignoring objects 45
when and where to run 32
requirements



files with permissions or masks 161
temporal tables and history tables 164
resource group 20, 97
changing 85
checking multithreading eligibility 90
configuration 83
converting to multithreading 91
converting to single-threading 94
creating 83
deleting 87
fields for configuring 448
Resource Groups portlet overview 718
restrictions
temporal and history tables 164
Resume Procedure dialog 1202
RJ links, when to end 279
row and column access control (RCAC) 161
rules, selection 483
Run Procedure dialog 1188
running reports 38

S
schedule
changing audit 190
selection rules 20, 100, 483
interfaces for configuration 102
listing configured 90
order of precedence 101
specifying generics in directory 123
system object auditing value 105
tips for efficient 102
Set Resume Options for Step dialog 1218
spooled file replication 128
spooled files 128
starting
and clearing pending activity or errors 272
application group 268
check activity before 277
data group 268, 269
data group, clearing activity and errors 269,
273
data group, detailed information 271
data group, open commit cycles 273
instance 267
MIMIX 267
MIMIX on selected node 267
port server jobs 266
prerequisite processes 266
replication processes 271

subsystem, MIMIXSBS 266
virtual switch 292
status
audits 240
replication and recovery status 643
step program
BACKUPAPP 224
ENDUSRAPP 224
ENDUSRAPPV 224
for custom user application operations 224
format STEP0100 229
MXENDRAG 225
MXSTRRAG 225
MXSWTRAGP 226
MXSWTRAGUN 226
SECACTBACK 226
SECACTPROD 226
SECDABACK 227
SECDAPROD 227
SECSWTP 227
SECSWTUNP 227
STRUSRAPP 224
STRUSRAPPV 225
Step Status portlet 1208
stopping
application group 275
clears recovery point 281
controlled or immediate 280
data group 276
data group, detailed information 280
instance 274
MIMIX 274
MIMIX on selected node 275
replication processes 279
when to stop remote journal links 279
subscribed events
MIMIX 214
subscriptions 212
subsystem, MIMIXSBS 266
Summary page 308
support data, collecting 222
switch
perform complete audit before 302
switch procedure
custom step error message 224
customization 224
switch testing, virtual 283
switch, virtual 283
objects changed by 294
performing a 292

11



precheck for 292

problem resolution differences 296

resolving failed recoveries 295
switching 299

application group 303

best practice 299, 300

data group 306

description, planned switch 300

description, unplanned switch 301

preforming a precheck 303

reasons for 299

unplanned, actions to complete an 301

using model switch framework 305
synchronization, initial 1043
system ASP threshold warnings 209
system journal replication

omitting object content 185

replicating jobs on job queues 166

replicating system settings 174

replicating system values 174
system objects eligible for replication 118, 120
system objects to exclude from replication 118
system settings

replicating 174

supported for replication 178
system value

QAUDLVL 129, 166
system values

replicating 174
systtem values

supported for replication 180

T
tables, temporal 164
target constraint management 137, 138
considerations for using 138
effect on switch 139
temporal tables, replicating 164
threshold
audit action 344, 370
audit warning 344, 370
CMPRCDCNT open commit 346, 372
database (user journal) apply 345, 371
switch action 356, 382
switch warning 356, 382
synchronize size 350, 374, 388
system ASP warning 209
trigger relationships 55, 56, 64
T-ZC journal entries, omit from replication 185

12

U

unplanned switch 301

user profile (*USRPRF) 126
associated message queue 126
Delete pending distributions 128
Last used date attribute 126
password 126
status 126

user profiles
MIMIXOWN, function usage requirements
161, 164

\'

virtual switch
application testing considerations 288
automatic error recovery 285
check MIMIX prerequisites 292
check objects changed by 294
compared to test planned switch 283
configuration requirements 286
major phases of 284
MIMIX considerations 286
operational considerations 287
performing a 292
procedure problem differences 296
resolving failed recoveries 295
source capture delay during testing 207

W

window
Audited Objects 1046
Compare DLO Attribute Details 1115
Compare Object Details from Nodes 932
Data Group Audited Objects 1049
Directories Audit Result Details 1110
Directories Audit Results 1108
File Activity Details 935
File Attribute Audit Result Details 1091
File Attributes Audit Results 1088
File Data Audit Results 1100
File Member Attributes Audit Result Details
1097
File Member Attributes Audit Results 1094
File Member Record Counts Audit Results
1104
File Selection Rules 492
File Selection Rules Audit Results 1078
Folders Audit Results 1113
IFS Tracking Activity Details 958



Job Log 593
Job Related Messages 394
Journal Inspection Status 839
Libraries Audit Result Details 1085
Libraries Audit Results 1082
Message Log 391
MIMIX Model Switch Framework 811
MIMIX Policy Summary 356
MIMIX Schedule Summary 403
Object Activity Details 948
Object Audit History 1304
Object Correction Activity 603
Objects Changed on Target 617
Objects Not Protected 1276
Procedure History 1192
Recoveries 870
Related Files 942
Related IFS Objects 961
Replicated Objects 1284
Replication Configuration 419
Selection Rules 485
System Manger Pairs 845
Virtual Switch Activity 629
wizard, Include in Replication 107
DB2 Mirror relationship error 66
dependent file error 62
dependent file warning 53
foreign key constraint error 58
multiple journals error 60
trigger error 64
trigger warning 55, 56
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