lorecisely

Syncsort Optimize IDMS
(EZ-IDMS)

Overview
Release 5.4

Version 1.2
May 2002



Syncsort Optimize IDMS Overview
(formerly EZ-DB Overview)

NOTICE

Syncsort Optimize IDMS Overview contains proprietary and confidential material, and is only for use by
licensees of the Syncsort Optimize IDMS (EZ-IDMS) proprietary software system. This publication may not
be reproduced in whole or in part, in any form, without written permission from Syncsort Incorporated.

IBM and z/0S are trademarks of International Business Machines Corporation. CA, CA-IDMS and IDMS are
trademarks of Broadcom. The names of other products or brands in this document are trademarks of their
respective holders.

Syncsort Optimize IDMS, formerly called EZ-IDMS is designed to be used by licensed users of Broadcom
IDMS for z/0S, as a supplement to this product.

Copyright © 1991, 2020 Syncsort Incorporated. All rights reserved.



PREFACE:

EZ-DB is a software product of Cogito consisting of several components designed to
enhance the performance and increase the functionality of CA-IDMS systems.

This document contains an overview of the various components. Detailed information about
each component may be found in the component specific documentation as detailed below.

RELATED DOCUMENTATION:

EZ-DB Integrated Installation Guide
EZ-Synchro® EZ-Share® User Guide
EZ-Synchro® Cross-MVS Option User Guide
EZ-Image User Guide

DB-Megabuf User Guide

DB-Buffer Plus User Guide and Reference Guide
DB-Allocate User Guide

DB-Priority User Guide

EZ-Reorg/RSTU User Guide

EZ-Test 2000 User Guide

EZ-Bridge User Guide

EZ-WatchGuard User Guide

EZ-SoftQuiese User Guide

EZ-DB Information and Error Messages
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Cogito EZ-DB Overview
1 Cogito EZ-DB Overview

EZ-DB is a software product of Cogito, designed to enhance the performance and
functionality of CA-IDMS systems.

After completing the integrated installation procedure (described in the EZ-DB Integrated
Installation Guide), the individual components of EZ-DB may be simply activated by
specifying the applicable keyword in the COXA table generation, and the application of the
appropriate component password.

An overview of the functions of EZ-DB is included below. For full details of each
component, refer to the related component user guide.

1.1 EZ-Image Option

EZ-Image is a component of EZ-DB which provides the ability to operate as if you have
multiple copies of a CA-IDMS database, while in reality there is only one copy of the
underlying physical database.

With EZ-Image, you will no longer need to create separate test databases for individual
users. Instead, each user (or group of users) is allocated a EZ-Image file to which that
users updates are stored.

In this way, each user operates as if they have exclusive use of the entire underlying CA-
IDMS database without the cost of actually creating multiple databases.

You may run EZ-Image against test or production underlying databases.

EZ-Image will immmediately bring your site the following benefits:

Test against Production Database
Now your test runs can execute against the full production
database - instead of a cut-down subset. Ideal for
replication of problems which may not occur in test.

Test programs may execute in update mode without
changing the production data.
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Realistic End-user Training environment

Instead of setting up training databases for end-users, they
may now train against the real production database (with
update capability) without compromising the integrity of the
real data.

Save DASD space

Physical DASD space is an expensive resource.

How much space does your site have tied up in providing
a multitude of different test environments?

EZ-Image saves space because you only need one copy
of the underlying test database. Each EZ-Image file
contains only the modified pages (in compressed format).

No need for Database restores

For repetitive testing or to restart a job - just scratch the
applicable EZ-Image file! No need to wait for a database
restore.

Save Valuable DBA time

How much time do your DBAs spend maintaining multiple
test databases -including definition, population and
recovery ?

With EZ-Image these chores disappear - freeing your
DBAs valuable time.

New EZ-Image databases are dynamically created and
implemented. No need to make schema or DMCL changes.

1.1.1  “EZ-HotBackup” Option

Would you like to extend your system availability by taking
Hot-backups of production databases - that is to say,
backup your databases while the areas are fully available
to the end-users for retrieval and update?
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Do you avoid doing so because you perceive existing hot-
backup techniques to be complex or untrustworthy?

The EZ-HotBackup option makes taking a hot-backup as
simple as simple as taking a normal static backup. When
you issue the DBHOT START command, modifications to
the database area are written to a hot-backup image only.
You can now backup the area as if it were a static backup.
When the backup is complete, issue the DBHOT STOP
command. The modifications are copied back from the
image to the real database completely transparently to the
end-users.

1.1.2  “Ez-Duplex” Option

Would you like to increase your system resilience and
reduce down-time in the event of hardware error by
duplexing your databases?

Do you avoid doing so because of the cost of the extra
DASD and the requirement for a user written IDMSDPLX
exit?

EZ-Duplex option provides a simple and cost effective
solution to your needs. No user code is required, and
DASD requirement is minimized because only modified
pages are duplicated (in compressed format). In the event
of a failure, simply restore the damaged file from the last
backup and use the EZ-Image utility (DBIMUTIL) to copy
back the modified pages. There is no need for journal
concatenation and roll-forward processing.
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EZ-Extract
Overview

Extract” Option

It is a common requirement for users to validate the results of
regression tests by performing comparisons between databases after

the execution of successive test runs.

For example, an existing procedure may be:-

Backup test database.

Unload the data.

Execute test runs with unconverted applications.

Restore test database and re-run tests with converted

applications.
. Unload the data.
. Compare the unloaded files using utilities such as FILE-AID or

other compare utilities.

EZ-Extract utility simplifies this procedure by allowing comparison
between the updates written to the EZ-Image VSAM files. By executing
the tests against image files, the user has all of the benefits of EZ-
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Image in respect of the DBA procedure for backing up and restoring
data. In addition, as the images contain the updates only, the actual file
comparison will be much quicker than a compare of the entire
database. EZ-Extract will de-block each page in the image file to its
CA-IDMS record components. Any compressed records are
decompressed.

The procedure for a regression test using EZ-Extract then would be as

follows:-
. Execute test runs with unconverted application writing updates
to image.
. Run EZ-Extract against image creating sequential extract file
. Initialise image, and run test using converted application.
. Run EZ-Extract against image creating second sequential file.
. File compare sequential files.
EZ-Extract and There is the potential for misleading miss-matches to occur when File-
. Comparing extracted Image files. These can be the result of database
EZ'B”dge restructures, for example to expand a date field. Consider the following

scenario. A user runs test case-1, using the old application and
database structure. The image data is extracted. The user restructures
the underlying database to expand a date field, and then runs test
case-2 using the converted application. Because of the restructure and
record size changes, it is possible that records will be relocated and
database page differences may appear even in un-related data. This
may reduce the usefulness of the File Compare results.

These problems can be avoided by using the EZ-Bridge product. EZ-
Bridge is a component of EZ-DB which assists users in the testing and
roll-out of applications by allowing the implementation of database
restructures and the necessary program re-compilations to be
performed independently. Either the recompilation Or the restructure
can be performed first, with EZ-Bridge ensuring that the database
record is converted to the old or new format as necessary.

For example, referring to the previous scenario. The user could run test
case-1 as above using the old application and database structure. After
performing the image extract, using EZ-Bridge the user could run test
case-2 using the converted application without having to restructure the
database. After performing the second image extract, a File Compare
would only detect genuine miss-matches of data.

Alternatively, the user could restructure the database before the first
test case, and using EZ-Bridge, execute both test cases against the
restructured database.

Refer to the EZ-Bridge and EZ-Image User Guides for further details
about EZ-Bridge and the EZ-Extract Utility.
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1.2 EZ-Reorg/RSTU Option

Reorganize and restructure your CA-IDMS production database while
it remains online and available for Update and Retrieval.

How do we do Using EZ-Reorg, a user may take a total or partial “snap-
it shot” copy of a CA-IDMS database and then perform a
standard re-org against that copy while the original
database is still available to end-users. When the standard
re-org is complete, the DB-Reorg “catch-up” process
(utilizing the off-loaded journals) applies any updates
performed on the production database against the re-

organized copy.

When the off-loaded journals have been processed, the
“final catch-up” phase is performed. Only for this brief
period of time must the affected areas be varied Offline or
to Retrieval (so that the active journal can be archived and
processed by the EZ-Reorg “final catch-up”. After this is
complete, the production system may switch to using the
newly re-organised areas.

What it means The key benefit of this procedure is that the “re-org” and
to you.... the “catch-up” are not under any time constraints, as the

original database is still fully available to end-users. The
“down-time” is reduced to the time it takes to perform the
“final catch-up”.

By using dynamic allocation and the DMCL NEWCOPY

procedure, it is not necessary to re-cycle the CV in CA-
IDMS release 12.x.

12
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Time

EZ-DB Overview
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*
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Figure 1.2 EZ-Reorg/EZ-RSTU Overview
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1.3 EZ-Test 2000

The only complete Year 2000 testing tool for the CA-IDMS
environment. Fully supports ADS, Batch and CICS
programming environments.

EZ-Test 2000 features....

= EZ-Test 2000 will simulate "run date" for testing of CICS, IDMS, DC/UCF
(including ADS/O) and Batch applications.

u EZ-Test 2000 will automatically adjust date fields contained in CA-IDMS records
relative to simulated "run-date".

u Dates stored in the physical database are not changed - only the dates as
presented to the programs.

What this means to you.....

= multiple users can run tests against the same test database using different
simulated run-dates.

u no need to create multiple test databases to test different date scenarios.

Overview

By now, you are probably aware of the implications on IT systems of the new millennium. It is
acknowledged from all perspectives that making business systems Year 2000 compliant will result in a
huge expenditure on products and man-power.

A typical Year 2000 solution involves Impact Analysis, Planning, Conversion of programs and data,
Testing and QA, and Rollout. Most Year 2000 Software solutions address the impact analysis, planning
and conversion phases. But what about testing? Respected industry reports and industry insiders
agree that over 50% of a typical Year 2000 budget will be spent on testing and QA. So it follows that any
improvement in testing and QA productivity will result in enormous financial savings.

Once you have completed the program and data conversion you must face the enormous task of testing
the applications. To effectively test applications you must have "time-travel” functionality, i.e., the ability
to simulate different “run-dates” and you must also have realistic test data, since, if you use "time travel"
routines with current data, the results may be illogical or unpredictable. CA-IDMS sites planning their
Year 2000 testing environments are beginning to realize the complexity of generating meaningful test
databases. Have you considered the associated cost of DASD, and the DBA resources required in
generation, population and support of those multiple test databases? With EZ-Test 2000, you can test
with existing data and be assured of data integrity and consistency.

The most complete IDMS Year 2000 testing solution
By intercepting program requests for date and time, EZ-Test 2000 will simulate run-dates for testing of
ADS/O, DC, CICS and Batch programs. EZ-Test 2000 supports TIME SVC calls as well as DC/UCF

14
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#GETIME and EXEC CICS ASKTIME and EIBDATE. In addition, for a user-specified list of date fields,
EZ-Test 2000 will automatically and dynamically shift dates forward at run-time upon retrieving data;
then shift dates back upon inserting or updating the data. EZ-Test 2000 will adjust dates held in the
database by an amount determined by the simulated current date.

No need to generate date-specific test databases

EZ-Test 2000 utilizes existing data, ensuring data integrity and consistency to test Year 2000 programs.
Itis very likely that you would otherwise need to have multiple test databases. With EZ-Test 2000, in
tandem with EZ-Image, multiple users can test against the same database using different simulated
dates at the same time. The cost of EZ-Test 2000 will be more than offset by the potential savings in
DBA resources and DASD, and increased programmer productivity.

EZ-Test 2000 Benefits Summary

n The most complete IDMS Year 2000 testing solution
u Fully supports "time travel” or simulated run dates.
u Takes existing data, with user specified date fields, and advances it to

correspond with the simulated run-date.

EZ-Test 2000 Components Summary
. EZ-Test IDMS

Virtual date aging for CA-IDMS. Dynamically ages CA-IDMS databases at run-time. Allows users to
perform Y2K application validation against existing CA-IDMS databases without the need to physically
age the data. Eligible dates are passed to application programs as if they were aged without changing
the underlying data. Conduct tests using different simulated or Assumed RunDates without having to
create multiple test databases. Flexible aging criteria may be defined, with all possible date formats
supported.

. EZ-Test Date

Simulate a different date and time for particular users without having to IPL the machine. Supports
Batch, CICS and CA-IDMS. Support available within each environment to set date/time for particular
entities. For example, CICS terminal, CA-IDMS DBNAME, terminal, user, etc. etc. Fully integrated with
EZ-Test IDMS allowing users to execute with Assumed RunDate against existing CA-IDMS databases
dynamically aged in step with the Assumed RunDate.

. EZ-IDMSAGER

Physical ager for CA-IDMS. Create physically aged CA-IDMS databases. Updates an existing CA-IDMS
database in place, incrementing all eligible date fields according to same flexible rules as used in EZ-
Test IDMS. All possible date formats supported.

. EZ-DATAAGER

Physical ager for sequential files. Create physically aged sequential files. Updates a sequential file in

place, incrementing all eligible date fields according to same flexible rules as used in EZ-Test IDMS. All
possible date formats supported.
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Assume “Today’s Date” is 18 Feb 1997 and user sets “EZ2000 “Assumed RunDate” to 18 Feb 2000

PROGRAM
IDMS DB DMCL BUFFER E VARIABLE STORAGE

TERMINAL

Q\l\\\\&\\\%\&\mm

"DUE DATE" R

21 FEB 1997

Database Record contains Because user has set “Run Date” forward by 3 years, User sees “Todays date” as 18 Feb 2000
“Due Date” EZ2000 will also shift “Due Date” in database record and “Due Date” as 21 Feb 2000
forward by 3 years.

If “Due Date” were not shifted, item would be nearly 3 years overdue !

PROGRAM
TERMINAL VARIABLE STORAGE E DMCL BUFFER IDMS DB

25
} FEB "DUE DATE"
1997 25 FEB 1997
User Modifies “Due Date” to 25 Feb 2000 “Due Date” is Stored as 25

Feb 1997
Figure 1.3 EZ-Test Overview
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1.4 EZ-Bridge

EZ-DB Overview

Using EZ-Bridge windowing, there is no need to restructure the database or
to encode existing data to incorporate a century indicator. EZ-Bridge will
automatically make dates compliant without changing the the database
definition - even in date formats where there is no space for a century

indicator.

EZ-Bridge can also be used to avoid mass recompilation of programs if
you choose date field expansion as your Y2000 solution.

Methods of Year 2000 remediation

Date field
Expansion...

Windowing...

The obvious solution to the Year 2000 problem is to ensure that any
dates in the database contain 4-digit year codes. For example,
changing YYMMDD to YYYYMMDD. The advantage of this
approach is that it is a “final” solution. However, this approach is
unpopular for several good reasons;

Expanding each date field in the database obviously has
consequences in terms of the overall DASD space utilization. Also,
in the vast majority of cases, dates are used for informational
purposes (e.g. report headings and screen displays) rather than for
computational purposes. If the date fields are expanded on the
database then even programs that merely use the field for display
purposes will need modification. In reality, it is only where dates are
used in arithmetic (e.g., calculating date differences, ages etc) that
the century difference is relevant. That is to say, a user seeing a
date of 25 DEC 98 on a report is capable of recognizing that the date
must be 1998. Computers performing date calculations on the other
hand, are not so intuitive. If the user were to focus simply on the
programs where dates are used in calculation, this would represent a
very small percentage of the total number of programs where dates
are used. Whereas, a restructure requires the mass recompilation
(and re-testing) of programs, many of which would have continued to
function quite satisfactorily in the Year 2000 environment. There is
an old adage - if something isn't broke, don't fix it!

For reasons described above, the “windowing” approach is often
considered a preferable solution. This is particularly relevant for sites
which do not have historical data, say, older than 1950. In this case,
a site could implement a “rule” that a year less than 50 must be a
2000 date, whereas a year greater than 50 must be 1900. This
approach means that a database restructure may be avoided
provided that suitable “window” logic is inserted in the relevant
programs. As described above however, the number of affected
programs which must be fixed and re-tested is greatly reduced
compared to the restructure approach. That is, only programs that
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use date fields for computational purposes need remedial action. All
other references to dates may be ignored.

One aspect of the “windowing” approach is still problematic. That is,
if the database contains dates that only have two digits for the year,
and dates are used as index keys or in sorted sets, then CA-IDMS
will not maintain the correct sort sequence, i.e, a date of 00 will not
be sorted after 99 !

EZ-Bridge Solutions...

EZ-Bridge and
database
restructure...

Whichever approach to the Y2000 problem you take, you will find
the functionality of EZ-Bridge invaluable. EZ-Bridge performs
dynamic run-time restructure - allowing the application view of a
record to be different from the physical database implementation.
Consider the benefit this has to you in relation to the two
aforementioned Y2000 solutions.

EZ-Bridge assists users in the testing and roll-out of applications by
allowing the implementation of database restructures and the
necessary program re-compilations to be performed independently.
Either the recompilation or the restructure can be performed first,
with EZ-Bridge ensuring that the database record is converted to the
old or new format as necessary (when moving between the database
and program variable storage and vice-versa). EZ-Bridge allows the
user to specify a PIVOT year which is used to determine how a date
field should be padded. For example, 981225 in program variable
storage would be stored as 19981225.

EZ-Bridge recognizes whether a program requires a record in the old
or new format simply from the DSN or dictionary LOADLIB from
which the program was loaded. With this capability you can now start
with a database restructure whilst all programs, dialogs etc. continue
to receive the database records in the old format. Rather than a
mass one-off recompilation, in a controlled and manageable way,
you can now identify the subset of programs which require remedy
and recompile/regenerate as applicable. The regenerated programs
are moved to the new DSN or LOADLIB and then automatically
receive the record(s) in the new (restructured) format.

It is not necessary to recompile everything by the Y2000 deadline.
Only programs with date arithmetic which require the expanded date
format must be recompiled. You may continue to use EZ-Bridge in
your production system indefinitely, or over an extended period
eventually recompile all applicable programs and remove EZ-Bridge
from your system.

Note: In practice, EZ-Bridge determines the old or new requirement
at BIND time and the record format must be consistent for all sub-
programs constituting that RUN UNIT. In some cases, this may limit
scope of EZ-Bridge in terms of the “phased” implementation of
corrected programs.
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EZ-Bridge and EZ-Bridge can be used to provide a simple methodology for
s . implementing a “windowing” solution whilst resolving the issue of
Wlndowmg CA-IDMS index and sorted set sequence.

Using EZ-Bridge windowing, there is no need to restructure the
database or to encode existing data to incorporate a century
indicator. EZ-Bridge will automatically make dates compliant without
changing the the database definition - even in date formats where
there is no space for a century indicator. For example, 6-byte CHAR
(YYMMDD) or 3-byte PACKED (YYDDD). When storing dates, EZ-
Bridge will recognize the century as defined by the user specified
PIVOT year. Dates in the range 2000-2059 are automatically
encoded by EZ-Bridge using the existing 2-digit year definition in a
manner which maintains the correct CA-IDMS index and sort key
sequence.

EZ-Bridge does not require the implementation of database
procedures. EZ-Bridge supports all CA-IDMS DML (including the
RETURN verb), and furthermore, application programs retrieving
data using CALC or SORT keys involving affected dates (e.g.
OBTAIN within sorted set) do not require any change to cope with
the encoded internal format. For example, some 3™ party tools
require users to call vendor supplied subroutines to convert the sort
key to the internal format before issuing the DML. With EZ-Bridge all
required conversions are handled completely transparently to the

application.
Year 2000 As the above discussion highlights, EZ-Bridge Windowing can make
.. a CA-IDMS Database FULLY Y2K compliant with:-
Remediation
Alternatives... . NO need to restructure database.
. CA-IDMS index and sorted set sequence maintained.
. Existing data can be used unchanged (even if user has
already stored Y2K dates).
. NO database procedures.
. NO code changes (to support DML using CALC or SORT
keys involving affected dates).
. Database left exactly as it is (no need to run area sweep
type utilities to encode existing data).
. Reduce code changes and testing to an absolute minimum.

With EZ-Bridge Windowing you now have TWO ways of making the
applications Y2K compliant:-

A. Leave the applications as they are, processing YY years,
and add pivot year logic where required. Only programs
which require PIVOT year logic need recompilation.

B. Recompile the applications against a schema with YY years
changed to YYYY. This will remove much of the requirement
for code changes as pivot year logic is no longer necessary.
Most applications would become fully compliant with a
simple recompile. Not all applications would need
recompilation (only those with date logic) and as previously
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discussed, EZ-Bridge makes it possible to execute re-
compiled and old applications against the same (unchanged)
database.

OLM maps with YY years can be left with YY, if required,
through use of a map edit procedures.

This leaves external files, other copybooks etc which could
also be changed to YYYY which would mean that code
remediation should be reduced to almost zero.

The two options for Y2K remediation mean that you can :-

Choose (A) above if there are only a few discreet
applications where pivot year logic is required. The
advantage here is when very few applications need
changing and recompiling (which can minimize testing).

Choose (B) above if applications perform a lot of date
comparison, arithmetic or sorts. The advantage here is when
many applications need remediation, as compliance can be
achieved through the recompile without changing the
programs logic.

Mix (A) and (B) so applications with complex date logic get

recompiled against a schema with YYYY year. Applications
that just display or move dates around remain with YY years.
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1.5 EZ-WatchGuard

Not only do we deliver the most comprehensive tools available for Y2K testing
and rollout, but we can provide the added reassurance of a run-time
component that will ALERT your system administrator if non-compliant dates
are retrieved from the database, and PHYSICALLY PREVENT programs from
storing non-compliant dates on the database.

o Detect non-compliant dates in your database

o Stop programs storing non-compliant dates

Features (R1.1)

EZ-WatchGuard uses the same Date Format Code definition used by EZ-Test and EZ-
Bridge which defines the expected date format for particular record-elements. This
DFC definition will be used by EZ-WatchGuard to validate at run time that dates
retrieved and/or stored in this record/element conform to the DFC definition.

. The user may specify whether the run unit should be terminated and/or a
warning message written to the log in the event of bad data being
written/retrieved.

. As in EZ-Test, the user will be able to request which entities should be
“watched”, for example, specific databases (DBNAMES), applications, programs,
userids, etc., etc.

. The user may also specify an optional journal file to which EZ-WatchGuard will
write information concerning the bad dates.

. The user may specify whether special values like Low Values (hex zeros) or
High Values (all FF's) should be allowed for specific fields.

. The user may specify that a particular date field must be a business day.

An example of a EZ-WatchGuard log Report is shown below. Information logged
includes:

. record/element names, program, dbkey, dbname, subschema, date format code,
actual date stored/retrieved.
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Refer to EZ-WatchGuard User Guide for full details.

Future Enhancements

In next release, additional criteria may be supported, subject to customer demand, to
provide more advanced user specified rules and non-date field processing.

Following are examples under consideration:-

. VALID FORMAT
. VALID VALUES
. SECURITY

. USEREXIT

. ENCRYPTION

like DFC for non-date fields

range checks

display blanks or “???7?” if user not authorised to view field.
invoke user exit for site specific editing/validation.

invoke standard encode/decode algorithms.

Final specification of release 2.0 is still to be confirmed and there is no commitment at
this time to provide any of these possible enhancements.

EZ-DB R5.3 C90201 DB-WATCH DATE MONITOR REPORT PAGE 1
Date/Time Task Program DBName Subschema
Record Name Element Name Date Format Picture
Date In Hex Date DBKey Comment
1999. 054 10: 46 DMLO USDMVAI NO EYTEST2K SSEZ2K00
EZ2K- SEQ DATES DATE- CONSEC4 DDMWYY DI SPLAY
F3F3FOF9F9F8 330998 A7DAC307 MODI FY ABORTED
1999. 054 10: 46 DMLO USDMAI NO EYTEST2K SSEZ2K00
EZ2K- SEQ DATES DATE- Bl ZDAY2 DDMWYY DI SPLAY
F5F1FOF9F9F8 510998 A7DAC307 STORE ABORTED
1999. 054 10: 54 DMLO USDMAI NO EYTEST2K SSEZ2K00
EZ2K- ALPHA- DATES = DATE- ADDMBYYC DDMVMYYC DI SPLAY
F3F1CAC5C2F9F9F0  31DEB990 A7DACEO1 MODI FY ABORTED
1999. 054 10: 54 DMLO USDMAI NO EYTEST2K SSEZ2K00
EZ2K- ALPHA- DATES = DATE- ADDMBYYC DDMVMYYC DI SPLAY
F3F1CAC5C2F9F9FO0  31DEB990 A7DACEO1 STORE ABORTED
1999. 054 10: 55 DMLO USDMVAI NO EYTEST2K SSEZ2K00
EZ2K- PACK- DATES DATE- POYYMVDD 0YYMVDD COwP- 3
0991232F A A7DACEO4 MODI FY ABORTED

Figure 1.4 Sample EZ-WatchGuard Report
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1.6 Soft Quiesce Point Utility

In the pursuit of true 24x7 operations, EZ-SQP removes yet
another obstacle. Now you can take in-flight backups without
even requiring a hard journal quiesce point.

Traditional Hard Quiesce

=
— D
==

DB SOP Sofi Quiesce

BATCH WORK

£

Overview... Traditionally, a “hard” quiesce point is required before a
database can be backed up by in-flight procedures. For
a hard quiesce point, the database areas are varied
read-only, and online services are disrupted during this
period, as all transactions attempting to update the
database fail. In particular, batch work has to either be
carefully scheduled around this “outage”, or batch jobs
have to be manually canceled and then restarted
following the “hard” quiesce.

As online days are continually extended, so the batch
window forever shrinks. Any disruption to the overnight
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The
SoftQuiesce
Point...

batch work can cause additional work and headaches for
Operations support staff .

To overcome this, the SoftQuiecePoint (EZ-SQP) utility
allows the in-flight backup to be taken without the read-
only period and its associated disruption to online users
and batch jobs. Transaction and batch jobs can just
continue with absolutely no interruption or special
scheduling required - yet TOTAL integrity of the backups
is always maintained.

The EZ-SQP utility was developed in co-operation with a
major UK CA-IDMS user, whose prime requirement was
to reduce the impact of backups on operational batch
work, while maintaining 100% integrity of backups and
any subsequent recoveries that may be required.

EZ-SQP meets these requirements and has PROVEN
itself in numerous Production recovery situations.

For a “hard” quiesce point there can be no updating run-
units at a specific point in time. This is achieved by
varying the database read-only, swapping journals, and
varying the database back to update. In-flight backups
are then started.

Any subsequent rollback or roll-forward would end or
start at the swapped journal plus one.

The EZ-SQP utility obtains a “soft” quiesce point as
follows;

1. The active journal is swapped.

2. After the journal has been swapped EZ-SQP
makes sure that no images are on previous
journals that will be required for a recovery.

3. EZ-SQP does this by looking at all update run-
units at this point in time. These run-units are
monitored for a user defined period of time
(default 10 minutes). If after this time they have
not issued a COMMIT or FINISH, then the user
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can specify to EZ-SQP (in a predefined table) that
this "type” of run-unit (based on program/job name
etc.) can be canceled. EZ-SQP will automatically
cancel them, if allowed to do so.

4. If the run-unit is not allowed to be automatically
canceled, then a WTO is issued, specifying that
the EZ-SQP is waiting for the job/task to COMMIT
or FINISH. The user can then either cancel it, or
allow it to continue. EZ-SQP will then wait
indefinitely for the “soft” quiesce point to occur,
checking every minute.

5. Finally, EZ-SQP writes the journal record
sequence number of the “soft” quiesce point to the
next generation of a control dataset. This is used
by the EZ-SQP Journal Concatenation Program to
determine which run-units were active.

6. In-flight backups can now SAFELY be started.

Should a database recovery now be required, simply
concatenate the offloaded journals from the one swapped
plus one using the powerful EZ-SQP Journal
Concatenation Program. This will only start
concatenating images for run-units active at the “soft”
qguiesce point. Because the in-flight backups started after
this point, it ensures that the recovery utilities will not
require images from earlier journals.

The concatenation utility is much more powerful than just
being a EZ-SQP “add-on”. In addition to being used to
concatenate journals for recovery following a “soft”
guiesce point, it has the added benefit of being faster
than using the standard IEBGENER utility, and has the
following additional features;

. The user can specify which specific areas or files
are being recovered. The Journal concatenation
program will only copy/concatenate journal images
for these areas/files thereby eliminating
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redundant data and associated I/O wait times from
the journal.

Up to nine copies of the concatenated output can
be produced simultaneously, in order to allow
multiple jobs streams to run with roll-forward.

Multiple streams will significantly reduce the
recovery time, should the entire database require
recovering, following a serious problem.

The user can manually specify the journal

sequence number from which to either start or
stop the concatenation.
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1.7 EZ-DB Buffer Management Overview

EZ-DB contains several important features designed to enhance the operation of the
CA-IDMS buffer management function. These features are available to users of CA-
IDMS at both release 10.x and 12.0.

In summary, the facilities available to CA-IDMS users through EZ-DB are:

THE ABILITY TO SHARE CA-IDMS BUFFERS BETWEEN MULTIPLE CA-
IDMS SERVICES (IE., MULTIPLE CVS AND LOCAL MODE BATCH JOBS).

Through the EZ-Synchro® component, EZ-DB uses MVS cross-memory services
to maintain consistency between buffers where some CA-IDMS services have
read-only access to database areas.

In addition, through the EZ-Share® option, the data may be retrieved from the
buffers (DMCL and Dataspaces) of another CA-IDMS service without incurring
1/0.

THE ABILITY TO ASSIGN CA-IDMS FILES TO ESA DATASPACES.

Where supported by the operating system (MVS/ESA only), CA-IDMS release
10.2 and 12.0 users may assign CA-IDMS files to dataspaces. Furthermore,
each dataspace can be shared by up to 32 concurrently running CA-IDMS CVs
or local mode batch jobs.

Although dataspace support is included as standard in CA-IDMS release 12.0
(and EZ-DB allows the possibility of sharing CA-IDMS dataspaces also), use of
EZ-DB dataspace support is still recommended where sharing of dataspaces is
required.

ADVANCED SEQUENTIAL PREFETCH PROCESSING.

EZ-DB includes a sophisticated Sequential PreFetch option which can greatly
improve the performance of user programs and many CA-IDMS utilities. The
implementation of Sequential PreFetch in EZ-DB includes many important
advantages over the facility introduced in CA-IDMS release 12.0.

CA-IDMS DMCL BUFFERS IN XA STORAGE.

Of particular interest to CA-IDMS release 10.2 users, the DB-Megabuf
component of EZ-DB provides the ability to re-locate the CA-IDMS DMCL buffers
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into XA storage. This provides relief to systems constrained for below-the-line
storage, and the ability to assign far larger buffers above-the-line.

DB-Megabuf performs its own EXCP processing directly into the XA-DMCL
buffers, and provides a simple facility for overriding the DMCL buffer sizes. Also
provided is a simulation facility allowing the user to model the effect of different
buffer sizes.

These features may also be used by CA-IDMS release 12.0 users.

. ADVANCED BUFFER SIMULATION AND DYNAMIC BUFFER MANAGEMENT
The DB-Buffer+ component is a powerful simulation tool, allowing the user to
perform multiple simulations of different buffer pool sizes and different DMCL
configurations, against the real-time system.

The user may also specify dynamic buffer profiles which cause an automatic
modification of the buffer pool size in response to some user specified criteria.

All of these features are described in more detail in the following section, and in depth
in the appropriate component user guide.
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1.8 Buffer Synchronization

The EZ-Synchro® component of EZ-DB gives CA-IDMS users far greater scope and
flexibility in defining multiple CV environments by using MVS cross-memory services to
synchronize the database buffers.

1.8.1 The Problem

CA-IDMS itself permits the sharing of areas between
multiple CVs and local mode batch jobs with the
restriction that only one at a time may READY an area for
update processing. However, users who operate in this
fashion will invariably suffer from undesirable side-
effects, namely inconsistent data and perceived broken
chains.

This is because of the manner in which CA-IDMS
manages its buffer storage; Use of a least-recently-used
stack for buffers ensures that frequently accessed
database pages remain in memory without requiring disk
access.

If an update process in another CV or batch job modifies
a database page that is currently in memory in a retrieval
CV, the retrieval CV could be referencing out-of-date
data for an indeterminate time. Worse still, if an update
process in another CV or batch job were to delete a set-
member, the retrieval process could abend with a
"broken-chain" error while walking the set.

1.8.2  Update Synchronization
EZ-Synchro® ensures that these problems do not occur
by using MVS cross-memory services to maintain buffer
integrity. Whenever a database page is updated, the
buffers of other synchronized CA-IDMS jobs are
searched for the existence of this page. If it is found, EZ-
Synchro® invalidates the page in the buffer, forcing a re-
read of the page next time it is required.

NEW in release 4.1, EZ-Synchro® will also invalidate the
page in ESA dataspaces where used (release 12.0 only).
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NEW in release 5.2 EZ-Synchro® will also synchronize
pages within different page groups within the same CV if
applicable.

1.8.3 SharedBuffer Reads between CA-IDMS services

The EZ-Share® option uses cross-memory services to
search the buffers of other eligible CA-IDMS CVs or local
mode batch jobs for a database page about to be read.

If the required page is present in another buffer, it is
retrieved from that buffer rather than from disk,
eliminating the physical 1/O.

By using the EZ-Share® feature together with the ability
to synchronize database updates between buffers, the
EZ-DB user may view all of the IDMS services individual
buffers as one logical buffer set.

The SharedBuffer Read processing takes place against
both the XA-DMCL buffers and the Sequential PreFetch,
if implemented (see sequential PreFetch option).

For example, a user may define a highly accessed
reference area as "Database in Memory". Sequential
PreFetch will read the whole area into a PreFetch buffer
accessible to any executing CV or local job.

NEW in release 4.1, EZ-Share® will also retrieve the
required page from an ESA dataspace, where present,
allocated by another CA-IDMS service.

1.8.4  Cross-MVS Option

Where databases are shared between multiple CA-IDMS
jobs running on the same machine, EZ-Synchro®
provides the answer to the inherent buffer
synchronization problem.

With EZ-Synchro® cross-mvs option, CA-IDMS
databases may be shared between CA-IDMS jobs
running on physically separate machines (or separate
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MVS images eg., PR/SM, MDF environments), with the
same buffer synchronization provided in the standard EZ-
Synchro®.

EZ-Synchro® introduces the "SharedBuffer group”
concept, where a group consists of up to thirty-two
central version or local mode jobs executing on the same
mainframe. Buffer synchronization between the group
members is implemented using MVS cross-memory
services.

With cross-Mvs option, the user can define for any
group, a "partner" group, also consisting of up to thirty-
two members, which may execute on a physically
different CPU.

Synchronization requests are sent to the partner group
using APPC (LU6.2). A RECEIVE task acting on behalf of
the partner group then uses MVS cross-memory services
to synchronize the buffers of the applicable group
members executing within the partner group.

CROSS-MVS option has been designed to achieve
maximum performance with minimal overhead. The
installation of cCROss-mvs option will have no
measurable overhead on the execution of the CA-IDMS
jobs using the facility.

NEW in release 5.2.
Many-to-Many Connections

Release 5.2 of the CrossMVS option introduces the
ability to implement multiple or many-to-many sessions
between EZ-Synchro SharedBuffer Groups. In prior
releases, a particular SharedBuffer Group could only
participate in a CrossMVS connection with one other
SharedBuffer Group. Although any SharedBuffer Group
could contain up to 32 members, this one-to-one group
limitation did restrict certain configuration possibilities.
For example, it was not possible in a three CPU
configuration (say CPUA, CPUB, CPUC) to execute an
update CA-IDMS CV on CPUA, synchronizing with
retrieval CA-IDMS CVs on CPUB and CPUC.
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1.8.5

1.8.6

Release

In the new release, this, and still more flexible
configurations are possible.

EZ-Synchro® Cross-MVS option is described in detail in
the EZ-Synchro® Cross-MVS User Guide.

12.0 Security Domains

The security system in release 12.0 of CA-IDMS introduced the
concept of GLOBAL RESOURCES and SECURITY DOMAINS.

The GLOBAL RESOURCES are USERS, GROUPS, USER
PROFILES and SYSADMIN privileges.

A SECURITY DOMAIN consists of all of the CA-IDMS services
(batch jobs and central versions) that share the same physical user
catalog (i.e., the SYSUSER segment).

Sharing these GLOBAL resources can greatly reduce the
maintenance needed to maintain the security environment, since
there is no duplication of effort when adding new users, groups etc.
Also, once a change is made to the shared SYSUSER segment, it
will be reflected across all systems, thus eliminating possible
inconsistences. But will the change be reflected IMMEDIATELY
across all systems?

The Problem

It is possible that following an update to the SYSUSER segment that
a CA-IDMS central version that has read only access to the
SYSUSER segment will not pick up the change as the relevant
database pages are still in the buffer pool and will therefore not be
re-read from disk.

A simple example is that a new user signing on only to find that his
user ID is not defined to the user catalog. Security administration
quickly add the user ID and the user attempts the signon once more.
The relevant pages are still in the buffer of the central version being
accessed and so it still does not see the user in the user catalog.
Thus leading to confusion for the user and the security
administration function.

The Solution
What is required is for the read only service to read from disk the
updated pages. This is exactly the solution provided by EZ-Synchro.

The combination of EZ-Synchro and release 12.0 central security
means that changes can be made to the security definitions and be
IMMEDIATELY reflected across the SECURITY DOMAIN.

Intra-CV Synchronisation
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CA-IDMS supports the possibility of assigning the same physical file
to multiple page groups or segments. When this occurs, you may
have duplicate pages in the DMCL buffer as CA-IDMS does not
recognise the pages as being the same. It follows then that data
inconsistences and perceived broken chains may occur within a
single system, in exactly the same way as when databases are
shared across multiple CA-IDMS services.

Release 5.2 of EZ-Synchro now provides support for DMCL buffer
synchronisation within a single CV (or local job). Whenever a page is
updated, EZ-Synchro will recognise the existence of other
occurrences of the relevant page in the DMCL buffer and flag them
as invalid.

1.9 ESA Dataspace Support

1.10

EZ-DB users may assign selected CA-IDMS files to
MVS/ESA Dataspaces. A Dataspace (or data-only
address space) can hold up to 2-gigabytes of data,
thereby allowing entire CA-IDMS files to become
'memory-resident’.

A significant advantage of EZ-DB is the ability to share
Dataspaces between multiple users. Up to 32 CA-IDMS
central versions or local mode batch jobs may access the
same Dataspace.

NEW in release 4.1. In addition to the ability to Share EZ-
DB Dataspaces between members of the SharedBuffer
Group, EZ-DB users may also share The Dataspaces
allocated by CA-IDMS (release 12.0 only).

XA Buffers and Sequential PreFetch

1.10.1 Buffers in XA Storage

Prior to IDMS release 12.0, users of CA-IDMS were
constrained by the restriction that the CA-IDMS DMCL
buffers had to be located below-the-line.
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This restriction causes problems of virtual storage
constraint below-the-line, and also prevents users from
exploiting the available XA storage range (up to 2 gig)
above-the-line for database buffers.

The DB-Megabuf component of EZ-DB removes this
restriction by re-locating the actual CA-IDMS DMCL
buffers above-the-line and performing its own EXCP 1/O
directly into these buffers.

For CA-IDMS release 12.0 users, the DB-Megabuf
COXAMEG table may still be used as a convenient
method of modifying database buffer sizes without
requiring a regeneration of the DMCL.

An important distinction between the operation of CA-
IDMS buffers and the EZ-DB implementation, is the
ability to share the buffers between multiple CA-IDMS
services.

Refer to the buffer synchronization section elsewhere
in this overview for further details.

1.10.2 Sequential PreFetch Option

Sequential PreFetch option is a component of EZ-DB which can provide significant
improvement in performance where data is processed in a sequential manner.

Reduced 10
and elapsed
times

By using Sequential PreFetch and Full Track Writes, the
elapsed times for sequential processing runs can be
reduced by up to 90%. This benefit can be achieved by
user programs or CA-IDMS utilities, for example:

. IDMSAJNL

. IDMSDBAN

. IDMSINIT

. IDMSRFWD/IDMSRBCK
. IDMSUNLD/DBL2/DBL4

. RHDCPRLG
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EZ-DB PreFetch option uses separate PreFetch Buffers
which are allocated automatically in MVS XA storage.

By assigning separate buffers for the PreFetch
processing, the effect on random access tasks or jobs is
minimized. For example, in a CV environment, the DMCL
buffers are not flooded by the pages read by sequential
jobs.

The PreFetch buffers can logically be thought of as a
shared buffer pool between all of the executing CA-IDMS
services (that is, CVs and local jobs).

For heavily accessed areas, this can dramatically reduce
IO and minimize the storage overhead.

Data is read into Sequential PreFetch buffer using
multiple-track or full cylinder EXCPs. This can result in
enormous reductions in I/O and elapsed run-times for
sequential jobs.

For each AREA or FILE in a given DMCL, the user may
specify whether Sequential PreFetch is active, or may be
automatically activated. If automatic activation is
requested, the PreFetch buffers are only allocated when
EZ-DB detects that the AREA/FILE is being processed
sequentially.

Another option, specifies that the Sequential buffers are
to be freed if they are not referenced for a user-specified
time.

This mechanism provides much more effective
management of storage allowing the maximum benefit in
terms of reduced I/O with the minimum overhead in
additional storage.

An interactive display is provided that allows the user to
monitor the performance of the PreFetch buffers (for
example, the number of times allocated, number of
EXCPs saved etc.), and also allows the user to modify
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Sequential
Writes

Backwards
Sequential
Processing

Database in
Memory

the PreFetch environment (for example to START or
STOP PreFetch processing for a given File or Area).

The commands to start and stop PreFetch processing
may also be input in line-mode, thereby allowing them to
be used in UCFBATCH job streams also.

EZ-DB Sequential PreFetch supports sequential
processing for writes. By performing full track writes,
EZ-DB achieves considerable extra performance for
database restructures, Unloads/Reloads, batch
updates etc.

EZ-DB Sequential PreFetch supports sequential
processing for files being processed in reverse
sequential mode, thus providing performance benefit to
database loads, IDMSDBL2 and any other process that
reads backwards through a database file.

The user may specify that an entire AREA or FILE is to
be read into a PreFetch buffer.

EZ-DB Sequential PreFetch will allocate enough space
to hold the entire AREA or FILE in memory.

Through the Shared Buffer facility of EZ-DB, this
database in memory may be accessed by any concurrent
CA-IDMS service.

Note: See also Dataspace facility available to MVS/ESA
users.

1.10.3 DB-Megabuf Sequential PreFetch versus CA-

IDMS

Many users of DB-Megabuf at CA-IDMS release level
10.2 have maintained their DB-Megabuf licenses when
upgrading to release 12.0, and have continued to use

DB-Megabuf in the release 12.0 environment.

For your information, we highlight below some of the
technical differences between DB-Megabuf Sequential
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and release 12.0, which we believe makes DB-Megabuf
superior.

CA-IDMS does not support Sequential Processing for
write 10. DB-Megabuf Sequential will perform full track
writes, thus obtaining considerable extra performance for
Database Restructures, Unload/Reload, Batch updates
etc.

CA-IDMS does not support Sequential Processing for
files being processed in Reverse Sequential mode. It
thus provides no performance benefit for Database
Loads, IDMSDBL2, or any other process that reads
backwards through a database file. DB-Megabuf
Sequential does support reverse sequential mode.

Release 12.0 will read a maximum of 3 tracks of data at
one time with one EXCP per track. DB-Megabuf
sequential will perform full cylinder 10 with a single
EXCP, thus outperforming CA-IDMS by a factor of 15:1.

CA-IDMS release 12.0 will perform full track reads into its
own (DMCL) buffer pool if the buffer pool is 500 pages
or more, or if it detects that a file is being processed in a
sequential manner. This is not under user control and its
effect is to flood the DMCL buffers with the full-track
reads at the expense of concurrent random 10. Online
users would therefore be adversely affected by batch
jobs. DB-Megabuf Sequential permits the user to
exercise full control over when and where PreFetch is
activated as well as automatic activation. Also, DB-
Megabuf Sequential maintains its own Sequential Buffer
pools that it uses to feed database pages to CA-IDMS as
they are required, but at the same time it recognises
random 10 and allows these to be processed normally
into the CA-IDMS (DMCL) buffers. With DB-Megabuf
Sequential, you therefore get the full benefit of sequential
processing without adversely affecting tasks using
random 10.

To enable automatic sequential processing within CA-
IDMS release 12.0, the buffer pool must be at least 500
pages. This storage is permanently allocated and may
not be required at all times. DB-Megabuf Sequential will
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automatically detect sequential processing and allocate
the required amount of storage for the sequential buffers.
When sequential processing terminates, these buffers
will be released. This provides much more effective
management of storage, allowing the maximum benefit in
terms of reduced 10 with the minimum overhead in
additional storage.

1.10.4 Shared buffers between CVs and Batch jobs

Shared XA
DMCL Buffers

Shared
PreFetch
Buffers

Shared
Dataspace
support

When using DB-Megabuf in conjunction with EZ-Share®,
the XA DMCL buffers of all applicable CVs and Local
mode batch jobs are available to each-other.

For example, if a requested database page is not found
in the DMCL buffers of a given CV, it will check the
buffers of other concurrently running CVs (or local jobs),
and retrieve the page using MVS cross-memory services
if found.

In some environments, this can substantially reduce
database 1/0O and further improve performance.

When using Sequential PreFetch option with EZ-Share®,
the Sequential PreFetch buffers are also searched by the
cross-memory SharedBuffer Read routine.

What this means to you is that the Sequential
PreFetch Buffers are effectively shared between
multiple IDMS regions - You may define an AREA as
Database in Memory, and retrieve data from the
buffer from any CV or Local mode job.

MVS/ESA users may use the DB-Megabuf dataspace
feature to assign entire CA-IDMS files to Dataspaces
which are addressable by up to 32 concurrently running
CA-IDMS central versions or local mode batch jobs.

The EZ-DB dataspaces are allocated as

SCOPE=COMMON which means that they are diectly
addressable from any CA-IDMS service.
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NEW in release 4.1. EZ-DB also provides the ability to
share dataspaces allocated by CA-IDMS (release 12.0
only).
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1.11 Buffer Simulation and Dynamic Management

BUFFER+ is a component of EZ-DB which greatly
enhances a DBAs ability to maximize the performance of
CA-IDMS systems, by providing powerful analysis and
dynamic management tools for the DMCL buffer pools.

The performance of the database buffers can be the
most significant factor affecting a systems efficiency, and
is of importance to all CA-IDMS users.

Small shops, unable to exploit the extended addressing
(XA) architecture, need to make optimum use of valuable
below-the-line virtual storage.

Even the largest shops have reason to be concerned
about optimum buffer sizing. Many such users are
exploiting XA or even Dataspaces for buffering. However,
it is impossible to have all of this vast buffer space in real
or expanded storage. Paging (even to expanded storage)
is not free. At what point does the cost of additional
paging outweigh the benefit of extra buffer space?

With BUFFER+ you can answer these questions.

1.11.1 Buffer Simulation

BUFFER+ is a component of EZ-DB which provides
powerful simulation and analysis facilities. These may be
defined interactively and interrogated online.

With BUFFER+ you can define up to three different
buffer configurations which are simulated in real-time.
The three buffer sets are referred to as SIM1, SIM2 and
SIM3. Through the various online displays of BUFFER+
you can compare the performance of the different buffers
sets with the actual IDMS buffers.

By default, the SIM1, SIM2 and SIM3 sizes are preset to
2, 4 and 8 times the DMCL buffer sizes. These may be
explicitly overridden through the COXASIM table
definition (see BUFFER+ installation guide) or
interactively through the environment management
function.
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The simulations may be stopped and started dynamically
without any need to cycle the system. In addition, the
statistics may be reset to zero or reset to the IDMS
values at any time. For instance, you may wish to re-run
the same batch job several times with different simulation
sizes. At the start of each iteration you would set the
simulation and IDMS statistics to the same values.

A most powerful feature, is the ability to simulate using a
different DMCL to that being used by the run-time
system. This allows you to experiment with the effect of
adding buffers or files, or changing the area to buffer
relationships. The simulated DMCL can be new-copied at
will. If you like the effect then (effective from CA-IDMS
release 12.0) you can new-copy the actual run-time
DMCL.

1.11.2 Dynamic Buffer Management
BUFFER+ allows the user to define buffer PROFILES. A
buffer PROFILE results in an active DMCL buffers size
being dynamically modified in response to a user defined
trigger.

Currently, you may specify that certain buffers are to be
increased or decreased in size at a given time of day, for
example, to increase buffer sizes for overnight batch
processing.

1.11.3 SMF Logging

When executing BUFFER+ under the MVS operating
system, you have the option of writing the statistics to
SMF for batch analysis. SMF records are written at
shutdown and at a statistics interval which is user
defined.

You may specify for each buffer whether BUFFER,
and/or AREA and/or FILE statistics are to be logged.

For non-MVS users, an exit is provided allowing you to
output the statistics records to your own file.
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Some predefined SAS reports are provided for SMF
users.

1.11.4 BUFFER+ Offline Simulation

Using this facility, you may specify start and stop times
during the online day during which you wish to write a
trace of the CA-IDMS page requests to an external file.
For example, you may only be interested in activity
during peak processing periods.

You may then feed this external file into the BUFFER+
offline simulation facility, enabling you to reprocess the
same page requests as often as required (in simulation
mode) using different DMCL configurations.

This is a powerful feature in assisting CA-IDMS users to
arrive at the optimum DMCL configuration.
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1.12 Task Priority Management
When using very large buffers (whether EZ-DB or CA-
IDMS release 12.0 XA buffers), there is the possibility
that a single task could monopolize the CPU to the
detriment of other users.

This could occur, for instance, where a long-running (or
looping?) task has all of its page requests satisfied by
pages already in the buffer. In this case, the task would
never give up control of the CPU to let other tasks
process.

EZ-DB includes a HICCUP wait facility that will avoid this
problem.

The user may specify a HICCUP parameter which
determines the maximum number of consecutive page
requests that can be issued by a single task before a
DC/ucF HICCUP wait is issued.

A further facility (CHAP) can be used in conjunction with
the HICCUP facility to cause an executing CA-IDMS
tasks dispatching priority to be REDUCED every time a
HICCUP wait is performed.

In this way, long-running CA-IDMS tasks may be
prevented from penalizing shorter running tasks.

Refer to the DB-Priority User Guide for full details of this
function.
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1.13 Dynamic File Allocation

DB-Allocate is a component of EZ-DB which provides
powerful and flexible dynamic allocation and deallocation
of CA-IDMS database and journal files.

The following functions are available through the online
ALLOCS task code:

. Request dataset name information relating to a file
included in the CVs run-time JCL.

. Request deallocation of a given CA-IDMS
database file.

. Request dynamic allocation of a given CA-IDMS
database file.

In addition, DB-Allocate provides the ability to
dynamically allocate the files used by local mode batch
jobs and at CV start-up.

To use the standard CA-IDMS release 12.0 dynamic
allocation facility, the dataset names of each file to be
allocated must be predefined in the DMCL definition.
This possibly requires the DBA to maintain multiple
DMCL definitions for each CV or local mode job.

With DB-Allocate, the user includes the dataset name
definitions in a COALLOC control file. The COALLOC file
may contain multiple data set name definitions. In
addition, the statements may include wild-card
characters and variable replacement masks.

The COALLOC file gives the DBA total control over the
mapping of file names to dataset names. Most
importantly, the specification of DD statements for
multiple CV and local job streams can now be centralized
in one place.

Refer to the DB-Allocate User guide for full details
relating to this function.
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1.14 VIBs above-the-line (release 10.2)

One of the major benefits of EZ-DB (specifically the DB-
Megabuf component) is below-the-line virtual storage
constraint relief.

This is achieved by relocating the DMCL buffers and
other buffer related control blocks to XA storage.
However, some users even with XA buffers, still
experience contention for storage pool zero space.

One of the other major contenders for pool zero space
are the VIBs, that is the Variable Information Blocks
related to the Subschema Fixed Information Block (FIB).
The FIB is reentrant and is shared by all concurrent
users of a particular subschema. However, a VIB is
allocated for each and every user of that subschema at
BIND rununit time and not released until the FINISH. The
size of a VIB is related to the size of the subschema and
is therefore variable, but sizes in the range of 70-80K are
not uncommon.

It follows that in systems with a large number of
concurrent run-units and large VIBs, that problems may
occur with pool zero space. This problem is addressed in
CA-IDMS release 12.0 by allocating the VIBs in an XA
storage pool (if assigned), rather than pool zero.

In line with the philosophy of EZ-DB to provide CA-IDMS
users with the maximum possible below-the-line storage
relief, EZ-DB release 4.1 relocates the VIBs into XA
storage for CA-IDMS release 10.2 users also.

This feature is automatically activated for EZ-DB users

who have activated the DB-Megabuf Sequential PreFetch
option.
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1.15 DB-Timer user specific Resource Timeout

Interval
In resource hungry CA-IDMS DC/UCF systems, it is
recommended that the sysgen RESOURCE TIMEOUT
facility is used in order to free resources held by inactive
users.

Using the standard facility of CA-IDMS, it is only possible
to define a system wide timeout period whereas, in
practise, it would often be desirable to be able to specify
different timeout intervals for different users or different
classes of user.

With the EZ-DB DB-Timer component you can do
exactly that.

How it works...

For release 10.2 systems, you use the INSTALLATION
CODE field of the dictionary USER entity to specify a
resource timeout interval or NOST if resource timeout is
not required. If no INSTALLATION CODE is specified, or
the user is not signed on, the system default timeout
period will apply.

For release 12.x systems, you specify a new
SYSTEM/USER PROFILE attribute called TIMEOUT.
This permits maximum flexibility, as you can create
multiple PROFILES and associate different USERS with
different PROFILES.

For both 10.2 and 12.x, DB-Timer is implemented as a

standard system exit. Refer to the DB-Timer user guide
for further details.
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1.16 DB-Peek display load module information

Identify run-time module location and attributes...
How often...

.... have you experience operational problems because the system is loading a module
from a different library to the one you expect ???

... wasted time because a PTF/APAR you think is applied is not ??? (or, is not applied to
the correct load library !1)

. DB-Peek is an invaluable diagnostic tool which may be of benefit to CA-IDMS DBAs,
application developers, system support personnel, change controllers and more.

. DB-Peek by default users the same algorithm as used by DC/UCF in locating a requested
module. In that way, you can be sure that you are looking at the actual version that will be used
by DC/UCF where multiple versions exist in different libraries.

. You can optionally request that DB-Peek search STEPLIB only, or an explicit dataset name.

. DB-Peek may be used to look at any module in a standard OS/390 load library - not just user
written programs. For example, you may look at System Modules, user generated tables
(including MAPS, subschema modules etc.) and non-IDMS libraries (e.g., CICS, DB2).

To use DB-Peek you must:

Invoke DB-Peek by entering the following from the DC/UCF enter next task code prompt:
PEEK module-name

where module-name is the optional name of the module to be examined. If you do not enter a

module name, the DB-Peek HELP screen is displayed. Note that module-name can also be

entered on the command line at the bottom of the screen.

The following figure illustrates the initial screen obtained where IDMSDBIO has been entered on
the command line:
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Cogito Peek Utility (R4.2) V0005 14:42:00 96.082
Module Name : IDMSDBIO DSName : IDMSDEV.EZ-DB42.L0OAD120
Ddname : CDMSLIB  VOLser : Last Link-edited on : 7 Mar 96
Entry Address: 00005C Amode : By LKED : 566528401
Total Length : 018A28 Rmode : Reent : NO Reuse : NO
Control Section Entry

Origin Length Location

COXADBIO 000000 001D38
XADBI0O 00005C
XADB1012 0000D8
COGILOAD 000700
GSTGO000 001AF4
DBIOPTCH 001D38 0003E8
IDMS10XT 002120 00009A
10EPVCON 0021A8
IDMSDPLX 0021C0
PLX3VCON 002248
PLX2VCON 00224C

<PF1> HELP <CLEAR> EXIT <PF7> UP <PF8> DOWN <PF9> SWITCH
ENTER COMMAND BELOW>
IDMSDBIO

Figure 1.6 Example DB-Peek Display

The following highlights some of the information that is displayed:

DSNAME shows the actual dataset name from which the requested module has been (or would
be) loaded.

This can be invaluable when you have complex library structures and possibly duplicate
members in several locations.

DB-Peek will display the actual dataset name from within the CDMSLIB or STEPLIB
concatenation from which a particular module has been or would be loaded.

Link-edit date and attributes.
Displays the link-edit attributes, for example, AMODE, RMODE, REENT etc.
Display the Link-edit cross-reference.

Displays a module cross-reference similar to the output from the link-edit job itself. For instance,
you can see a CSECT map including ENTRY names and EXTERNAL REFERENCES.

Both of the above can be invaluable for diagnostic purposes.
Display the PTF/APAR history for the load module.

Use PF9 to switch to this display mode. The APAR information is obtained directly from the
actual load-module from the IDRDATA, if present.
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Because DB-Peek follows the same library search algorithm as the DC/UCF loader, and reads
the IDRDATA from the load-module, DB-Peek can often highlight situations where PTF/APARs
have been lost or miss-applied.

Explicitly request information about a module in a particular library.
If you wish, you may request information about a module in a particular library by explicitly
specifying the dataset name. Using this feature, you may use DB-Peek to look at non-IDMS

modules, for example modules in CICS or DB2 run-time libraries.

DB-Peek can be used to examine all kinds of load-modules (eg. tables, subschemas) not just
executable modules.
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NOTES:
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